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Part 1

The Big Picture






Chapter 1

Why Anyone Pays for a Digital Twin

1.1 Before You Start

What you are assumed to know. You write software for a living. You are comfortable with
HTTP APIs, JSON, a time-series or relational database, and reading Python you did not write.
You have seen a system that talks to hardware, even if you did not build it.

What you are not assumed to know. Anything about control theory, numerical simula-
tion, process chemistry, or the digital-twin literature. Where this chapter needs a term from one
of those fields, it defines the term at first use and then keeps using it.

What this chapter covers. Why organisations spend money on digital twins; how that
spending is justified before a line of code exists; what the published market numbers do and
do not tell you; what six recurring shapes of value look like and where the human stands in
each; where the cost sits; how four families of real deployments argue for their money; and how
to build the value case for a small system, worked in full on a reactor vessel that is dosed with
reagent on a timer.

What this chapter deliberately does not cover. What a digital twin is, technically. That
sounds like the wrong order, and it is a deliberate choice. A later chapter draws the line between
a twin, a shadow, a model and a simulation, and another gives the architecture. Both are easier
to follow once you know what the thing is for. Until then, this chapter runs on one working
sentence:

Digital twin (working definition, Part I only). Software that keeps a model of
one specific physical system in step with that system’s actual state, and uses it to
control that system and to answer questions about it that measurement alone cannot
answer.

That sentence is deliberately loose. The literature does not agree on where a digital twin
ends and a digital shadow begins, and a shared, transparent understanding of the two terms is
still being argued for in manufacturing [1]. The tightening matters, because the boundary carries
cost consequences, and a later chapter does it. For now the loose version is enough to talk about
money.

Two more terms, pinned now and used unchanged for the rest of the book. The
physical twin (PT) is the real system being twinned. In the worked example below that is
the reactor vessel, its contents, the concentration sensor, the dosing pump, the tubing, and the
controller that samples the sensors. The digital twin (DT) is the software defined above. From
here on this chapter writes PT and DT rather than spelling either out, and so does the rest of the
book. When the book says “the twin” with no qualifier, it means the digital one.

Learning objectives. By the end of this chapter you will be able to:

3



4 CHAPTER 1. WHY ANYONE PAYS FOR A DIGITAL TWIN

1. Name the decision a proposed twin is meant to improve, and turn a vague goal into one
value metric with a unit, a denominator, a measurement method and a measured baseline.

2. Classify a proposed or existing system into one of six value patterns, state which rung of
the ladder it sits on, and say what the next rung up would additionally require, including
who acts on its output.

3. Rank the cost lines of a first-increment twin for a given system, and identify which line is
most likely to be forgotten.

4. Critique a market forecast or a vendor claim by separating what was measured from what
was projected, and reply to a request for a twin whose output nobody could act on.

5. Construct a complete value case - decision, metric, baseline, pattern, fidelity require-
ment, cost and payback - for a small cyber-physical system, and state the one test that
could falsify it before any code is written.

Every section that follows serves at least one of those five, and the exercises at the end say
which.

1.2 First Meeting

Here is the situation this chapter is written for.

You are a software engineer. Someone senior has decided that your organisation needs a DT.
There is a kick-off meeting. Around the table are a modelling expert who talks about solvers and
boundary conditions, a business sponsor who talks about uptime and margin, and a customer
who talks about the thing they own and worry about. You are there because someone has to
build it.

The failure mode of that meeting is not technical. It is that everyone agrees enthusiastically
while meaning four different things, and nobody says out loud which decision the twin is sup-
posed to improve. Six months later the project has a beautiful three-dimensional model, a live
data feed, a dashboard, and no answer to the question “what did we do differently because of
it?”

This is not a hypothetical failure. Writing about supply-chain twins, one practitioner warns
that new technology reads as an expensive gamble unless whoever is buying it keeps their hopes
for the payoff, and for how soon it arrives, realistic [2]. A set of pilot reports from European
manufacturing points the same way from the other side: the company that describes its pilot as
a success says it had worked out, before starting, why it wanted the twin and what it would be
used for [3]. A brief from an industry consortium adds the part that is hardest to hear in a kick-
off: the process around the twin has to change for the benefits to arrive, because a twin bolted
onto an unchanged process does not deliver them [4].

So the first skill this book teaches is not modelling and not architecture. It is the ability to sit
in that meeting and ask, without embarrassment: which decision gets better, who makes it,
and how will we know?

1.2.1 Where the idea came from, in one paragraph

You will hear the origin story in meetings, so it is worth having straight. The concept traces to
a 2002 presentation to industry, given at the University of Michigan, in which Michael Grieves
proposed a real space, a virtual space, and a data link between them for product lifecycle manage-
ment; the early courses called it the Mirrored Spaces Model [5]. The name “digital twin” attached
later, and the 2010 technology roadmap of the National Aeronautics and Space Administration
(NASA) gave the first detailed definition, in the aerospace context [6]. The folklore version —
that NASA’s Apollo programme built two identical vehicles, flew one and kept the other on the
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ground to rehearse fixes — is real enough as history and is routinely cited as the ancestor of the
idea [7]. The defence-side literature makes the same point without the twin vocabulary: Apollo
leaned on simulation throughout, to keep the risk down for the astronauts and for the people
running mission control [8].

Note what the Apollo story is really about. It is not about fidelity for its own sake. It is about
moving a decision - “will this fix work?” - from a place where being wrong is fatal to a place
where being wrong is cheap. Nearly every DT value argument in this chapter is a variant of that
one move.

1.3 Market Forecast

You will be shown a market forecast. Here is how to read one without either swallowing it or
sneering at it.

The published figures are large and mutually inconsistent, and the four that reach this corpus
through academic surveys are set side by side in Table 1.1 (figures in US dollars (USD)). Each
row is a paper quoting an analyst house; none of the four papers measured a market.

Table 1.1: Four digital-twin market forecasts, as relayed by papers in this corpus. Every figure is
an analyst projection quoted second-hand.

Quoted in Analyst house From To Growth quoted
A 2020 Grand View USD 2.26 billion = USD 27.06 “approximately
state-of-the-art Research (2017) billion (2025) tenfold”
survey [9]

A 2022 enabling- not named in USD 3.2 billion ~ USD 48.27 58% per year
technologies the survey (2020) billion (2026)

survey [10]

A 2022 Markets and USD 3.1 billion = USD 48.2 billion not quoted
modelling Markets (2020) (2026)

review [11]

A 2025 Fortune USD 8.6 billion ~ USD 137.7 42.6% per year
twinning- Business (2022) billion (2030)

systems paper Insights

[12]

Read the table down the “To” column. Two forecasts for the same year, 2026, agree with
each other to within a rounding error, which is less reassuring than it looks: they are the same
analyst estimate reaching two papers by different routes. Set the 2025 and 2030 figures beside
them and the implied size of the same market in any one year moves by more than a factor of
two depending on who counted. Four observations follow, in order of usefulness to you:

1. These are forecasts, not measurements. Cite them as evidence of expectation, not of
size. The same survey that relays the 58% growth figure also notes that Gartner named
DTs a top-ten strategic technology trend for 2019 [9], which is evidence of attention, not
of revenue.

2. The disagreement is the information. When “digital twin” can mean a dashboard or
a coupled multi-physics simulation, any total is a total over an ill-defined set. That is why
the definitional chapter exists.
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3. Adoption lags the forecasts, and the adoption numbers also disagree. The 2022 sur-
vey relays an engineering-institution report putting industry-agnostic adoption at about 5%
of enterprises [10], while the 2025 paper relays surveys in which only about 5% of compa-
nies say a twin plays no role in their digital-transformation plans [12]. Both can be true.
“We have a strategy” and “we have a twin in production” are different claims, and holding
both in mind is the correct posture.

4. Sector reports beat global totals. Oil and gas [13], health [14], smart cities [15] and
net-zero manufacturing [16] each have their own literature with concrete application sce-
narios. A sector report tells you what people in your customer’s industry are doing. A
global total tells you what a research firm sold a report about.

Two further pieces of context are worth carrying into the meeting. Several years of digital-
transformation progress are credited to the COVID-19 period alone [10], so part of the growth
in these curves is a step change in attention rather than a smooth technology trend. And vendor
material is part of the evidence base: an accessible overview of the field draws on what large
vendors report doing with twins [17]. That is not disqualifying, but it means the loudest numbers
come from parties with an interest in them.

What to say in the meeting. Not “the market will be USD 137 billion”. Say: “forecasts
are large and inconsistent, adoption is early, and our justification has to come from our own
baseline, not from a growth curve.” That sentence is both more defensible and more useful.

1.4 Key Question
Start from a claim that will look reductive and then earn its keep:

A DT is bought to improve a decision. If you cannot name the decision, there
is no value case - only a budget.

A decision has four parts you can write down in a meeting:

1. Thedecision itself. “How much reagent does vessel 7 get this shift?” “Do we take turbine
12 offline this week or next month?” “Do we accept this batch?”

2. The decider, and the cadence. A human once a quarter, a human every morning, or a
control loop every 200 milliseconds. These are three different systems, and the cadence
drives most of your architecture.

3. What is wrong with the decision today. It is made too late, or on incomplete infor-
mation, or by a person who has to be physically present, or it is not made at all because
nobody noticed there was a decision to make.

4. What it costs to be wrong. In currency (this chapter’s worked examples are costed in
euros, EUR), in downtime, in scrapped product, in a scrapped batch, in a life.

Point 4 is the one that gets skipped, and it is the one that determines whether the project is
worth doing. A twin that improves a decision whose error cost is EUR 200 a year is a hobby.

1.4.1 The value metric

From those four parts you extract exactly one value metric: a measurable quantity, with a stated
baseline and a stated way of measuring it, that the twin is supposed to move.

Insisting on one metric is the core of what practitioners call the lean digital twin: pick the
single quantity the business most wants moved, attach a money value to moving it, build only
what is needed to show the movement within weeks rather than years, and let that early return
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pay for the next, more capable increment [18]. That is a familiar shape to any engineer who has
shipped a minimum viable product, and the analogy is the authors’ own. The business viewpoint
of an industrial reference architecture asks for the same thing in more formal clothes: a return,
with costs and benefits tracked across the whole solution lifecycle — development, operation,
evolution and maintenance, not the build alone [19].

Bad value metrics are abstract nouns: efficiency, visibility, optimisation, digital transforma-
tion. Good value metrics have units and a denominator, and Table 1.2 shows the difference on
four requests you will actually hear.

Table 1.2: Requests as they arrive in a meeting, and the value metric each one hides.

A request as it arrives The value metric behind it

“Improve maintenance” Unplanned downtime hours per turbine per
year

“Better dosing” Batches scrapped because of undetected
dosing faults per year

“More visibility” Hours between a fault occurring and an
engineer being told

“Optimise the line” Scrapped units per 10,000 produced

The right-hand column has a property the left does not: someone can go and measure it
today, before you build anything, and get the baseline. A value claim with no measured baseline
is subtraction with one operand missing.

Three quantities carry the rest of this chapter, so pin them now. Write the value metric as M,
its measured baseline as M, the value the twin is expected to reach as M;, and the cost of one
unit of the metric as c. The annual benefit is then

B= (MO —Ml)C (1.1)

and the payback period, in months, is the build cost plus one year of running cost divided
by that benefit:

Cbuild + Crun
B
Both are arithmetic a sponsor can check on a napkin, which is the point. Equation 1.1 is
where most of the argument happens, because M, is a forecast and c is a judgement, and Equa-
tion 1.2 is where the argument is tested, because Cy, ;4 and Cy, are things you will be held to.

P=12 (1.2)

1.4.2 Decision latency: what twins usually actually sell

Look across the deployments in the Application Areas section and one quantity keeps reappear-
ing: decision latency, the time between the PT entering some state and someone, or something,
acting on it. Occasionally a twin opens up a decision nobody could have made before, because it
offers a service that did not exist otherwise. Far more often it makes an already-possible decision
happen hours or weeks earlier, or without a human standing next to the equipment.

Decision latency splits into two gaps, and a DT does not touch both of them equally. Fig-
ure 1.1 separates them.

Write the two as G4, the detection gap from the state being entered to somebody noticing,
and G,, the response gap from noticing to acting. Then

L= Gd + Gr (13)
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state somebod action .
— > ] y 5 — time
entered notices taken

' > >t
< > >

detection gap response gap

A
Y

decision latency

dosing rig today: ~4 days + ~1 day

with a twin that diagnoses: ~8 hours + ~1 day

the twin shortens the first gap;
the second belongs to the organisation

Figure 1.1: Decision latency, split into the detection gap a twin shortens and the response gap it
does not.

Equation 1.3 looks too small to write down, and its value is in what it separates. The detection
gap is an engineering problem and yours to solve. The response gap is an organisational one -
how fast the lab, the crew or the maintenance schedule can act once told — and no amount of
model fidelity shortens it. This is the concrete form of the consortium brief’s warning that the
process has to change for the benefit to arrive [4]: a twin that cuts G4 from four days to eight
hours has done nothing for a plant whose G, is a fixed weekly maintenance round. It is why the
predict pattern in the next section carries a warning, and why “nobody can act on the output”
appears below among the reasons to stop.

That split is worth drawing in the kick-off meeting, because it reframes the project from
“build a virtual replica” - unbounded, expensive, un-finishable - to “cut the time from event to
action from four days to four hours” — bounded, estimable, testable. The lean-twin literature’s
insistence on a benefit that can be verified quickly [18] is the same reframing from the finance
side.

1.4.3 Three examples, with the support fading

The method above is small enough to run in an afternoon. Here it is run three times: once in
full on a small dosing rig, once on a larger system with one step left to you, and once posed as a
problem for the exercises.

Example 1, worked in full: a reagent dosing rig

Picture a pilot plant with twelve reactor vessels. Each vessel has an inline concentration sensor
and a small dosing pump fed from a shared reagent tank, all wired to one controller that stores
every reading in a time-series database and exposes a REST (Representational State Transfer)
API. Nothing about it is exotic; a brewery, a water-treatment works or a fish farm has the same
shape. For the value case, one fact about it matters, and Figure 1.2 shows it.

Step 1 - the decision. Dosing is on a fixed shift schedule: 50 ml at 06:00, 14:00 and 22:00, what-
ever the sensor says. The decision “how much reagent, and when” is made once, by whoever
set the timer, and then not made again. The sensor readings are stored and never consulted by
anything that acts. So the decision that exists today is not “how much reagent” but “has dosing
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X no link: the decision
never reads the reading

[ reactor vessel ]
concentration reagent
: concentration sensor dosing pump and valve E
: readings stored ‘ [ fixed shift schedule |
! as a time series (50 ml at 06:00, !
: 14:00, 22:00) ;

plant controller

REST API

!

a person today;
a digital twin later

Figure 1.2: The dosing rig as it exists today. Sensing works and actuation works; the dosing
decision never reads the measurement. The missing link, marked X, is what this value case is
about.

stopped working”: a blocked line, an empty tank, a valve that no longer opens. Today a person
makes that decision when the end-of-batch assay comes back out of specification.

Step 2 - the decider and the cadence. A shift technician, on their rounds, roughly daily. The
reasoning for writing this down: it fixes G,. Once told, the technician can act within about a day,
and no software changes that.

Step 3 — what is wrong with it today. The decision is made late. A dosing fault shows in the
assay after about four days, so G4 is about four days and L is about five. The rig’s own log confirms
it: the stored concentration series shows flat traces for days before each recorded intervention.

Step 4 — what being wrong costs. This is where the obvious metric fails and the real one ap-
pears. The obvious metric is reagent. Twelve vessels at three doses of 50 ml a day is 12 X 0.05 X
3 X 365 = 657 litres a year, which at the reagent’s bulk price is a few hundred euros. Nobody
funds a project to save that. The real cost is that each vessel runs a six-day batch, and a batch that
went undosed for more than about two days is scrapped and restarted. Last year’s log records
ten dosing faults and, counting the batches scrapped because of each, 37 batches lost. The plant
costs a batch — materials plus vessel time — at about EUR 800. So the metric is batches scrapped
because of undetected dosing faults per year, with M, = 37 and ¢ = 800, and the baseline cost of
the problem is M, c = 37 X 800 = 29,600 euros a year. The reasoning for choosing this metric
over reagent: it is the quantity whose reduction the sponsor would recognise as the point.
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Step 5 - the target. A twin that compares each dose’s expected effect on the concentration
with the recorded effect would see a fault at the first missed dose, within one dosing cycle of
about eight hours. With G, at eight hours and G, at a day, the batch survives. Not every fault is
visible this way - a sensor that fails silently is the obvious hole - so set the target conservatively
at M, = 4. Then, by Equation 1.1, B = (37 — 4) X 800 = 26,400 euros a year. The reasoning for
the conservative target: a value case that survives its own pessimism is one you can defend in
the meeting.

Step 6 — the pattern and the fidelity it needs. The twin has to notice that a dose did not do what
a dose does. It does not need to forecast the concentration a week ahead, and it does not need
to decide the dose. In the vocabulary of the next section that is diagnose, not predict and not
control, and the model it requires has to get the direction and rough size of a dose’s effect right
- nothing more. The reasoning: fidelity is being derived from the metric, not chosen for its own
sake.

Step 7 - cost and payback. Three engineer-weeks to build the comparison, alerting and a
small calibration harness, plus half a week of a modeller’s time for the dose model, at the plant’s
internal rate: Cy ;4 = 14,000. Running cost a year: hosting at a few hundred euros, plus half
a day a month of upkeep as vessels, tubing and sensors are swapped: C,,, = 5,400. By Equa-

. 14,000+5,400
tionl.2,P =12 X ————
26,400

Step 8 - the test that could kill it. Before writing any code, spend one afternoon querying
the stored concentration history for the ten logged faults. If the traces do not go flat at the first
missed dose - if the sensor noise swamps a 50 ml step, or the faults were of a kind the sensor
cannot see — then M; is not 4, the eight-hour detection gap is fiction, and the case collapses. That
afternoon costs nothing and can falsify the whole argument. Do it first.

= 8.8 months.

Example 2, one step left to you: a pump fleet

A water utility runs forty similar pumps across a city. Unplanned outages are logged: last year
they totalled 1,200 pump-hours, so M, = 1,200 with the metric unplanned outage hours per year
across the fleet. Each outage hour costs the utility about EUR 250 in standby crew and overflow
penalties, so ¢ = 250. The decision is “which pump do we visit today”, made every morning by a
maintenance planner, and today it is made from whichever pump complained loudest overnight.

A twin that flags a pump whose vibration and power draw drift from what its model expects —
diagnose again — would let the planner visit before the failure. Engineering judgement, checked
against the log, says about 40% of outage hours were preceded by a detectable drift, so set M; =
720. Then B = (1,200 —720) X 250 = 120,000 euros a year. Integration with forty pumps of three
vintages, a vibration model per vintage and a year of running cost come to Cy,;4 = 90,000 and
Crun = 30,000.

Your step: compute P from Equation 1.2, and then answer the question the payback does
not: what is G, here, and what would make the whole case fail even if the payback looks accept-
able? A check appears in the exercise solutions.

Example 3, posed as a problem: a municipal park

A parks department irrigates a large public park from a borehole on a fixed schedule. Water is
metered and paid for. Turf is replaced when it dies. Complaints arrive by e-mail. The head of
department has asked for “a digital twin of the park”. Building this value case in full - decision,
metric, baseline, target, pattern, fidelity, cost, payback, and the test that could kill it - is the
hardest exercise at the end of this chapter, and it is deliberately not worked here.
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1.4.4 When the right answer is no

The method has a feature its enthusiasts underplay: run honestly, it often returns “don’t”. Eight
conditions, any one of which should stop the project or shrink it to a rung that pays:

1. No decision can be named. The request is for visibility, insight or transformation, and
nobody can say what would be done differently.

2. The error cost is trivial. The metric is real but c is small enough that B never covers Cp,,,.

3. Nobody can act on the output. G, is fixed by a schedule, a contract or a staffing level,
and shortening G4 changes nothing.

4. The baseline cannot be measured. No log, no history, no way to get M, without first
building the thing that was supposed to justify itself.

5. The falsifying test already failed. The stored history does not show the signal the twin
would need.

6. A cheaper rung already delivers the benefit. A threshold alarm on the existing sensor
gets most of B at a fraction of Cyy;4-

7. The model cannot be kept valid. The PT changes faster than anyone will re-calibrate;
the next section on cost says why this line is the one most often forgotten.

8. The organisation has not agreed to change its process. The brief on infrastructure
twins is blunt that the twin on its own buys you nothing; somebody still has to be willing
to work differently [4], and the pilot reports single out a clearly stated purpose as what
separated the pilots that worked [3].

None of these is a reason to be against twins. They are the conditions under which the
lean literature’s own logic - fund the increment that verifies quickly [18] - says there is no such
increment yet.

1.5 Six Value Patterns

Across the deployment reports in this corpus, the shapes of value repeat. This book uses six
names for them, and will use them consistently from here to the last chapter. They form a rough
ladder: each rung typically needs everything below it, and each rung costs more than the one
below. Figure 1.3 is the whole section on one page; the subsections that follow are its rungs, in
order.

The ladder is a cost ordering, not a quality ordering. Rung 2 delivered is worth more than
rung 4 proposed.

1.5.1 Pattern 1 - Monitor

“What is happening right now, and what happened last Tuesday?”

The twin ingests live measurements, stores them with context, and presents current and
historical state. It may fill in quantities that are not directly measured: a virtual sensor is a
model-derived estimate of a quantity with no physical sensor of its own - a weld’s stress, say,
that you cannot instrument directly - computed from the model’s internal state [20]. A review
of the field’s evolution puts monitoring first historically too: twins began as monitoring systems
and were later extended towards control, optimisation and autonomy [21].

« Buys you: lower decision latency, remote access, an audit trail.

+ Costs you: connectivity, data engineering, and the unglamorous work of keeping times-
tamps and units correct.

« Honest warning: many systems sold as DTs stop here.
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1 1
E 6 Certify E the twin replaces
. | “stand in for the real thing, so I can be sure” i the physical twin
1 1
E 5 Control E the twin acts;
. | “act on the answer, without asking me” | aperson supervises
I\ J 1
4 Decide

“of the things I could do, which is best?”

(3 Predict
“what will happen, and when should T act?”

a person still
acts on the output

2 Diagnose
“something is wrong — what, and where?”

cost, and how much the model must get right

(1 Monitor
“what is happening right now?”

Figure 1.3: The six value patterns as a ladder. It is a vocabulary, not a maturity model: stop at
the rung that pays for itself. The dashed groups mark who acts on the twin’s output.

1.5.2 Pattern 2 - Diagnose

“Something is wrong. What, and where?”
The twin compares what the model says should be happening with what the sensors say is
happening. The difference is the residual:

r(t) = mobs(t) - mmodel(t) (1.4)

where m,(t) is the measured value and m,,,4¢(t) the model’s expectation at the same in-
stant. A large, structured residual localises a fault; the simplest diagnostic rule flags one when
|r(t)] > 6 for longer than the model’s own noise would explain, with the threshold 6 set from
the stored history. Choosing 8 well is later work; what matters here is that Equation 1.4 is the
entire mechanism, and it needs a model that gets the direction and rough size of a change right,
not one accurate to three decimal places.

Figure 1.4 shows the rule at work on the dosing rig from the previous section. After each
dose the model expects a step in concentration followed by a slow decline; the sensor reports a
flat line. Three doses, three missing steps, three large residuals — the reagent is not reaching the
vessel, and the fault is visible one dosing cycle after it starts rather than when the assay comes
back.

Floating offshore wind’s diagnostic twins run the same pattern: the twin watches asset con-
dition for anomalies on equipment that costs a lot, and takes a while, to reach in person [22],
and behind fault-diagnosis twins for rotating equipment more generally [23]. Itis also the level a
systems-of-systems maturity ladder for asset twins calls adaptive: the twin changes as the physi-
cal reality changes, within an acceptable uncertainty, and is enhanced with diagnostic capability
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concentration
reading
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residual

T T T > time
dose 1 dose 2 dose 3
06:00 14:00 22:00

————— what the model says a 50 ml dose should do

——— what the sensor reported

Figure 1.4: Why diagnose pays on the dosing rig. Each gap between the two traces after a dose
is a residual, and the fault is visible within about eight hours rather than four days.

[24].

« Buys you: faults caught in hours instead of days; fewer truck rolls to find out nothing is
wrong.

« Costs you: a model good enough that a residual means something, plus the calibration
work of a later chapter.

« Note for the meeting: diagnosis is the cheapest rung with real engineering value, and it
is very often the right first increment.

1.5.3 Pattern 3 - Predict

“What will happen, and when should I act?”

The twin runs the model forward from the current estimated state to forecast future condi-
tion: remaining useful life, time to failure, time until a vessel’s concentration drifts out of spec-
ification. This is by far the most-reported family in the literature: predictive maintenance built
on DTs has enough of its own literature to have been reviewed more than once [25, 26], and the
maturity ladder above names this level intelligent — predictive and prescriptive capability layered
on the adaptive twin [24].

« Buys you: maintenance scheduled by condition instead of by calendar; interventions be-
fore the failure rather than after.

« Costsyou: everything in diagnose, plus a model that stays accurate over a forecast horizon,
plus a serious answer to “how wrong might this be?” Uncertainty quantification stops
being optional here [27].

+ Honest warning: a prediction nobody acts on has zero value. If the maintenance crew’s
schedule is fixed six months ahead, a two-week-ahead prediction changes nothing. Check
G, before you sell a shorter Gy.
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1.5.4 Pattern 4 - Decide

“Of these five things I could do, which is best?”

The twin runs many alternative futures and compares them. The literature calls this what-if
simulation: a data- and computation-intensive approach that evaluates how the PT would be-
have under different scenarios and hypotheses, so that when something unwanted shows up an
operator - or the twin itself — can simulate the candidate interventions, compare the outcomes,
and choose between them on better information [28]. The output is a recommendation; a person
still chooses.

A fleet is a set of similar PTs, each with its own DT, managed together, and the fleet level is
where large operators claim their money back. A reported analysis of a 125-turbine fleet costs
one component’s early warning against the whole fleet rather than the single machine, and that
reframing is what turns cost control from a per-unit exercise into a plant-wide one — weighed
against revenue, across the fleet [29].

« Buys you: better decisions, and decisions a human could not have enumerated by hand.

« Costs you: simulation you can run fast and many times. This is the first rung where
compute cost becomes a design constraint rather than a line item: a what-if simulation
is only useful if it runs faster than real time, and a documented incubator twin answers
a power-outage plan by running three whole simulations, one per candidate controller
setting, while the outage is still under way [28].

1.5.5 Pattern 5 - Control

“Act on the answer, without asking me.”

The twin closes the loop: it changes the PT’s behaviour directly, by reconfiguring it or by
issuing set-points, and a person supervises rather than decides. The chapter on advanced services
treats effecting change in the PT through reconfiguration as the natural end of what-if analysis
[30], and the maturity ladder calls this level autonomous: the twin operates in automated closed-
loop mode on the asset’s own data, with autonomous functions built gradually on top of the
automated ones [24].

The dosing rig’s own closed loop - reading the concentration and setting the dose - is the
obvious thing to build, and it is worth noticing that the value case in the previous section did not
ask for it. Closing the loop would save a little reagent and would not shorten G, for the faults
that scrap batches. That is the ladder doing its job.

« Buys you: a decision that happens at the cadence of the PT rather than of a person - the
200-millisecond loop from the Key Question section.

+ Costs you: everything below, plus the safety argument. The same systems-of-systems
chapter that names the autonomous level also flags it as the contested one, and says it
currently only fits cyber-physical systems that already have some autonomy built in [24].
If the twin is wrong, the PT does the wrong thing, unattended.

1.5.6 Pattern 6 - Certify

“Can I be confident before I touch the real thing?”

The twin substitutes for the PT when using the PT is expensive, slow, dangerous, or not yet
built. The sub-case that matters most to you as a software engineer is testing the software
that controls the PT. A reproducible exemplar built around a small robot vehicle uses a twin
prototype precisely so that developers can swap a hardware-in-the-loop rig for a software-in-
the-loop one and keep working on the same embedded software in parallel, without the special
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hardware environment that embedded testing usually demands [31]. Teams interviewed about
continuous integration on cyber-physical systems report doing exactly this in their production
pipelines — in one case relying on third-party simulators supplied by the customer because the
hardware-in-the-loop rig lives in a clean room the pipeline cannot reach [32].

The second sub-case is evidence. Defence-side digital engineering is defined around an
authoritative source of system data and models across the lifecycle, so that analysis done on the
models counts as evidence about the system [8]. In a regulated domain that is what “certify”
means: the twin’s output is admissible.

« Buys you: a test environment, a rehearsal space, and - in regulated domains - evidence.
«+ Costs you: credibility. If decisions rest on the twin’s output, you must be able to say why
it should be believed. That is what most projects underestimate.

1.6 Major Cost Contributors

Twins are not free, but the return can be large - that is the industrial sales pitch in one line, and
itis a fair summary of the pitch as one European project’s own material puts it [33]. Your job is to
know which half of that sentence you are being sold. The reference-architecture view says costs
run across development, operation, evolution and maintenance [19]; the six lines below follow
that lifecycle from inception to disposal, roughly ordered by how often each is the surprise.

1. Getting the data out, and keeping it correct. Connectivity, protocol translation, times-
tamp discipline, units, and the context that says which vessel a concentration reading belongs
to. This is your home turf and it is consistently underestimated. In the dosing rig’s value case
it is most of Cyyj4, and it is the line the pilot reports itemise most concretely — one records the
operating cost of radio-frequency identification (RFID) tags per can, and the licence terms for
running its simulation software in the cloud [3].

2. Building and - worse — maintaining the model. The first version of a model is a
project. Keeping it valid as the PT wears, gets repaired, or has a component swapped is a perma-
nent cost. The twin has to track both continuous change, such as wear and tear, and discontinu-
ous change, such as a component replaced after a failure [34]. The pilot reports reach the same
place from the field: their final step, keeping the twin synchronised with the physical world and
its knowledge managed, is the one they say will dominate the twin’s life after the pilot ends [3].
This is the Cy,, line, and it is the cost most business cases omit entirely.

3. People who can do this. A systematic review of process-industry adoption names the
lack of specialists and expertise as a barrier and workforce upskilling as the corresponding en-
abler [35]. A perspective on scaling twins puts the structural version of the same point: twins
today are labour-intensive, highly specialised, artisanal products, and the barrier to wider adop-
tion is that the methods do not transfer across disciplines [36].

4. Compute and licences. Real, and the least alarming of the six. The same process-
industry review lists lower and decreasing hardware costs among the enablers rather than the
barriers [35], and a construction-engineering study reports that running a twin atop managed
cloud services made it both cheaper to build and cheaper to keep running [37]. Simulator reuse
— third-party or customer-supplied simulators instead of writing your own - is a documented
cost-reduction tactic [32].

5. Bespoke integration, over and over. The structural problem of the field: most twins
are hand-built one-offs, and the perspective above argues that scaling them from artisanal to in-
dustrial requires the barriers to adoption to come down [36]. Every hour you spend re-inventing
an interface that a standard already defines is cost with no value attached. Standardised ref-
erence architectures such as ISO 23247, the International Organization for Standardization’s
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reference architecture for twins in manufacturing, exist to stop that — and an analysis of docu-
mented architectures finds them only partly aligned with it, which is itself a measure of how
much re-invention is going on [38].

6. Disposal. A twin outlives neither its PT nor its sponsor. When the rig is dismantled or
the turbine retired, someone has to decide what happens to years of stored history, the calibrated
models, and the interfaces other systems came to depend on. The pilot reports’ “cradle to grave”
framing [3] and the lifecycle view of evolution [34] both put decommissioning inside the twin’s
life, not after it. It is rarely costed at the start, and it is cheap to cost.

1.6.1 The shape of the estimate

For a first-increment twin, a serviceable rule for the kick-off meeting is this: expect integration
and data work to be the largest single line, expect model maintenance to be the largest
line you forgot, and expect compute to be smaller than everyone fears. The dosing rig’s
estimate in the Key Question section has exactly that shape - integration dominates Cy;4, Up-
keep dominates C,,,,, hosting is a rounding error. Then go and measure, because a rule of thumb
is not an estimate.

1.7 Application Areas

The point of this section is not the technology. It is to show you four different value arguments,
each with a different reason the money is there. Read each one asking: what is the decision, and
what does being wrong cost?

1.7.1 Aerospace and defence - the cost of being wrong is enormous

Two US aerospace bodies - the American Institute of Aeronautics and Astronautics (AIAA) and
the Aerospace Industries Association (AIA) - jointly published a position paper laying out the
industry’s rationale for accelerating DT adoption, and it is candid that the significant work under
way is often siloed and uncoordinated within each organisation’s own view of the system [39].
The defence side frames the same territory as digital engineering: an integrated approach using
authoritative sources of system data and models across the lifecycle, with a lineage traced to
Apollo-era simulation for risk reduction [8].

« Decision: whether this airframe or engine can safely fly another number of cycles; whether
a design change is acceptable.

« Why it pays: the cost of being wrong includes lives and airframes. Structural-health work
in this family uses twin approaches for life prediction under unpredictable operational
conditions [40].

« What it demands of you: credibility and traceability above all. Not speed. This is certify
territory.

1.7.2 Reotating machinery and offshore assets - the cost of going there is enor-
mous

Offshore wind and offshore platforms have a distinctive economics: the asset is remote, visiting
it is expensive and weather-dependent, and a failure found early is worth far more than the same
failure found late. That is why the sector is a heavy adopter of condition-based and predictive
maintenance with twins as the enabler [22]. North Sea offshore platforms have had their fatigue
tracked industrially with a twin approach, built up in five levels running from screening up to
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tracking accumulated fatigue [40]. A vendor’s digital wind farm, giving every turbine its own
twin to sharpen maintenance strategy, turns up in practically every list of standard applications
[41].

+ Decision: send a vessel and a crew, or don’t.

« Why it pays: each avoided unnecessary trip, and each avoided catastrophic-but-preventable
failure, is directly costed. This is diagnose and predict territory, and G, - the sailing - is
long, which is exactly why shortening G4 is worth so much.

+ What it demands of you: intermittent, lossy connectivity; edge processing; long-horizon
data.

1.7.3 Process and discrete manufacturing - the cost of being slightly wrong,
multiplied

Here no single error is catastrophic, but tiny per-unit losses multiply across enormous volumes.
The literature is correspondingly focused on the enablers and barriers to getting twins into the
plant at all [35], and on where value shows up: per-component early warning and plant-wide
cost control across a turbine fleet [29], reference architectures for predictive maintenance [42],
and platform selection against a specific goal such as net-zero targets [16].

It is not only for giants. One case study follows a small-to-medium manufacturer of roll-
to-roll printed labels that deliberately kept its technology spend small and its risk lower still,
while still protecting the return [43] - the lean-increment argument of the Key Question section
showing up in the field.

« Decision: run, adjust, or stop; accept or reject a batch.

« Why it pays: volume. A 0.3% scrap reduction is a real number when the denominator is
millions.

+ What it demands of you: integration with systems that predate you, and uptime.

1.7.4 Health, cities and infrastructure - the cost is societal, and the twin is
contested

Health DTs have grown fast enough that the field already needs scoping reviews to keep track of
itself [14], and it is organised enough to have published a position paper on the barriers slowing
adoption and on what a shared ecosystem would need [44]. Smart-city work maps twin value
onto four concrete municipal problems — running energy systems, keeping mobility sustainable,
managing water resources, and responding to disasters — and onto evidence-based decision mak-
ing for a community [15].

« Decision: a clinical or a policy one.

« Why it pays: outcomes, and cost avoidance at population scale.

« What it demands of you: governance, privacy, and an unusually high standard for ex-
plaining what the model does. This is the family where “the model said so” is least accept-
able as an answer, and where control is least likely to be permitted.

1.7.5 The common thread

In all four, the twin is paid for because a decision was being made too late, too blind, or too
expensively - and the twin moves it. None of the four is paid for because a virtual replica is
interesting.
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1.8 Summary

Back to the objectives this chapter opened with.

1. Decision first. Buy a twin to make one decision better. Name the decision, the decider,
the cadence, and the cost of being wrong; compress them into one value metric with a
measured baseline M; compute the benefit from Equation 1.1 and the payback from Equa-
tion 1.2. Verify a defined financial benefit quickly and let it fund the next increment [18].

2. Decision latency is what twins usually sell, and only half of it is yours: Equation 1.3
splits it into a detection gap engineering can shorten and a response gap the organisation
owns [4].

3. Sixvalue patterns. Monitor, diagnose, predict, decide, control, certify. Each rung typically
needs the ones below and costs more. A person acts for the first four; at control the twin
itself acts, and at certify it stands in for the PT altogether. Diagnose - built entirely around
the residual from Equation 1.4 - is very often the right first increment.

4. Coststructure. Data integration is the biggest line, model maintenance is the biggest for-
gotten line [34], expertise is the most-reported barrier [35], compute is smaller than people
fear, bespoke one-off integration is the field’s structural cost problem [36], and disposal is
the line nobody costs.

5. Reading the evidence. Market forecasts are large, inconsistent and analyst-sourced;
adoption lags them; sector reports beat global totals. Four deployment families pay for
twins for four different reasons, and all four reduce to moving a decision earlier, cheaper
or safer. Eight conditions say don’t build it.

6. A complete value case. For the dosing rig, the obvious metric (reagent) was worth a few
hundred euros a year; the real metric (scrapped batches) was worth EUR 29,600; the right
pattern was diagnose, not the flashier closed loop; the fidelity requirement fell out of the
metric; payback was about nine months; and one afternoon of querying stored history can
falsify the whole thing before you write any code.

The one sentence to carry forward: fidelity is a requirement derived from a value met-
ric, not a virtue pursued for its own sake.

1.9 Exercises

Solutions or hints follow the exercises; each says which. The objective each exercise serves is
given in brackets.

Exercise 1 (Objective 1, easy). For each request, write the value metric behind it with a
unit, a denominator and a stated measurement method: (a) “improve building energy perfor-
mance”; (b) “reduce risk in the substation”; (c) “make the production line smarter”.

Exercise 2 (Objective 2, easy). Classify each system into one of the six patterns, say who
acts on its output, and state the next rung up the ladder and what it would additionally require:
(a) a dashboard showing live bearing temperature across forty pumps; (b) a system that flags
a pump whose vibration deviates from its model; (c) a system that estimates each pump’s re-
maining useful life; (d) a system that chooses which of forty pumps to service during a six-hour
maintenance window; (e) a system that throttles a pump automatically when its model predicts
cavitation.

Exercise 3 (Objective 1, medium). Finish Example 2. Compute P for the pump fleet from
Equation 1.2, then name G, for that decision and state the one organisational fact that would
make the case fail even at that payback.

Exercise 4 (Objective 4, medium). A customer asks for a twin that predicts equipment
failure two weeks ahead. Their maintenance schedule is fixed quarterly and cannot be changed
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within a quarter. Write the two-sentence reply you would give in the meeting, and state what
you would propose instead.

Exercise 5 (Objective 4, medium). A vendor’s slide says “the digital twin market will reach
USD 137 billion by 2030”. Using the Market Forecast section, write three questions you would
ask before repeating the number, and say what each answer would change.

Exercise 6 (Objective 3, medium). Rank the six cost lines of the Major Cost Contributors
section for (a) the dosing rig and (b) the pump fleet, and say for each which line you would expect
the sponsor to have left out of their own estimate.

Exercise 7 (Objectives 1 and 5, hard). Do Example 3, the municipal park, in full: decision,
metric, baseline, target, pattern, fidelity requirement, cost, payback, and the test that could kill
it. Then write the single paragraph you would put at the top of the proposal for a reader who
will read only that paragraph.

Exercise 8 (Objective 3, hard, open-ended). The cost section claims model maintenance
is the most-forgotten cost. Take a software system you have personally maintained and estimate
the ratio of its total maintenance cost to its original build cost. Then argue whether a physics
model’s ratio should be higher or lower, and why. There is no correct answer; there is a correct
form of answer, which names the drivers of change on both sides [34].

1.9.1 Solutions and hints

Exercise 1 (solution). (a) “kWh per square metre per heating-degree-day, from the building
meter, measured over one heating season.” (b) “Unplanned outage minutes per year, from the
Supervisory Control and Data Acquisition (SCADA) event log” - note that “risk” is not a metric
until you say risk of what, measured how. (c) There is no answer, and that is the point: “smarter”
names no decision. The correct response is the four questions of the Key Question section.
Exercise 2 (solution). (a) monitor, a person acts; next is diagnose, which additionally re-
quires a model of expected temperature and a residual. (b) diagnose, a person acts; next is predict,
which additionally requires a forecast horizon and an uncertainty estimate [27]. (c) predict, a
person acts; next is decide, which additionally requires running many scenarios fast [28]. (d)
decide, a person still chooses; next is control, which additionally requires a safety argument for

acting unattended. (e) control, the twin acts and a person supervises.
90,000+30,000

120,000
round plus the crew’s travel - about a day. The fact that kills the case is a maintenance contract

that fixes visits by calendar: then G4 shortens and nothing else moves, which is condition 3 of
“When the right answer is no”.

Exercise 4 (hint). Condition 3 of “When the right answer is no”, and the warning under
predict. A good reply names the mismatch without blaming the customer, and proposes the rung
below: diagnose, which is actionable within their existing quarterly cycle because it tells them
what to put on the next quarter’s list.

Exercise 5 (hint). Who measured it, and what did they count as a digital twin? What
was the adoption figure in the same report? Which sector figure, rather than the global total,
applies to this customer? Each answer moves the number from evidence of size to evidence of
expectation.

Exercise 6 (hint). For the dosing rig, expect the sponsor to have costed compute and for-
gotten model upkeep; for the fleet, expect three pump vintages to make integration the surprise
and the vibration models the forgotten line.

Exercise 7 (hint). There is no solution, but there is a test. If your paragraph contains a
number without a source, it is not finished. Start from the water meter and the turf-replacement
invoices: those are the two baselines that already exist.

Exercise 3 (solution). P = 12 X = 12 months. G, is the planner’s morning
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Exercise 8 (open). Grade it on whether the answer names a driver of change on each side:
requirements churn and dependency updates for the software; wear, repair, swapped compo-
nents and PT reconfiguration for the physics model [34].

1.10 Further Reading

A full book on engineering cyber-physical twins, the closest fit to this book’s angle: the open-
ing chapter of an edited volume [45], its chapter of worked case studies [46], and its chapter
on advanced services and what-if analysis [30], all in [47].

Where the concept came from: [5] for the 2002 origin, [6] for the naming history and the
NASA definition, [7] for the Apollo lineage, and [48] for the question of whether twins are
an evolution of modelling and simulation or something new.

Surveys with breadth: [10] on enabling technologies and trends, [41] on tools, [9] on the
business-model angle, [49] on the networking and Internet-of-Things side, [21] on the
concept’s evolution, and [12] on moving from twins to twinning systems.

Value and adoption specifically: [18] on the lean approach this chapter’s method is built on,
[35] on enablers and barriers, [2] on being realistic about return on investment, [4] on why
the process has to change too, [19] for the business viewpoint of a reference architecture,
[3] and [33] on pilot experience, and [43] for a small-manufacturer case.

Autonomy and the levels people will quote at you: [50] for the 5C architecture, [24] for the
descriptive-to-autonomous maturity ladder, [51] for the model / shadow / twin cut by data
flow, and [52] for the monitor-analyse-plan-execute over a shared knowledge base (MAPE-
K) loop behind autonomic twins.

Sector deep-dives: [13] for oil and gas, [14] and [44] for health, [15] for smart cities, [39]
and [8] for aerospace and defence, [40] for offshore structural health, and [16] for net-zero
manufacturing platforms.

Small, reproducible exemplars of the kind the worked example imitates: [53] presents a
greenhouse twin as a community exemplar, [54] covers lifecycle management on a com-
parable set-up, [55] is a field-scale agricultural twin on an open platform, [56] catalogues
architecture patterns using agriculture cases, and [31] is a small-scale reproducible exem-
plar built around a robot vehicle.

Consulted but not drawn on above, and worth knowing they exist: [38] on ISO 23247,
[25], [26] and [42] on predictive maintenance, [20] on the executable twin and model or-
der reduction, [22] and [23] on diagnostic twins, [57] on what a twin has to know to be
trusted, [29] on industrial applications, [27] and [11] on modelling and uncertainty, [17]
as an accessible overview, [32] on continuous integration for cyber-physical systems, [37]
on running a twin on managed cloud services, [36] on scaling, and [34] on evolution as
the core of twin engineering. Further afield, on architecture and reference models: [58]
on a cloud-based reference architecture for cyber-physical systems, [59] on architecting
twins in general, and [60, 61] on a unifying reference model for cyber-physical twins. On
engineering-design and manufacturing use: [62, 63] on developing and leveraging twins
in engineering design, [64] on model-based engineering of multi-purpose manufacturing
twins, [65] on a digital shadow for robot motion control, [66] on reduced-order models
for predictive twins, and [67] on a cyber-physical maintenance case study. On lifecycle,
testing and data: [68] alongside its companion entry above on lifecycle management, [69]
on microservice-based multi-level testing, [70] on integrating past, present and future data
into one model, and [71] on Asset Administration Shell communication. On security and
health: [72] on twin cybersecurity in Industry 4.0, [73] as a second scoping review along-
side the one cited above, and [74] on a molecular twin for cancer-outcome prediction. And
[75] is the edited volume that [15]’s smart-cities chapter, cited above, appears in; and [76]
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applies pretrained language models to forecasting when-it-happens outcomes for twinned
equipment.



22

CHAPTER 1. WHY ANYONE PAYS FOR A DIGITAL TWIN



Chapter 2

Plant Demonstrator: A Case Study

2.1 Before You Start

What you are assumed to know. You write software for a living, you are comfortable with
HTTP APIs, JSON, a time-series or relational database, and reading Python you did not write,
and you have seen a system that talks to hardware. Two terms are used throughout: the physical
twin (PT) is the real system being twinned, and the digital twin (DT) is the software kept in
step with it, which answers questions about it and, in time, controls it.

What you are not assumed to know. Anything about electronics beyond plugging a cable
into a socket, anything about serial buses, anything about soil or plants beyond having kept one
alive or failed to, and anything about control. Where this chapter needs a term from one of those
fields it defines it at first use and then keeps using it.

What this chapter covers. This book needs one concrete physical system that every later
chapter can point at, small enough to sit on a desk and cheap enough that a reader could build it.
This chapter introduces that system: a potted plant, watered by a small pump, under a Raspberry
Pi that reads soil, air and light sensors and exposes everything over an HTTP interface. It is
a real rig that others have built and documented, not an invented one; a pointer to its build
documentation is in Further Reading, and this chapter stays at the level of the overview. It
describes the rig as a block diagram, identifies which parts are sensors and which are actuators,
walks up the four protocols that carry a soil reading from a probe to a JSON document, draws
the line where the PT’s software boundary sits, works two watering strategies and the pump
calibration both depend on, and closes by asking what a DT of a plant would be for and what it
would have to measure. Along the way it writes down a small mathematical model of each side:
the pot, pump and controller below the boundary, and the twin that predicts and checks above
it.

What this chapter deliberately does not cover. How to assemble the rig or which parts
to order: this is an overview, and the build documentation is where those details live. Plant
physiology or soil science beyond the minimum needed to motivate a metric. Electronics below
the block-diagram level. And the DT as software — its architecture, how its model is calibrated,
how that calibration is kept honest — which is the subject of the chapters that follow. This chapter
ends where the DT’s equations are on paper and its code is not.

Learning objectives. By the end of this chapter you will be able to:

1. Describe the plant controller as three groups of blocks, classify each block as a sensor,
an actuator or neither, and name which of its two buses each one hangs on.

2. Trace one soil-moisture reading from the probe to a JSON document in a browser, naming
the protocol in use at each hop and what each protocol adds.

23
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3. Explain why a DT should depend on the controller’s REST API and on nothing beneath
it, and relate that boundary to the physical adapter of a general-purpose DT framework.

4. Compute a pump’s calibration from a table of measurements, convert a dose in millilitres
into a relay-on time, and state what goes wrong when calibration is skipped or stale.

5. Compare a fixed-schedule watering strategy with a target-moisture strategy by how long
a plant stays too dry before anything acts, and write the REST call that switches the rig
from one to the other.

6. Propose three or four metrics a plant DT should monitor and control, each with a unit
and a reason.

7. Write down the equations of the physical twin - drying, dose response, pump time, de-
livery — and of the digital twin - dose rule, prediction, residual — and run them by hand
across one check interval.

Every section that follows serves at least one of those seven, and the exercises at the end say
which.

2.2 Physical Twin

The PT is the real system being twinned. For this book that system is a plant in a pot. Start with
the parts you can see.

2.2.1 Whatis on the desk

On the desk there is a potted plant with a plastic tube running into its soil and a small probe
pushed into the soil beside it. The tube comes from a submersible pump sitting in a water tank.
Next to the pot is a Raspberry Pi 5 with its power supply, a USB dongle, a small relay board, a
second power supply for the pumps, and a chain of thumbnail-sized sensor boards joined by
short cables. That is the whole PT. This chapter says “the controller” for the Raspberry Pi and
the software on it, and “the rig” or “the PT” for the whole thing including plant, pot, tank and
tubing.

Two design goals shape everything below. The rig is built from off-the-shelf parts, so that
it can be rebuilt on another desk without any electronics design. And it is meant as a physical
twin test kit for digital-twin work: each plant can be watered on a schedule or on demand,
and its parameters, along with those of its surroundings, are continuously measured, recorded,
and exposed over an HTTP interface for a DT to consume. The first goal is why the parts list is
short; the second is why the software boundary in the Physical Interface section exists at all.

It is not the only rig of its kind, and knowing the neighbours helps you see what is a design
choice and what is a convention. GreenhouseDT, a community exemplar from the University
of Oslo, twins a small greenhouse where plants, sensors and irrigation pumps together make
up the physical rig, run by Raspberry Pi minicomputers, and its authors note that sensors and
actuators have to be calibrated for the individual asset [53]. A study of reproducibility in DT
research, built around a small robot car, argues that research twins should be rebuildable by
others, and describes ocean-observation platforms whose sensors and actuators sit on a fieldbus
controller over an RS-485 bus with a Raspberry Pi exchanging data and commands with it [31].
The rig in this chapter is a member of that family: cheap single-board computer, commodity
sensors, one serial bus for the things that need distance, a database, an API.

2.2.2 The block diagram

Figure 2.1 is the rig as three groups and the plant they all end at. Read it top to bottom.
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controller
' | 27WUSB-C | _ - 3| Raspberry Pi'5 USB to RS-485 |
' | power supply adapter !

Sensor suite actuators
! SHTA45 l : CS-10404 12V power | !
' . ' 12C i ¢ - !
| air temperature, ¢ : i | 4-channel relay supply !
: humidity ! E 112V switched !
: 4 E .| AD20P pump E
| AS7341 ! E (per pot) !
! light spectrum : R :
E 1l : water
TCA9548A \ 4
E LIS IS T ' »| potted plant, soil, water tank RS-485/
| \ probes MODBUS
STEMMA soil . dnsoil
! moisture (per pot) '
E RS-485 soil probe |
. | moisture, temperature, —!
. | conductivity (per pot) | !

Figure 2.1: The plant controller as three groups - controller, sensor suite, actuators — and the
potted plant every path ends at. Green blocks are sensors, orange blocks are actuators, blue
blocks are neither. The 12C chain runs down the left, the RS-485 bus down the right.

The controller group is the Raspberry Pi 5, its 27 W USB-C power supply, and a USB-to-RS-
485 adapter. The Raspberry Pi runs the controller software and is the only computer in the rig.
Its wireless network connection is how anything outside the desk reaches it.

The sensor suite is everything that turns a physical quantity into a number. Two sensors
watch the surroundings, which the software calls the greenhouse even when the surroundings
are an office: an SHT45 module measures air temperature and relative humidity, and an AS7341
module measures light as a spectrum across nine wavelength bands from violet to near infrared.
Per pot there is one of two soil probes. The cheaper option is a capacitive STEMMA soil-moisture
sensor, which reports moisture alone. The recommended option for DT work is an RS-485 soil
probe that reports moisture, soil temperature and electrical conductivity from one set of tines.
Because every STEMMA sensor answers to the same address, a TCA9548 A multiplexer sits be-
tween the chain and the soil sensors so that up to seven of them can share one bus.

The actuators are everything the controller can command to change the world. There is
exactly one kind: an AD20P submersible pump per pot, switched on and off by one channel of
a CS-10404 four-channel relay module. A 12V power supply feeds the relay board and, through
it, the pumps.

Everything else in the picture - the two power supplies, the RS-485 adapter, the multiplexer,
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the cables, the tubing, the tank, the pot - is neither sensor nor actuator. That distinction is worth
being strict about, because a later chapter’s model of the rig has an input for every actuator and
an output for every sensor and nothing else, and a part that is neither does not appear in the
model at all. Table 2.1 makes the classification explicit.

Table 2.1: Every block in the rig, classified. Only the green and orange rows of the figure appear
in a model of the rig; the rest is plumbing. The two power supplies are left out: they power blocks
and are not themselves part of the twin’s picture.

Sensor,

actuator or
Block Group neither Bus What it does
Raspberry Pi  controller  neither - runs the software and hosts the API
5
USB-to-RS- controller  neither RS-485  lets the Raspberry Pi speak MODBUS
485 adapter
SHTA45 sensor sensor 12C measures air temperature and relative
module suite humidity
AS7341 sensor sensor 12C measures the light spectrum in nine
module suite bands
TCA9548A sensor neither 12C lets several same-address sensors
multiplexer suite share the bus
STEMMA sensor sensor 12C measures soil moisture, one per pot
soil sensor suite
RS-485 soil sensor sensor RS-485  measures soil moisture, temperature
probe suite and conductivity, one per pot
CS-10404 actuators actuator RS-485  switches 12 V to each pump
relay module
AD20P pump actuators actuator - moves water from tank to pot
tank, tubing, - neither - the thing being twinned

pot, plant

Read the table down its third column: four kinds of sensor, two kinds of actuator, and four
things that are neither. Now read the fourth: there are only two buses, and the RS-485 one carries
both a sensor and an actuator. That is the fact to hold on to for the next section.

2.2.3 The two buses, and the power

The sensor boards along the left of Figure 2.1 are joined in a daisy chain: a four-wire cable runs
from the Raspberry Pi’s header to the SHT45, a second from the SHT45 to the AS7341, a third on
to the multiplexer, and from the multiplexer one cable per soil sensor in a star. The four wires
are power at 3.3V, ground, a data line and a clock line. This is an 12C bus, and the next section
says what that means; for now, note that the whole chain is powered from the Raspberry Pi and
that it is short — centimetres, not metres.

The devices along the right hang on a different bus. From the RS-485 adapter run two wires,
twisted together, to the relay board’s A+ and B- terminals; the RS-485 soil probes are spliced onto
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the same two wires wherever convenient. Good practice asks for the twist, and for a 120 ohm
resistor across each end of the pair, for a reason the next section gives. This bus is long — metres
are fine - and it is the one on which the controller sends commands, not only reads values.

Power follows three separate paths, and keeping them separate in your head prevents the
commonest wiring mistake. The Raspberry Pi and the whole I2C chain run from the 27 W supply
at3.3Vand 5 V. The RS-485 soil probes take 5V from the RS-485 adapter’s own power terminals.
The relay board and the pumps take 12 V from the second supply, and each relay channel does
nothing more than connect that 12V to one pump for as long as the controller tells it to. Nothing
on the I2C side ever touches 12 V.

2.2.4 What the sensors actually report

A block diagram tells you what is measured; a DT will want to know in what units and how
often. Table 2.2 lists every quantity the rig produces, as the controller software labels it.

Table 2.2: The quantities the rig produces, named as the controller stores them. The watering
row is not a sensor reading; it is the controller’s own record of what it did.

Time between
Unit Parameter, as stored Reported as reads

greenhouse air_temperature degrees Celsius, with a stated configurable
confidence of plus or minus 0.2
degrees at 95 per cent

greenhouse air_humidity per cent relative humidity configurable
greenhouse light_level_415nm photon flux, photons per second, 15s
through light_level_  nine bands
910nm
plant moisture per cent of the sensor’s full scale  configurable,
(STEMMA) 10 s in the
shipped
example
plant (RS-485  soil_moisture per cent configurable
probe)
plant (RS-485  soil_temperature degrees Celsius configurable
probe)
plant (RS-485 soil_electrical_ microsiemens per centimetre configurable
probe) conductivity
plant watering one event per pump run, with its  on each dose

dose in millilitres

Two rows deserve a second look. The STEMMA sensor’s “per cent” is not a volumetric water
content: the software reads a ten-bit number between 0 and 1023 from the probe and scales it
linearly to a percentage, so a raw reading of 512 becomes 100 X 512/1023 = 50. The source
comments say so and call for a calibrated transform to replace it. Treat that per cent as a relative
scale — wetter is higher — and nothing more, until the chapter on calibration gives you a reason to
trust it further. And the watering row is different in kind from every other: it is not something
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the rig observed but something the rig did. A DT that forgets the difference will build a model
of the pot from a column that is really a model of the pump schedule.

The “time between reads” column is a design decision, not a property of the hardware. The
chapter of The Engineering of Digital Twins that surveys sensing and communication for twins
puts the trade-off plainly: a sampling frequency chosen for the worst case generates far more
data than needed, while one chosen for the typical case can become inadequate when the en-
vironment changes, and the choice of sensors and their characteristics has to be made early,
at design time [77]. For soil in a pot, which changes over hours, a read every ten seconds is
generous. For a greenhouse whose door opens, fifteen seconds on the light sensor is about right.

2.2.5 A mathematical model of the physical twin

Everything above is a description. A DT needs the PT in a second form: a handful of equations
that say how the numbers the rig reports change with time and with what the controller does.
This subsection writes that model down, in the order a reader can run it by hand - state and
parameters first, then the pot, then the controller and the pump it drives. It is deliberately the
simplest model that closes the loop; the calibration chapter replaces its constants with fitted
ones, and its straight lines with curves where the data demand it.

State, parameters and initial condition. The model tracks one quantity that changes, the
soil moisture m, on the same per-cent scale the probe reports. Everything else is a parameter: a
number that holds still over a day and that a calibration sets. Table 2.3 lists them.

Table 2.3: The physical twin’s state and parameters. There are two pairs of pump constants
because the controller acts on the pair it has stored while the pump obeys the pair it really has;
the two agree right after a calibration and drift apart afterwards.

Symbol Meaning Unit Where it lives
m soil moisture, the state; needs a per cent the pot, read by the
starting value m(0) probe
d drying rate: what the pot losesin an percentage the pot
hour with no dose points per hour
g dose response: what one millilitre percentage the pot
adds to the reading points per
millilitre
a,b the calibration slope and offset the ~ seconds per the controller’s
controller has stored millilitre; configuration
seconds
Qrues Dirue the slope and offset the pump really seconds per the pump, tank and
has today millilitre; tubing
seconds

The pot dries. With no dose, moisture falls at the drying rate. After h hours,

m(t+h)=m(t)—dh 2.1)

Equation 2.1 is the whole of the pot’s physics as this chapter needs it. A constant d is a
simplification a reader can see through at once — a pot dries faster on a hot bright afternoon than
at night, and the greenhouse unit measures exactly the quantities that would let d vary - but it
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is the right first model, because it is the one whose parameter the rig’s own data can recover, as
the Plant Digital Twin section shows.

A dose raises it. A volume of water Vy, that actually arrives in the pot lifts the reading by
g points per millilitre:

Matier = Mpetore + & Vael (22)

The subscript on V., matters. Equation 2.2 takes the millilitres that reach the soil, not the
millilitres a schedule asked for; the next two equations connect the two, and the gap between
them is where a stale pump hides.

The controller turns a dose into a time. The relay knows only on and off; so the controller
converts a requested dose V into a pump time ¢ with a straight line through the constants it has
stored:

t=aV+b (2.3)

The slope a is the reciprocal of the pump’s flow rate; the offset b is the time the pump runs
before the first drop arrives, spent lifting water up the tube. Where those two numbers come
from, and how to read them, is the Watering Strategies section’s worked example; here they are
the controller’s belief about its pump.

The pump delivers by its own constants. Held on for ¢ seconds, the pump delivers what-
ever its real slope and offset say, which is Equation 2.3 rearranged with the true pair in place of
the stored one:

Vil = (t - btrue)/atrue (24)

When the stored constants equal the true ones, Equation 2.3 and Equation 2.4 undo each
other and the pot receives exactly the dose that was asked for. When they do not, every dose is
short or long by an amount that nothing in the controller’s own records shows.

Running it. Those four equations and a starting value m(0) are the whole physical twin on
paper. To run it for a day, step the clock an hour at a time: read m; deliver any dose due at that
hour through Equation 2.3 and Equation 2.4 and apply Equation 2.2; then dry for an hour by
Equation 2.1. The Watering Strategies section supplies the doses - a fixed schedule, or a rule
that reads m - and the Plant Digital Twin section puts a model of the same shape on the other
side of the API and asks what happens when the two disagree.

2.3 Low-level Protocols

Objective 2 asks you to follow one soil-moisture reading from the tines of a probe to a JSON
document in a browser. Four protocols carry it, and each one adds something the one below
could not. Take them in order.

2.3.1 I2C: many chips, two wires, one master

I2C (Inter-Integrated Circuit) is the bus for the sensors sitting next to the controller. It has two
signal wires — SDA carries data, SCL carries a clock - plus power and ground, which is why every
cable in the daisy chain has four conductors. The Raspberry Pi is the only master: it starts every
exchange. Every other chip is a peripheral with a fixed address, and an exchange begins with
the master calling out an address so that exactly one chip answers.

The address is the whole idea, and Figure 2.2 shows it for a rig with three pots. The air sensor
and the light sensor each have an address of their own, so they can share the wire. The three
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soil sensors do not: every sensor of that kind leaves the factory with the same address, so on
one wire all three would answer at once. The multiplexer solves that. It has an address of its
own and eight numbered ports; the controller first tells the multiplexer which port to open, then
addresses the soil sensor behind it. “Pot 2’s moisture” is therefore not one address but a pair - the
multiplexer’s port, then the sensor’s address — and that pair is what the controller’s configuration
records for each pot. The numbers in the figure are the chips’ defaults; what matters is not their
values but the rule they obey: every device the master wants to reach must have a name no other
device on that wire shares.

Raspberry Pi [ air sensor ] [ light sensor ]

(master) address 0x44 address 0x39

one I2C bus: l
two wires, SDA and SCL multiplexer
address 0x70

port O port 2

I i

soil sensor 1 soil sensor 2 soil sensor 3
address 0x36 address 0x36 address 0x36

pot 1 pot 2 pot 3

Figure 2.2: The 12C chain for three pots. Each device the controller talks to needs an address
no other device on the wire shares; the three identical soil sensors get theirs by sitting behind
different ports of the multiplexer.

12C is built into nearly every small sensor chip, so the controller’s Python code never touches
the bus directly: a per-chip library turns “read the air sensor” into a method call. Its one weak-
ness is distance - centimetres, not metres — which is what the second bus is for.

2.3.2 MODBUS RTU over RS-485: distance, and commands

The second bus reaches the relay board and the soil probes in the pots, which may be metres
away, and it is the one bus on which the controller gives orders as well as asking questions. Two
standards are stacked here, and it pays to keep them apart.

RS-485 is the wire. Itis an electrical standard for a differential pair: two twisted wires carry
the same signal with opposite polarity, so noise picked up along the cable affects both equally
and cancels at the receiver. That is what buys tens of metres where I2C manages centimetres;
it is why the pair is twisted, and why a 120 ohm resistor across each end of a long bus is good
practice - it stops the signal reflecting back from the ends. Many devices share the one pair, and
at any moment one talks and the rest listen.

MODBUS is the language spoken on the wire. It is a request-and-reply protocol from indus-
trial automation, and it comes in three variants - TCP/IP, RTU and ASCII - of which RTU is the
one for serial lines, with one master and many slaves [25]. It is old, small and everywhere: the
ISO/IEC reference architecture for the Internet of Things (IoT) lists MODBUS beside Ethernet
and Wi-Fi among the data-transferring capabilities an IoT system may be built on [78]. The con-
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troller is the client. Each frame it sends names a device id, a function, and an address inside
that device; the one device with that id acts and answers, and nobody else speaks.
MODBUS names the data inside a device in two ways, and the rig uses both:

« A coil is one on/off output. The relay module’s four channels are coils 0 to 3, and “run
pump 2” is a write of the value true to coil 1 at the relay module’s device id.

+ A holding register is one sixteen-bit number. Each soil probe exposes moisture, tem-
perature and conductivity in three consecutive registers, which the controller reads and
scales.

Figure 2.3 shows the same three-pot rig from this bus’s point of view. Every device on the
wire has a device id no other device shares; inside a device, coils and registers are numbered.
Two probes with the same id would both answer, exactly as two identical soil sensors did on I12C
- and here there is no multiplexer to rescue them, so a new probe’s id is changed once, at setup,
before it joins the bus. Again the numbers are illustrative; the rule is that an address is unique
on its wire.

Raspberry Pi with
RS-485 adapter (client)

one twisted pair: A+ and B-

v ' ' '

relay module soil probe 1 soil probe 2 soil probe 3
device id 7 device id 2 device id 3 device id 4
coils 0, 1, 2 registers 0-2 registers 0-2 registers 0-2

llZV
[ pumps 1, 2, 3 ] pot 1 pot 2 pot 3

(one per coil)

Figure 2.3: The RS-485 bus for three pots. One cable and four devices, each with a device id of
its own; inside the relay module the three pumps are coils O to 2, and inside each probe the three
quantities are registers 0 to 2.

The distinction to carry forward: on I2C the controller only reads. On MODBUS it reads
registers and writes coils, and writing a coil is the single point at which software in this rig changes
the physical world.

2.3.3 InfluxDB: readings become a time series

Every reading and every watering event ends up in a database on the Raspberry Pi, and the
database is InfluxDB 3, a time-series database. A time-series database is one whose rows are
timestamped values and whose queries are about time: the last hour, since Tuesday, the most re-
cent hundred. The foundational chapter of The Engineering of Digital Twins describes InfluxDB
as an open-source time-series database designed to handle large volumes of timestamped data,
which is what makes it a common choice for monitoring and IoT work [79], and the same book’s
tutorial on an incubator twin uses one in exactly the rig’s role: a Python service listens to the
traffic between the controller and its low-level driver, then writes those messages into InfluxDB
[28]. GreenhouseDT does the same, storing its sensor data in a time-series database the twin can

query [53].
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The storage layout is simple and worth knowing, because a DT will read it through the API.
Every datum becomes a point with four parts: a measurement name, which is InfluxDB’s word
for a table; tags, which are indexed strings; fields, which are the values; and a timestamp. The
controller keeps one measurement per unit and parameter, named <unit>_<parameter>, so
the moisture reading for the plant named plant_1 lands in plant_1_moisture, with the value,
its units and, where the sensor states one, a confidence as its fields. A watering event goes to
plant_1_watering with the dose in millilitres as its value.

Reading it back is a query in InfluxDB 3’s SQL dialect, and the controller issues one shape of

query only:

SELECT * FROM plant_1_moisture
WHERE time > '2026-09-01T00:00:00'
ORDER BY time DESC

LIMIT 100

The database keeps a retention period of seven days: older points are dropped, so the con-
troller’s memory card does not fill. That single setting has a consequence for a DT that the rest of
this book will keep returning to — anything that wants more than a week of history has to copy
it out before it goes.

2.3.4 HTTP: the reading leaves the desk

The last hop is the one you already know. HTTP (Hypertext Transfer Protocol) is the request-
and-reply protocol of the web: a client opens a connection, sends a request naming a method
(GET to read, PUT to replace) and a resource by its path, and the server sends back a status code
and a body. A comparison of messaging protocols for IoT systems describes HTTP as supporting
the request/response RESTful web architecture, addressing its resources by Uniform Resource
Identifier in the same way the constrained-device protocol CoAP does [80], and that is the role
it plays here: the controller runs an HTTP server on port 8099, and every reading the rig has
ever taken is one GET away for anyone on the same network. The next section is about what that
server exposes and why it is the most important boundary in the rig.

2.3.5 The four, side by side

Table 2.4 puts the four protocols beside each other on the axes that matter for a DT.

Table 2.4: The four protocols a soil reading passes through, from the probe’s tines to a browser.

Reads,

Layer it lives Who talks to writes or
Protocol at whom Names things by  both Distance
12C wires on the one master,  7-bit address, reads (in centimetres

desk addressed plus multiplexer  this rig)

peripherals  port

MODBUS wires across  one client, device id, then reads tens of
RTU over the room addressed coil or register registers, metres

RS-485 devices number writes coils
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Reads,
Layer it lives Who talks to writes or
Protocol at whom Names things by  both Distance
InfluxDB 3 storage on the measurement, writes the
the controller tags, time points, reads  Raspberry Pi
controller software, by SQL
and
anything
with the
token
HTTP REST the network any client, resource path, GET reads, anywhere on
one server query PUT replaces  the network
parameters a schedule

Read the table down the fifth column. The only place in the entire stack where something
is written towards the plant is the coil write on MODBUS, and the only place where an outsider
can cause that write is the one PUT in the last row. Everything else is readings flowing away from
the plant. That asymmetry is the whole design, and the next section is built on it.

2.4 Physical Interface

Objective 3 is a claim about software architecture, and it is worth stating before the mechanism:
a DT should talk to the PT through one software boundary, and to nothing below it. In
this rig that boundary is the HTTP REST API on port 8099. This section says what the API offers,
why the boundary sits there, and what the general form of the idea looks like in a DT framework
built for it.

2.4.1 Two actors

Two kinds of user meet this rig. The implementer has physical access to the controller and
works on it through its operating system, usually over SSH: editing configuration files, running
the setup utility, starting and stopping the software. The remote connecter - a person, or a
computer running a DT - reaches the controller only over the network, through the REST APL
The two never use the same door, and that separation is deliberate. The implementer can rewire
a sensor, recalibrate a pump or change a database token; the remote connecter can read what
has been measured and change when the plant is watered, and nothing else.

2.4.2 What the API offers

The controller’s web layer is a small FastAPI application, and it publishes its own interactive
documentation at /docs. The endpoints that matter are in Table 2.5.
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Table 2.5: The REST API on port 8099. Seven endpoints read; exactly one writes.

Method and path Returns or does Notes

GET / controller version, current a liveness check

GET /sensing

GET /sensing/{unit}

GET /sensing/{unit}/
{parameter}

GET /actuation

GET /actuation/{unit}/
watering_events

GET /actuation/{unit}/
show_schedule

PUT /actuation/{unit}/
update_schedule

time, link to /docs

the list of units that have
Sensors

that unit’s parameters, each
with units, confidence and
time between reads

the stored measurements,
newest first

the list of units that have a
pump

every dose delivered, newest
first

the current watering
schedule as JSON

replaces the schedule; returns
204 with no body

greenhouse plus each plant

the machine-readable form of
the quantities table

71imit= caps the count;
?since_timestamp= filters
by time

same limit and since_
timestamp

422 if the schedule is
malformed

Three details of the table repay attention. The unit and parameter names in the paths are the

same strings the database uses for its measurement names, so the API is a thin, named view over
the time series, not a second data model. Unknown units and parameters return 404 with the
list of valid ones in the body, and a malformed timestamp returns 400 with the expected format
spelled out (YYYYMMDD-hhmmss, with everything after the date optional), so a client can be wrong
and find out why without reading the source. And the single PUT does not run a pump; it replaces
a schedule, and the controller’s own scheduler then runs the pump. A remote connecter cannot
say “pump now”; it can only say “from now on, water at these times with these doses”. The
Watering Strategies section shows what can be built inside that constraint.
Here is the reading Objective 2 asked you to trace, at the end of its journey. The request

GET http://plant-controller.local:8099/sensing/plant_1/moisture?limit=2

returns a JSON array of the two most recent points, each carrying the tags and fields the
Low-level Protocols section described:

I
{"time": "2026-09-07T10:31:40", "physical_unit": "plant_1",
"parameter": "moisture", "value": 41.2, "units": "%",
"confidence": "+-1.0000e+00 at 95.00%"},
{"time": "2026-09-07T10:31:30", "physical_unit": "plant_1",
"parameter": "moisture", "value": 41.3, "units": "%",
"confidence": "+-1.0000e+00 at 95.00%"%}
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Ten seconds apart, because that plant’s sensor is configured with T, = 10. A capacitance in
a probe became a ten-bit number over 12C, a percentage in Python, a point in InfluxDB, and two
objects in a JSON array. Nothing in that array says “I2C” or “multiplexer port 5”, and that is the
point.

2.4.3 Why the boundary sits there

Figure 2.4 draws the rig as a stack of layers, with the API as the line a DT is allowed to touch.

a person with a digital twin’s
a browser or curl physical adapter

! !

HTTP REST API
physical interface: the only thing a twin sees

controller software T

units: sensors, pump schedules, InfluxDB 3
reading loops watering events time series

bl_ls_dziygr_s______________________T ______________________________
12C driver MODBUS RTU driver |
! (Blinka) (pymodbus) E
: |

i soil, air and ] relay and E
: light sensors J pumps !

hardware: the plant’s side of the boundary

Figure 2.4: The rig as a stack. Each layer talks only to its neighbours, and a digital twin depends
on exactly one of them: the REST API. Everything beneath it — controller software, bus drivers,
hardware — can change without the twin noticing.

Three reasons put the line where it is, and all three are reasons you already know from ordi-
nary software engineering, applied to a PT.

The layers beneath will change. This rig is itself the third revision of its design, and each
revision swapped relay boards and sensors beneath an interface of the same shape. A DT written
against /sensing/plant_1/moisture survives such a change; one written against a multiplexer
port does not. The research literature on DT lifecycles makes the general point: a PT can change
its telemetry frequency and its value ranges across the phases of its own lifecycle, and if those
variations are not accounted for they complicate keeping the DT synchronised with it [81]. An
API that publishes each parameter’s units and time between reads, as this one does, is how a PT
accounts for them.

The boundary is where responsibility changes hands. Below the line, the controller
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software owns correctness: it holds the bus lock, it converts registers to degrees, it decides that
a dose of 100 ml means 3.5 s of relay time. Above the line, the DT owns interpretation: what
a moisture of 41 per cent means for this plant, whether the last dose had the expected effect.
The comparison of what a model expected with what the probe reported - the residual, the
difference between the two — is computed above the line from numbers produced below it, and
neither side needs to know how the other does its job.

Safety lives below the line. The API cannot switch a relay. It can only replace a schedule,
which the controller validates before accepting, and the controller alone decides how long a
pump runs. A DT with a bug can water the plant at the wrong time; it cannot leave a pump
running until the tank is empty and the floor is wet. Whether that limit is the right one is a
design question the Watering Strategies section takes up, but that there is a limit, enforced on
the PT’s side of the line, is what makes an experimental DT safe to point at a real pot.

2.4.4 The general form: a physical adapter

Every rig draws this line somewhere, and the DT frameworks built for IoT give it a name. The
White Label Digital Twin (WLDT) library, a Java framework for IoT twins, was designed to
maximise modularity, re-usability and flexibility in mirroring physical objects into digital coun-
terparts, and its authors describe extending a physical device’s behaviour without altering it - a
legacy-protocol example mirrors commercial light bulbs into digital replicas that answer exter-
nal requests either by forwarding them to the devices or from a local cache, to cut response time
and load on the physical objects [82]. A survey of IoT twin platforms summarises WLDT as a
framework that runs at the edge or in the cloud and supports a wide range of communication
protocols and normalised data formats [49].

The architectural idea behind it, which the same group later generalised as an edge digital
twin, is that the twin is an active component that encapsulates the responsibility of talking to
its physical counterpart, in a one-to-one relationship, and keeps the two in step — a process the
authors call shadowing, supported by a module in charge of the physical layer’s protocol het-
erogeneity [83]. In WLDT’s vocabulary that module is the physical adapter: the one part of the
twin that speaks the PT’s protocols. A digital adapter on the other side exposes the twin to its
consumers, and a shadowing function between them decides what the twin’s state is and what
arequest means. An industrial case study built on the library shows the three in motion: config-
uration data reaches a machine’s twin through its HTTP digital adapter, the shadowing function
validates the request, and the physical adapter forwards it to the physical controller [84].

Set that beside Figure 2.4 and the correspondence is exact. The rig’s REST API is the physical
interface: the PT’s side of the boundary. A DT’s physical adapter for this rig is a small piece of
code that knows seven GETs and one PUT - the twin’s side of the same boundary. A later chapter
gives the architecture of a DT; when it does, the physical adapter is where this chapter’s material
plugs in.

2.5 Watering Strategies

The rig’s one actuator is a pump, and the only question a watering strategy answers is when
does it run, and for how long. This section takes the two strategies the outline names, shows how
each is expressed through the API, and then does the thing both depend on and neither can skip:
calibrating the pump.
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2.5.1 Strategy 1: a fixed daily schedule

The controller ships with one schedule type, called daily. A schedule is a JSON document with
a type and a list of events, each with a time of day and a dose in millilitres:

{
"type": "daily",
"schedule": [
{"time": "09:16:00", "dose": 100},
{"time": "17:05:30", "dose": 120}

The scheduler sorts the events, sleeps until the next one, runs the pump for that dose, records
a watering event, and repeats; after the last event of the day it sleeps until the first event of
tomorrow. That is the entire algorithm, and it is the daily module’s whole job.

Installing that schedule for a plant is one request:

PUT http://plant-controller.local:8099/actuation/plant_1/update_schedule
Content-Type: application/json

{"type": "daily", "schedule": [{"time": "09:16:00", "dose": 100},
{"time": "17:05:30", "dose": 120}]1}

which returns 204 No Content on success and 422 with a reason if, say, a dose is written
as a string. The controller writes the new schedule to disk, cancels the running scheduler, and
restarts it with the new events, so the change takes effect immediately and survives a reboot.

This is the commonest shape of automation there is: the pump runs on a timer, the sensor
readings are stored, and the decision “how much water, and when” never reads the reading.
Panel (a) of Figure 2.5 draws the loop that does not close. There is nothing wrong with it as a
starting point — houseplants have been kept alive this way for as long as there have been timers
- but it makes the decision once, when someone writes the schedule, and then stops deciding.

2.5.2 Strategy 2: a target moisture, checked at fixed intervals

The second strategy closes the loop, and it can be built entirely on the APT’s side of the line.
Every T, hours, a small program - the beginnings of a DT, or a shell script; the API does not care
- fetches the latest moisture m for a plant, compares it with a target moisture m;,, and decides
a dose:

V = min(Vipay k(m —m)) (2.5)

when m < m,, and no dose when m > m;,. Here k is a gain, in millilitres per percentage
point of moisture deficit, and V,,, is a cap the program will never exceed in one dose. Having
chosen V, the program PUTs a one-event schedule whose time is a minute from now, waits for the
watering event to appear at /actuation/plant_1/watering_events, and then PUTs an empty
schedule so nothing else happens until the next check. Panel (b) of Figure 2.5 is that loop.

Two things about Equation 2.5 are choices, not consequences. The gain k decides how hard
the rule pushes: too small and the plant stays under target for days, too large and one dry reading
produces a flood. The cap V., is the safety argument from the Physical Interface section moved
up a level: whatever k says, one check delivers at most V,,,,. Choosing k well needs the dose

response g of the Physical Twin section’s model - how much one millilitre raises the reading in
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(a) fixed schedule: the loop is open

Daily schedule . .
Time series
09:16 100 ml
stored, unread
17:05 120 ml

! j !

Pump [ Soil sensor
Pot T

(b) target moisture: the loop closes

Every interval

read m, compare |<-------=--=------ Time series ]
with target, dose

o !

Pump [ Soil sensor ]
Pot T

Figure 2.5: Two watering strategies on the same hardware. In (a) the schedule never reads the
sensor, so the loop is open. In (b) a rule outside the controller reads the moisture through the
REST API and rewrites the schedule, so the loop closes — through the API, never around it.

this pot — and fitting g is the calibration chapter’s subject; for now, a conservative k and a hard
cap are what make the strategy safe to run unattended.

The literature on greenhouse twins does exactly this, one level up. GreenhouseDT’s authors
describe behavioural adaptation as the twin calibrating the frequency or duration of running its
watering pumps to how quickly the soil in the pots gets dry [53], and their work on declarative
lifecycle management gives the target a reason to move: a basil plant’s target moisture should
shift with its growth stage, with the paper’s example holding a sick plant to a lower target than a
healthy one, and therefore a different controller [54]. In this chapter’s terms, m, is a parameter
of the plant’s state, not a constant, and the DT is the thing that knows which state the plant is
in.

Compare the two strategies by how long a dry pot goes unattended, and split that time into
two gaps: the detection gap G4, from the pot becoming too dry to something noticing, and the
response gap G,, from noticing to acting. Under the fixed schedule G4 is however long it takes
a person to notice a drooping leaf — days. Under the target-moisture rule it is at most T, and G,
is the minute the schedule takes to fire. Setting T, = 6 puts the whole delay under seven hours
for a fault the fixed schedule would take days to expose. The software has gone from watching
the plant to acting on it, on a desk, for the price of a pump. The warning that comes with acting
automatically applies too: a wrong m,, or a probe that has slipped out of the soil and reads dry
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air, will now be acted on with nobody looking, which is why V., exists and why a model of
what the reading should be matters - the Plant Digital Twin section writes one down.

2.5.3 What both strategies stand on: pump calibration

Every dose above is a number in millilitres. The relay knows nothing of millilitres; it knows
on and off. Somewhere the controller has to turn “100 ml” into “hold the relay closed for this
many seconds”, and that conversion is pump calibration. Get it wrong and every strategy in
this section is wrong by the same factor, silently.

The controller’s model is the straight line the Physical Twin section’s model already wrote
down, Equation 2.3: for a dose V'in millilitres the pump time ¢ in seconds ist = a V' + b, with two
calibration constants per pump, a slope a, in seconds per millilitre, and an offset b, in seconds.
The shipped example configuration carries a = 0.02 and b = 1.5. Read Equation 2.3 physically
before reading it mathematically. The slope is the reciprocal of the pump’s flow rate: at a = 0.02
the pump moves 1/a, about fifty millilitres, a second. The offset is the time the pump runs before
any water reaches the pot — the time to lift water up the tube and push out whatever air is in it —
and it is why a dose of V' = 0 still costs t = b seconds of pumping, and why very small doses are
unreliable.

Both constants depend on things the pump’s datasheet cannot know: the height the water
is lifted, the length and bore of the tube, how far the pump sits below the surface, whether
the tube drained back after the last run. That is why GreenhouseDT’s authors say sensors and
actuators need calibrating for the individual asset [53], and why the controller ships a calibration
procedure rather than a table of pump models.

Example 1, worked in full: calibrating one pump

The controller’s setup utility runs the procedure interactively. Here is one run, with the reason-
ing at each step.

Step 1 - reproduce the installed geometry. The utility first asks that the pump be submerged
in the full tank, connected to its relay channel, and that the outlet tube be positioned so it pumps
into a measuring jug at the same height relative to the tank as the pot. The reasoning: b is mostly
the cost of lifting water, so a calibration done with the tube lying in the sink is a calibration of a
different pump.

Step 2 - measure the lift. The utility asks for the height from the water surface to the outlet, in
centimetres. It uses the number to decide how long to wait between runs so the tube can drain
back; for the example, the outlet sits 30 cm above the surface and the utility waits 3 s after each
run.

Step 3 - run the pump for a ladder of durations and measure each volume. The utility runs the
pump for 1.0 s, then 1.5 s, and so on in half-second steps up to 8.0 s, and after each run asks how
many millilitres landed in the jug, read to the nearest 10 ml. Fifteen runs; the reasoning for a
ladder rather than one long run is that a single point cannot separate a from b. Table 2.6 records
the example.

Table 2.6: One calibration run on the example pump. The first two runs delivered nothing and
are discarded by the procedure, as its source specifies.

Run Pump time (s) Volume measured (ml) Kept?

1 1.0 0 no - nothing reached the jug
2 1.5 0 no - nothing reached the jug
3 2.0 20 yes
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Run Pump time (s) Volume measured (ml) Kept?

4 2.5 50 yes
5 3.0 70 yes
6 3.5 100 yes
7 4.0 120 yes
8 4.5 150 yes
9 5.0 180 yes
10 5.5 200 yes
11 6.0 230 yes
12 6.5 250 yes
13 7.0 280 yes
14 7.5 300 yes
15 8.0 320 yes

Read the table from the top. The first two runs delivered nothing: the pump ran, but for less
time than it takes to fill the tube, and the utility discards a zero reading rather than fit to it. From
run 3 on, every extra half second delivers a further 20 to 30 ml. That constant increment is the
slope, and the point where the line would cross zero volume is the offset.

Step 4 - fit the line. The utility fits pump time against measured volume by least squares - the
source calls numpy.polyfit with degree one, with volume as the independent variable, since
that is the direction Equation 2.3 isused in. On the thirteen kept rows the fit gives a = 0.0197 and
b = 1.56. The reasoning for fitting time on volume, rather than volume on time and inverting:
the constants are used to compute a time from a dose, so the errors should be minimised in the
time direction.

Step 5 - read the result physically. A slope of a = 0.0197 is a flow of 1/a = 51 millilitres a
second, which is about three litres a minute — far more than a pot wants, and the reason doses
are seconds long. An offset of b = 1.56 is a second and a half of pumping before the first drop
arrives, which at that flow rate is b/a = 1.56/0.0197 = 79 millilitres of tube and lift that every
run pays for and no run delivers. Both numbers are plausible for a 30 cm lift through a metre
of 8 mm tube; a slope ten times larger or an offset that came out negative would mean a kinked
tube or a mis-entered reading, and the utility prints the old and new constants side by side so
exactly that comparison can be made.

Step 6 - save, with a date. The utility writes the new slope and offset into the plant’s
configuration file together with a calibration_date. The date is the important part. A pump
calibration goes stale: the tank level drops and the lift grows, the tube stiffens, algae narrows
the bore. Keeping a model valid is the cost most twin projects forget to budget for; here it is in
miniature, and the date is what lets a DT notice that the number it is trusting is three months
old.

Step 7 — use it. A schedule asks for a dose of 100 ml. By Equation 2.3, the controller closes
the relay for t = 0.0197 X 100 + 1.56 = 3.53 seconds. The shipped constants would have given
3.50 s - close, but from a different pump on a different desk, and the 0.03 s difference is 1.5 ml
on every dose, in the same direction, twice a day, for as long as nobody recalibrates.

Example 2, one step left to you: a dose from the target-moisture rule

A plant’s latest reading is m = 32 against a target m, = 40, with gain k = 10 millilitres per point
and cap V., = 150. By Equation 2.5, the deficit is eight points, so k (m; —m) = 10 X (40 —32) =
80, below the cap, and the dose is V' = 80. Your step: using the constants fitted in Example 1,
compute the relay time from Equation 2.3, then say what the dose and the relay time would have
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been had the reading come back as m = 21 instead — and which of the two numbers stopped the
rule from doing what the deficit asked. A check appears in the exercise solutions.

Example 3, posed as a problem: a stale calibration

Six weeks after Example 1 the tank has been topped up less often and sits lower, and the tube
has been re-routed over the edge of a higher shelf. Nobody has recalibrated. Working out what
happens to every dose under both strategies, which of the two strategies notices first and how,
and what a DT would need to have recorded in order to raise the alarm, is the hardest exercise at
the end of this chapter, and it is deliberately not worked here. The Physical Twin section’s model
has every equation it needs: the controller keeps using its stored a and b in Equation 2.3 while
the pump obeys a changed by, in Equation 2.4.

2.6 Plant Digital Twin

The chapter has so far described a PT and the software boundary a DT would use. It ends by
asking the question any twin has to answer before it is worth building: what decision would a
twin of this plant improve, and what would it have to measure to improve it? The full answer is
the rest of the book. This section settles the motivation and the metrics.

2.6.1 Why moisture, and why minerals

A plant in a pot depends on two things the rig can influence, and the motivation for the DT is
that both are easy to get wrong in both directions.

Water. Too little, and the plant wilts, stops growing, and eventually dies; too much, and the
roots sit in water that has driven the air out of the soil, which kills them just as surely and more
slowly. A pot is a small volume with no reserve, so the margin between the two is narrow and
moves: a hot bright day dries the pot in hours that a cool dull one takes days to dry. A fixed
schedule is right on average and wrong on most individual days.

Minerals. Plants take their nutrients from minerals dissolved in the soil water. In a pot
those minerals come only from what was in the soil to begin with and what is added, and they
leave by two routes: the plant takes them up, and every watering washes some out of the bottom
of the pot. Too little and the plant starves; too much - typically from over-feeding - and the
salt concentration in the soil water rises until the roots can no longer draw water against it.
The rig’s RS-485 probe measures the soil’s electrical conductivity (EC), which rises with the
concentration of dissolved salts, so EC is the rig’s proxy for how much mineral is in the soil water.
It is a proxy, not a measurement of any one nutrient, and the chapter keeps calling it that.

Both problems are recognised targets for agricultural twins. A survey of twin platforms for
the IoT lists among the uses of smart-farming twins the evaluation of soil quality by monitoring
moisture, temperature, organic matter and pollutants, and the forecasting of plants’ irrigation
requirements to reduce fertiliser and pesticide dosages and protect groundwater [49]. A field-
scale twin of an irrigation pivot on an experimental farm collects soil moisture and the levels
of different elements among its inputs [55], and a catalogue of DT architecture patterns takes
its worked cases from agriculture and food [56]. The pot on the desk is those systems with the
hectares removed.

The two paragraphs on water and minerals state horticultural common ground rather than
results from the literature. Where a later chapter needs the actual water-retention curve of a
potting mix, it will have to say where it got it.
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2.6.2 Four metrics

A twin needs metrics because “the plant is doing well” cannot be checked, trended or acted on,
and a quantity with a unit, a denominator and a way to measure it can. Here are four the rig can
compute today from what it already stores, in Table 2.7, followed by the reason for each.

Table 2.7: Four metrics a plant DT can compute from the rig’s stored data. The first and last are
things to hold in a band; the middle two are what a model of the pot has to explain.

Monitor or
Metric Symbol Computed from Unit control?
Time in the Sfband the moisture series, a lower fraction of control
moisture band bound m,, and an upper readings target
bound my;

Water Wiay the watering events millilitres per ~ monitor;
delivered per day the cost
day side
Drying rate d two moisture readings aftera  percentage monitor;
between doses dose points per the model’s

hour input

Conductivity =~ EC — EC, the conductivity series against microsiemens  control
drift its value at potting per centimetre  target, slow

Time in the moisture band is the quantity whose movement anyone who cares about the
plant would recognise as the point. Define a band m;, to my,; for the plant’s current stage, count
the readings that fall inside it, and divide by all readings:

Soand = Rin/n (2.6)

where n;, is the number of readings inside the band and n the number of readings. The
fixed schedule of the previous section will score poorly on Equation 2.6 on any day that is not
the average day; the target-moisture rule scores better by construction; and a DT that adjusts
m;, to the plant’s stage, as the declarative-lifecycle work proposes with its lower target for a sick
basil than for a healthy one [54], is trying to push it towards one. It is a fraction, so it has a
denominator built in, and it is computable from a single GET.

Water delivered per day is the cost side, and it is the metric the rig records most reliably
because it is a record of the rig’s own actions. Sum the doses in the watering events for one day,
Waay = V + V5 + -+ + Vf; the fixed schedule above gives Wy,, = 220 every day by definition, and
the target-moisture rule gives a number that varies with the weather, which is the point. On a
desk the cost of water is nothing, and the metric still earns its place, because it is the input to the
next one.

Drying rate between doses is the first thing a model of the pot has to get right. Take the
moisture just after a dose has soaked in and the moisture just before the next one, and divide by
the time between them:

m(t;) — m(t,)
s

d = 2.7)

If the reading is m = 44 an hour after the morning dose and m = 36 eight hours later,
then d = (44 — 36)/8 1.0 percentage point an hour. Equation 2.7 is not a control target
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- you cannot set the drying rate - but it is what the model has to predict from air temperature,
humidity and light, all of which the greenhouse unit already measures, and it is what the residual
is computed from - the next subsection writes it down: the model says the pot should have
dried by so much, the probe says it dried by this much, and the difference is the residual r.
GreenhouseDT’s managing subsystem relies on model-based forecasts to choose how it drives
its greenhouse’s actuators [53]; the drying rate is the smallest such prediction this rig supports.

Conductivity drift is the slow metric. Record the RS-485 probe’s conductivity when the
plant is potted, EC,, and watch the difference EC — EC, over weeks. Falling drift says minerals
are being used or washed out faster than they are replaced; rising drift says salts are accumu-
lating. It is a control target in the sense that a person - not, in this rig, the controller - acts on
it by feeding or by flushing the pot, so its delay is dominated by G,, and the warning from the
Watering Strategies section applies: a DT that shortens G4 for a decision nobody acts on has done
nothing. That is a reason to keep it, not to drop it: it is the metric that will teach you, in a later
chapter, the difference between monitoring and control.

2.6.3 A mathematical model of the digital twin

The metrics say what the twin watches. Its model says what it expects, and the difference between
the two is the twin’s whole advantage over a schedule. This subsection writes the DT’s side down
in the same order as the PT’s: parameters first, then the equations, then how the two models run
together across the API.

What the twin knows. The twin sits above the physical interface, so it holds only what the
API gives it and what it believes: Table 2.8.

Table 2.8: The digital twin’s parameters. The last two rows are its model of the pot: the same two
symbols as the physical twin’s model and, when the model is right, the same values. The pump
constants a, b, a,. and b, are absent on purpose; they live below the API, and the twin never
sees them.

Symbol Meaning Unit

m, target moisture per cent

k gain: millilitres asked for per point of deficit  millilitres per percentage
point

Vimax the most the twin asks for in one dose millilitres

T. time between the twin’s checks hours

d the twin’s belief about the pot’s drying rate percentage points per
hour

g the twin’s belief about the pot’s dose percentage points per

response millilitre

It decides. At each check the twin reads m and chooses a dose by the target-moisture rule of
the Watering Strategies section, Equation 2.5: V = min(V,,,,, k (m,—m))whenm < m,, and no
dose otherwise. Nothing is new here; the rule is recalled so that the model stands in one place.

It predicts. Because the twin carries the pot’s two equations, it can say what the next reading
should be before that reading arrives. Start from the reading m now, add what the dose should
contribute by Equation 2.2, and subtract T, hours of drying by Equation 2.1:

m=m+gV—dT, (2.8)
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1 is the twin’s expectation for the reading at the next check. Note what it is built from: the
dose the twin asked for, not the volume delivered, because the twin cannot see the latter. That
substitution is exactly the assumption a stale pump breaks.

It compares. When the next check arrives with the real reading m,,, the twin computes
the residual

r =M — My (2.9)

A residual near zero, by Equation 2.9, says the model and the pot agree. A residual that
stays positive says the pot is drier than the model expects at every check: either d is too small,
or less water is arriving than was asked for. Which of the two it is can be read from when the
shortfall appears — a wrong drying rate shows up as a larger drop between doses, a wrong pump
as a smaller rise at them. That is the diagnosis the fixed schedule can never make, because it has
no v to compare against.

It reports. The four metrics of Table 2.7 are the model’s outputs rather than part of it. Equa-
tion 2.6 and W, are read straight off the stored series, and Equation 2.7 is how the twin recovers
its own parameter d from the data - the one line in this chapter where the model is fitted rather
than assumed.

Running the two together. One check, box by box. The twin reads m through a GET;
it computes r from the 7 it wrote down last time; it chooses V by Equation 2.5 and sends it
through a PUT. Below the API the controller applies Equation 2.3, the pump Equation 2.4, and
the pot Equation 2.2 and then Equation 2.1 for T, hours. The twin writes down the next 1 by
Equation 2.8 and waits. Only two numbers cross the API in that loop, a reading going up and
a dose coming down. Everything the rest of the book does to the twin — a d that depends on
temperature and light, a fitted g, an uncertainty on 1, a rule for what to do when r leaves zero —
is a change to one of these equations, not to the loop.

2.6.4 What the twin would be, so far

Put the pieces together and the shape of the first increment of a plant DT is visible before a line of
itis written. Itsits on the twin’s side of the physical interface, speaking to the rig only through the
REST API. Its physical adapter knows seven GETs and one PUT. It reads moisture, conductivity
and watering events; it computes Equation 2.6, W,y, Equation 2.7 and the conductivity drift; it
holds a target moisture that depends on what it believes the plant’s state to be; it closes the loop
by rewriting the schedule with Equation 2.5, under a cap; and it predicts the next reading with
Equation 2.8 and checks it with Equation 2.9. That is monitoring for all four metrics, control for
moisture, and, through the residual, diagnosis of the probe and the pump. Everything the rest
of the book adds - the model’s calibration, its uncertainty, the architecture that holds it — plugs
into that shape.

2.7 Summary
Back to the objectives this chapter opened with.

1. The block diagram. Three groups - controller, sensor suite, actuators — and the pot they
all end at. Four kinds of sensor (air temperature and humidity, light spectrum, and per
pot either a capacitive moisture sensor or a three-quantity RS-485 probe), two kinds of
actuator (a pump per pot and the relay channel that switches it), and the plumbing that
is neither. Two buses: a short I2C chain for the sensors near the controller, a long RS-485
bus for the relay and the probes, and on each one every device has an address no other
device on that wire shares.
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2. The four protocols. 12C addresses chips on the desk and, in this rig, only reads. MOD-
BUS RTU over RS-485 addresses devices across the room, reads registers and writes coils
- the one place software touches the world. InfluxDB 3 turns readings into a time se-
ries named <unit>_<parameter>, kept for seven days. HTTP carries them off the desk as
JSON. The only write towards the plant that an outsider can cause is one PUT of a schedule.

3. The physical interface. The REST API on port 8099 is the PT’s software boundary; a
DT depends on it and on nothing beneath it, because the layers beneath change, because
responsibility changes hands there, and because the safety limit is enforced on the PT’s
side of it. In WLDT’s vocabulary the DT-side counterpart is the physical adapter, with a
shadowing function and a digital adapter behind it.

4. Calibration. Equation 2.3 turns a dose into a relay time with a per-pump slope and offset,
fitted from a ladder of timed runs; the offset is tube and lift, the slope is the reciprocal of
the flow rate, both go stale, and the saved date is what lets a twin notice.

5. Two strategies. A fixed daily schedule leaves the loop open and the decision latency at
days; a target-moisture rule, Equation 2.5, closes it through the API at a latency of one
check interval, under a hard cap that is the safety argument moved up one level.

6. Four metrics. Time in the moisture band, Equation 2.6, is the value metric; water per
day is its cost; the drying rate, Equation 2.7, is what a model must predict and what the
residual is computed from; conductivity drift is the slow one a person acts on.

7. Two models. The physical twin on paper is four equations: the pot dries by Equation 2.1
and rises by Equation 2.2, the controller converts a dose with Equation 2.3 and its stored
constants, and the pump delivers by Equation 2.4 and its real ones. The digital twin is the
dose rule plus a prediction, Equation 2.8, and a residual, Equation 2.9; the residual is the
one number that tells a stale pump from a hot day.

The one sentence to carry forward: the twin sees the plant only through the API, and
everything below that line is the physical twin’s business.

2.8 Exercises

Solutions or hints follow the exercises; each says which. The objective each exercise serves is
given in brackets.

Exercise 1 (Objective 2, easy). A reading of soil temperature arrives in a browser as {"value":
21.4, "units": "°C"}. Name every protocol it passed through, in order, and for each say what
the datum looked like at that hop - a register value, a Python float, a point, a JSON object — and
one thing that hop added which the previous one did not have.

Exercise 2 (Objective 4, medium). Finish Example 2: compute the relay time for V' = 80
using the fitted constants, then redo the dose and the relay time for m = 21, and name the
number that limited the second dose.

Exercise 3 (Objective 4, medium). The calibration in Example 1 is repeated with the outlet
60 cm above the water instead of 30 cm. Say, with a reason, whether you expect a to change,
whether you expect b to change, and in which direction each moves. Then say what a dose of 20
ml would deliver under the old constants if the geometry had changed and nobody recalibrated.

Exercise 4 (Objective 5, medium). Write, as a sequence of HTTP requests with bodies,
one full cycle of the target-moisture strategy for a plant named plant_2 with m;, = 35, k = 10
and V., = 150, starting from a reading of m = 30. Include the request that confirms the dose
was delivered and the request that leaves the plant quiet until the next check.

Exercise 5 (Objective 3, medium). A colleague proposes that the DT should read the soil
probe’s MODBUS registers directly over a second RS-485 adapter, “to avoid the latency of the
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API”. Write the three- sentence reply you would give, using the three reasons in the Physical
Interface section, and say which one of the three is the one that should end the discussion.

Exercise 6 (Objective 6, medium). For each of the four metrics in Table 2.7, state the
single GET request (or pair of requests) that fetches the data needed to compute it for one day,
and say which metric cannot be computed for a plant fitted with the cheaper STEMMA sensor
and why.

Exercise 7 (Objectives 4 and 5, hard). Do Example 3, the stale calibration, in full. State
how each dose changes under both strategies when the lift grows and the tube lengthens; say
which strategy’s stored data shows the problem first and in which series; and list what a DT
would have to have recorded, beyond the rig’s own data, to raise the alarm rather than merely to
have made it possible in hindsight.

Exercise 8 (Objective 2, hard, open-ended). The database keeps seven days of history.
Argue for and against raising it to a year on the Raspberry Pi, and then design the smallest change
- on either side of the physical interface - that would give a DT a year of history without changing
the retention setting. There is no single correct answer; there is a correct form of answer, which
says where the copy lives and who owns keeping it correct.

2.8.1 Solutions and hints

Exercise 1 (solution). RS-485 / MODBUS RTU: a sixteen-bit holding register holding 214, read
at the probe’s device id - the hop adds an address on a shared cable. Controller software: the
Python float 21 . 4 after division by ten, wrapped in a measurement with units and a timestamp
— the hop adds units and time. InfluxDB 3: a point in plant_1_soil_temperature with tags
and fields - the hop adds a name, an index and persistence. HTTP: a JSON object in an array
returned by

GET /sensing/plant_1/soil_temperature

—the hop adds reachability from anywhere on the network and a status code that says whether
the request made sense.

Exercise 2 (solution). t = 0.0197 X 80 + 1.56 = 3.14 seconds. At m = 21 the deficit is
nineteen points and the rule asks for 190 ml, which the cap reduces to V,,, = 150; the relay
time is then 0.0197 X 150 + 1.56 = 4.52 seconds. The cap limited the dose, not the gain.

Exercise 3 (hint). The slope is about flow once water is moving, and flow through a sub-
mersible pump falls only slowly with lift, so expect a to rise a little. The offset is about filling the
tube and lifting the first water, so expect b to rise clearly. Under the old constants a 20 ml dose
runs the pump for t = 0.0197 X 20 + 1.56 = 1.95 seconds; if the new offset is above that, the dose
delivers nothing at all.

Exercise 4 (hint). Deficit five points, dose 50 ml. Four requests, in this order:

GET /sensing/plant_2/soil_moisture?limit=1

PUT /actuation/plant_2/update_schedule (one event, a minute ahead)
GET /actuation/plant_2/watering_events?limit=1  (repeat until it appears)
PUT /actuation/plant_2/update_schedule (an empty schedule list)

Say what your program does if the third request never returns a new event.

Exercise 5 (hint). The reason that ends the discussion is the third: below the line, two
clients on one MODBUS bus with no shared lock will corrupt each other’s frames, and the APT’s
inability to switch a coil is the rig’s safety property. Latency is the wrong worry; the probe is read
every ten seconds regardless of who asks.

Exercise 6 (hint). Moisture and conductivity come from /sensing/{unit}/{parameter’}
with since_timestamp set to midnight; water per day from /actuation/{unit}/watering_
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events the same way; the drying rate needs both series to find the readings around each dose.
Conductivity drift needs the RS-485 probe; a STEMMA-only plant has no conductivity series to
compute it from.

Exercise 7 (hint). Both strategies under-deliver by the same millilitres per dose, so the
fixed schedule shows nothing in its own data - its watering events still say 100 and 120 - and
the problem is visible only in the moisture series trending down. The target-moisture rule com-
pensates by dosing more often, so its watering-event count rises while the moisture stays near
target; the tell is the rising Wy,,. To raise the alarm rather than explain it afterwards, a DT needs
the calibration constants and their date, and an expected drying rate to compare against.

Exercise 8 (open). Assessed on whether the answer names the memory card’s size and the
write load on one side and the DT’s own store and its ownership on the other, and on whether
the proposed copy runs on the twin’s side of the physical interface.

2.9 Further Reading

« Building therig: the plant-controller repository holds the build documentation this chapter
deliberately leaves out - parts list, assembly guide, software installation and the REST API
reference - for a reader who wants a rig of their own.

« Comparable small twins of plants: [53] for the GreenhouseDT exemplar and its watering-
pump control, and [54] for why a target moisture should depend on the plant’s stage; both
are the closest published relatives of this chapter’s rig.

« Sensing, communication and storage for twins: [77] on sampling frequency, communica-
tion delay and time-series storage; [79] and [28] for the incubator case study’s use of a
message broker and InfluxDB, all three in [47].

« Protocols: [80] weighs four common IoT messaging protocols — message queuing teleme-
try transport (MQTT), CoAP, advanced message queuing protocol (AMQP) and HTTP; [25]
tallies which protocols predictive-maintenance twins actually use, MODBUS among them:;
[78] is the IoT reference architecture that places MODBUS among data-transferring capa-
bilities.

+ The physical adapter idea: [82] introduces the WLDT library, [83] generalises it into an
edge digital twin with shadowing, [84] shows the physical adapter, shadowing function
and digital adapter in an industrial case, [81] treats PT and DT lifecycles, and [49] surveys
WLDT among other IoT twin platforms.

« Agricultural twins at field scale: [55] for an irrigation-pivot twin on an open platform, [56]
for architecture patterns illustrated on agriculture and food cases, and the smart-farming
section of [49].

 Reproducible research rigs of the same family: [31] on reproducible twin research with a
small robot car, and on ocean platforms whose sensors and actuators sit on an RS-485
fieldbus behind a Raspberry Pi.

« Consulted but not drawn on above, and worth knowing they exist: [85] for a platform that
also settled on InfluxDB for its time series, and [86] for CoAP, the constrained-device
cousin of HTTP that [80] compares it with.


https://github.com/INTO-CPS-Association/plant-controller
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Chapter 3

Model, Simulation, Shadow and Twin

3.1 Before You Start

What you are assumed to know. You write software for a living, you are comfortable with
HTTP APIs, JSON, a time-series or relational database, and reading Python you did not write,
and you have seen a system that talks to hardware. You have read the previous two chapters,
and this chapter leans on five things they established. From Chapter 1: that a digital twin
(DT) is bought to improve one decision about one specific real system, the physical twin (PT);
that value comes in six patterns - monitor, diagnose, predict, decide, control, certify — each saying
who acts on the twin’s output; and that the residual, the gap between what a model expects and
what a sensor reports, is the number most first increments are built around. From Chapter 2: the
plant rig — a potted plant, a pump, and a Raspberry Pi controller that exposes everything through
a REST API on port 8099 with seven endpoints that read and exactly one, PUT /actuation/
{unit}/update_schedule, that writes — and the small mathematical model of both sides of that
boundary: the pot dries at a rate d, a dose of V millilitres raises the reading by g per millilitre, and
the twin predicts the next reading 11, compares it with the observed m,, and calls the difference
r. Each of these is recalled in one clause where it is used, so a faded detail will not strand you.

What you are not assumed to know. Anything about control theory, numerical simula-
tion, or the digital-twin literature. Where this chapter needs a term from one of those fields it
defines the term at first use and then keeps using it.

What this chapter covers. The previous two chapters used the words model, simulation
and twin freely, on one loose working definition, because their job was to say what a twin is
for and to put a real rig on the desk. This chapter tightens the words. It separates a model
from a simulation from a simulator; it gives the one test this book uses from now on to tell a
digital model from a digital shadow from a digital twin, and shows that the test is about
how data moves and about nothing else; it reads the returning arrow of that test as what it is, a
control loop, and lists what closing it obliges you to build; it widens the referent from machines
to software systems, processes and organisations; it sorts twins by what they twin — product,
process, lifecycle, biological, ecological, sociological — and shows that the sorting is orthogonal
to the test; it names five things a digital twin is not; and it classifies the plant rig at four stages of
its life, ending on the single HTTP call that changes its class.

What this chapter deliberately does not cover. What is inside the digital object - its
architecture, its components, how its model is built, solved or validated - which the chapters
that follow take up. Standards in any depth: one standard supplies one definition here and
nothing more. How often a twin should synchronise with its PT and how late its picture may
run: both matter, both get one row in a table here, and both belong to the data chapters.

Learning objectives. By the end of this chapter you will be able to:
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1. Distinguish a model from a simulation from a simulator, and identify which of the three
a colleague means when they say “the model”.

2. Classify any proposed or existing system as a digital model, a digital shadow or a digital
twin by tracing its data flows, and justify the classification from the direction and the
automation of each flow.

3. Apply the classification to the hard cases - the dashboard, the offline simulator, the human
who closes the loop, the referent that is not a machine — and defend the answer against
the obvious objection.

4. Predict what changes in a project’s engineering obligations when it crosses from shadow
to twin, and name the checks a command path must make before it acts.

5. Derive the classification of the plant rig at each stage of its life, and specify the one change
that moves it from shadow to twin.

Every section that follows serves at least one of those five, and the exercises at the end say
which.

3.2 Model, Simulation and Simulator

Three different things share the word “model” in ordinary speech, and in a project meeting you
may be the only person who notices which one is meant. Pin them first, because the classification
test in the next section depends on one of them and is defeated by confusing the other two.

Model. A description of how something behaves — in equations, code, rules, a
lookup table, or a fitted set of parameters. Static. It does not run.

Simulation. One execution of a model over time, from a starting state, producing
a trajectory of states. An event, not an object. You do not “have a simulation”; you
ran one.

Simulator. The software that performs simulations of a model.

Figure 3.1 puts the three side by side. One is a thing you can print, one is a program, and one
is an event with a beginning and an end. The verbs on the bottom line are the test: if a colleague
says “we have a simulation”, ask which of the other two they mean. They have a simulator, or
they have a model, or they ran something once and kept the output.

model simulator simulation
a description software one run, 06:00 to 18:00
m(t + h) = m(t) — dh X steps the model X
m rises by g per ml | forward from a > \'\ t
start state 7

A

start state
m(0) = 44 at 06:00

You have a model. You have a simulator. You ran a simulation.

Figure 3.1: Three things that share one word. A model is fed, with a start state, into a simulator,
and one run of it is a simulation. Only the last has a beginning and an end.
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3.2.1 Therig’s own instance

The previous chapter wrote down two models, and they make the distinction concrete. Both are
recalled here rather than re-derived.

The model of the physical twin describes the pot, the pump and the controller below the
API. Two of its four equations matter here. With no water, the moisture reading falls at the
drying rate:

m(t+h)=m(t)—dh

and a delivered dose raises it in proportion to the dose response:

Matier = Mpefore + & Vel

Two parameters, d in percentage points per hour and g in percentage points per millilitre,
and two lines. Nothing executes. That is a model.

The model of the digital twin describes what the software above the API believes and
does. It reads a moisture m, asks for a dose V' by the dose rule, and predicts the reading at the
next check T, hours later:

m=m+gV—-dT,

then, when that reading m,, arrives, computes the residual r = ri1 — m¢. Also a model, and
also static: three equations on a page, none of which has been run.

A note on the words, because the next section is about to reuse one of them. “The model
of the digital twin” means the twin’s own equations. “A digital model”, two pages from now,
will mean a class of system — a PT and some software with no automated link between them.
The two phrases share a word and mean different things, and the chapter keeps them apart by
always saying “the model of the digital twin” for the equations and “a digital model” for the
class.

A simulation is one run of either model. Take the pot’s model, start at m(0) = 44 at 06:00,
assume the drying rate the previous chapter fitted, d = 1.0, and a dose response of g = 0.1 - a
value this chapter assumes, since the previous one named g and did not fit it — and deliver one
dose of V' = 100 millilitres at 09:16. What is the reading at 18:00? Twelve hours of drying take
off twelve points; the dose puts back ten:

m(12) = 44 — 1.0 X 12+ 0.1 X 100 = 42

That arithmetic, and the curve it traces on the way, is a simulation. Change the start reading,
or move the dose to 07:00, and you have a different simulation of the same model. Change d and
you have a different model.

The simulator is the dozen lines of Python that step the model forward hour by hour and
hand back the curve. For a two-parameter model those dozen lines are the whole of it. Once a
model has stiff dynamics, several coupled parts, or a physics library behind it, “step it forward”
hides an enormous amount of machinery, and a later chapter is a survey of the kinds of simulator
that exist.

3.2.2 Why the distinction earns its place

Four things go wrong when the three words collapse into one, and each has cost somebody a
quarter.

People hear “twin” and picture a simulation. A survey of practitioners on standardising
twins reports two-thirds of respondents agreeing that a system with no interaction running back
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to the physical side should not be called a twin - and one respondent explaining the disagree-
ment in the field by saying that, because there is no single definition, many colleagues mean
simulation when they refer to digital twins [38]. A simulation is a run. A twin, as the next
section defines it, is a standing pairing with one specific physical object. You can simulate an
aircraft design that does not exist; you cannot twin it, because there is no particular aircraft for
the data to flow from. A twin needs a referent; a simulation does not. That one sentence
settles most arguments about whether a simulation project is “really” a twin project.

“We already have a model” is true and means less than it sounds. The modelling-and-
simulation literature separates the steps that phrase hides: a conceptual model in the developer’s
head, an executable or programmed model that captures it, verification that the program imple-
ments the concept without error, and then calibration of its parameters against the real system
[48]. A model that exists as a report has done the first step. A model that a service can call
every ten minutes against live readings from this pot has done all four. The distance between
them is where a surprising number of twin projects lose their first quarter, and the question that
measures it is “can I call it, with today’s readings, and get an answer back for this plant?”

A simulator is not a twin, however good it is. The engineering-of-digital-twins literature
puts it bluntly: having models, and running them, gets you no twin by itself, and a model earns
its place in one only when readings from the PT can be fed into it; a hardware-in-the-loop rig
that never feeds its outputs back to a deployed PT is not one either, and a tracking simulator
- one kept in step with live data - is closest to what the next section will call a shadow [45].
The standards analysts say the same thing from the other side: simulations and twins both use
models to replicate a product or a process, and the most notable difference is that a twin is fed
by live measurements, kept in step with the thing measured, and can talk back to the sensors
that supply them, which is what separates it from conventional offline modelling and simulation
[87]. Both are pointing at the same fact. The difference between a simulator and a twin is not in
the model. It is in the arrows.

Models and data are complementary, not rivals. The data from the PT tells the twin
what state the PT is in; the model tells it how the PT is expected to behave from that state, and
the twin’s picture is refreshed whenever the real thing moves on, which is what lets anyone trust
conclusions drawn on it [47]. The rig’s residual r is exactly that complementarity in one number:
a prediction the model made, minus a reading the data supplied. A twin with data and no model
can only report the present. A twin with a model and no data can only describe a generic pot. It
takes both, and the next section is about the arrows that carry the data half.

3.3 Digital Model to Digital Twin

An argument about vocabulary is usually a waste of a meeting. This one is not, for two reasons
that cost money. First, the term genuinely has no settled meaning: a manufacturing study of the
two terms opens by admitting that nobody yet agrees what they cover, and that the disagreement
gets in the way of building anything with them [1]; the practitioner survey quoted above found
a two-thirds majority for “no bidirectional interaction, no twin”, which is a majority and not a
consensus [38]. Second, the boundary is contractual. “We will deliver a digital twin” is a sentence
someone will sign. If the customer reads it as the software will adjust the machine and you built
software that displays the machine, you have a dispute. Being able to say, at the kickoff, “what
we are scoping is a digital shadow, and here is exactly what would make it a twin” turns that
future argument into a present decision. This section exists so that you can say that sentence
and defend it.
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3.3.1 Three ingredients

Strip away every disagreement and the same three parts survive.

1. A physical twin. A specific real thing. Not a class of things - not “a potted basil” but this
pot, on this desk, with the probe pushed into this soil. Chapter 1 pinned the term and it
is unchanged. The Non-Physical Systems section widens what “physical” may mean; it
never widens “specific”.

2. A digital object (DO). The software side: models, stored state, data and services that
represent that one PT. This book uses the neutral phrase digital object on purpose, so that
classifying a system stays a question about how data moves rather than about how clever
the software is.

3. A connection. The data flowing between the two, in one direction or both, automatically
or carried by a person.

Notice what is not on the list: three-dimensional geometry, machine learning, a cloud plat-
form, a user interface. Every one of those appears in real twins. None of them is constitutive.
Keep the list at three, because the third item is where the whole section happens.

3.3.2 The data-flow test

Here is the definition this book uses from now on. It comes from a categorical review of twins in
manufacturing, which noticed that authors were writing digital model, digital shadow and digital
twin interchangeably while meaning systems whose data moved in quite different ways, and gave
each of the three its own name [51]. Trace the data. Ask about each direction separately, and
ask whether the flow is automated or needs a person to carry it. In particular, look at the flow
back: in two of the three classes it exists, and the only thing that separates them is who carries
it.

Digital model (DM). A physical twin and a digital object both exist, and there is no
automated data flow in either direction. All exchange is manual: a change of state
in the PT has no direct effect on the DO, and a change in the DO has no direct effect
on the PT.

Digital shadow (DS). The flow from the PT to the DO is automated; the flow back
isnot. When the PT’s state changes, the DO follows on its own — but whatever travels
from the DO back to the PT is carried by a person.

Digital twin (DT). The data flows are automated in both directions. The PT changes
the DO, and the DO changes the PT.

Pause on the shadow’s return path, because it is the part most often drawn as missing. It is
not missing. Somebody reads what the shadow shows and does something to the PT, or nobody
would pay for the shadow; the flow from DO to PT is real, and a person is the channel. What the
shadow lacks is the automated version of that flow, and that single word is the whole distance
to a twin.

The split has been picked up widely enough that you will meet it under several phrasings,
and they agree. One restatement puts it as manual exchange in both directions being a model,
automatic physical-to-digital transfer with no reaction from the digital side being a shadow, and
bilateral communication being a twin [88]. Another supplies the everyday instances this chapter
will lean on: a computer-aided design (CAD) model of a car is a digital model, the mileage and
speed on the car’s dashboard are a digital shadow, and a twin needs the automated flow back [60].
An architecture-pattern catalogue frames the same three as design alternatives — data moved by
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manual intervention; sensors providing the automated flow inward; the two objects connected
in both directions [56] — and a reproducibility study restates them as the standard subcategories
by level of integration with the PT, noting in passing that the firms it studied mostly ran the first

o [31]. That much agreement across independent groups is why this is the definition worth
memorising. Figure 3.2 is the whole distinction on one page: three pictures that differ only in
which arrows are automated.

- a person no automated flow either way; whatever
moves, somebody carries

(a) digital model
readings
PT > automated flow inward; the return
<« erson exists, and a person carries it
(b) digital shadow
readings
PT > DO automated flow both ways; the DO
= 5 knows and acts
commands
(c) digital twin

Figure 3.2: The data-flow test. The three classes differ in nothing except which arrows are auto-
mated - not in fidelity, not in cost, not in how impressive the visualisation is. In (b) the return
arrow exists and a person carries it; the automated version of that same arrow, in (c), is the
subject of the rest of this section.

Note what the figure does not show, because that is the point of drawing it. There is no
axis for model quality, no axis for how much data is collected, and no axis for how good the
dashboard looks. A crude two-parameter model with both arrows automated is a twin. A pho-
torealistic three-dimensional replica fed by a thousand sensors, whose only way back to the PT
runs through a person, is a shadow.

3.3.3 The two-question test

Reduced to something you can run in a meeting:

Q1. Does the physical twin's state reach the digital object
without a person carrying it?
no -> DIGITAL MODEL. Stop.
yes -> go to Q2.

Q2. Does the digital object's output reach the physical twin
and change what it does, without a person carrying it?
no -> DIGITAL SHADOW. The return flow, if any, is
carried by a person.
yes —> DIGITAL TWIN.

Three properties of this test are worth naming, because each is a place people get it wrong.
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It is about flows, not about sophistication. A digital object running a coupled multi-
physics simulation, fed by hand from a spreadsheet once a month, is a digital model. A two-
parameter drying model fed automatically from a soil probe and wired to a relay is a digital
twin. The test is indifferent to how impressive the software is, which is exactly why it is useful:
sophistication is what vendors compete on, and it tells you nothing about what the system will
do.

“Without a person carrying it” is the load-bearing clause. The Misconceptions section
works through the case where a person is in the loop, because it is the question that comes up
most and the one where the honest answer is the least comfortable.

It classifies a deployment, not a product. The same codebase can be a shadow in one
installation and a twin in another, if the second enables an output path the first does not. Classify
what is deployed.

3.3.4 Why the line is drawn here

A student is entitled to ask why automated bidirectionality is the line, rather than fidelity, or real-
time-ness, or having a physics model. Three reasons, in increasing order of practical weight.

It is checkable. You can answer both questions by reading a network diagram and a deploy-
ment configuration. You cannot answer “is the model faithful enough?” that way; that takes a
measurement campaign and a later chapter.

It is where the risk changes. A shadow that is wrong displays something false. A twin that is
wrong does something false. That is a different class of failure, and the next subsection is about
what it obliges you to do.

It is where the cost changes. Everything in the digital-to-physical direction - authorisation,
command validation, rate limiting, interlocks, rollback, an audit trail, a safety case - is work a
shadow never has to do. Crossing the line is not one more feature. It is a different project.

With that, Chapter 1’s loose working sentence is retired and replaced:

Digital twin. A digital object paired with a specific physical twin, where data flows
automatically in both directions — physical to digital, and digital back to physical.

Chapter 1’s sentence is not deleted, it is demoted. It described what a twin is for. This one
states what makes it a twin rather than a shadow. The book uses both, at different jobs: the
earlier sentence when arguing value, this one when classifying a system.

3.3.5 The return arrow is a control loop

Look again at panel (c) of Figure 3.2. Readings go up; commands come down; the commands
change the PT; the next readings reflect the change. That is a feedback loop, and a twin is one by
construction. The engineering-of-digital-twins literature names the difference between a twin
and a shadow in exactly these terms: a twin can support reconfiguration of the PT with some
degree of autonomy, which is what lets the PT respond to changes in its environment, and the
open problem is how to close the loop well [89]. The same loop appears in the self-adaptive-
systems reading of twins: the DT monitors the physical system, updates its internal model of it,
and adjusts it through controllers to hold given requirements — the twin as the managing system,
the PT as the managed one [54].

Two things follow from reading the return arrow as control rather than as “output™.

The first is an ordering. You build enough confidence in the twin’s picture to trust conclu-
sions drawn on it, and only then let it inform decisions that change the real world - and only
where that trust has been earned [47]. Shadow first, twin second, is not timidity; it is the order
in which the evidence arrives.
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The second is that the return arrow carries obligations the inward arrow never did. Figure 3.3
draws the loop as the rig will run it, and puts a box on the return path that panel (c) of the earlier
figure left out: the command path, the checks a command passes before it reaches the PT. The
US National Academies’ report on twins makes the same point from the definition side: the
bidirectional interaction may run in real time, as for an autonomous vehicle, or slowly, as for
post-flight updating of an engine twin, and the decision at the end of it may be automatic or
have a human in the loop - but it is always a decision that acts [90].

i Refuse i
: keep last safe i
! schedule, alert i

A
i a check failed
I
Command path .
. H command Decide
authorised? — q - hedul
fresh? capped? a dose Vv, a scnedquie
lPUT
Physical twin State and model
_
pot, pump, controller readings m, d, g, m

Figure 3.3: The twin as a control loop. Readings travel up the right-hand side, a decision comes
back down the left, and everything in the command-path box is work a shadow never had to do.
The dashed branch is what the twin does when a check fails.

Table 3.1 is the ledger of what changes. Read it as the scope difference between two quotes
for the same rig.

Table 3.1: What changes when the loop closes. Every row of the right-hand column is an obli-
gation the left-hand column never had.

Digital shadow Digital twin

Worst case if the ~ Displays something false Does something false

model is wrong

Who is The person who acted Your software

accountable for

an action

Command path None Authorisation, validation, rate
limits, caps, interlocks

Reversibility Not applicable Must be designed for; some actions
cannot be undone

Staleness Shows an old number Acts on an old number; needs a
bound

Concurrency Not applicable Another writer may be changing

the same state
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Digital shadow Digital twin
Testing Against recorded data Against the PT, or a trusted
stand-in for it
Failure of the Stale display; degrade gracefully Must fail safe, which you have to
connection define
Credibility Useful Mandatory
evidence

The row to read first is the top one, because every other row follows from it. Once the worst
case is “does something false”, accountability moves from a person to your software, and the com-
mand path, the staleness bound, the fail-safe behaviour and the credibility evidence all arrive at
once. Four consequences for how you work:

+ The safety question becomes yours. Before writing the command path, write down the
worst thing the twin can command and what physically prevents it. Often the right answer
is a limit in the controller’s firmware that the twin cannot raise, rather than a check in the
twin.

* You need a state you can trust, not only data you can read. A shadow can be sloppy
about whether its state estimate is right, because a person reads the number and applies
judgement. A twin cannot.

« The failure modes are new, not merely worse. A shadow has one interesting failure:
it stops updating. A twin adds commanding on stale state, commanding on a diverged
model, commanding while a person is also commanding, partial command delivery, and
the loop oscillating because the twin’s action changes the reading that triggered it. All of
these are ordinary distributed-systems problems wearing physical consequences, which is
good news for a reader with your background.

« The incremental path is the normal path. Model, then shadow, then twin is a sensible
order, and each stage pays for the next. It is Chapter 1’s lean argument in this chapter’s
vocabulary.

3.3.6 Other definitions you will meet

You will be handed definitions that are not this chapter’s. Three are common, and the profes-
sional move is to reconcile them with the data-flow test rather than argue, because they are
mostly answering different questions.

The aerospace one. NASA’s, from a 2010 roadmap, is quoted across the literature in its own
words: a twin is “an integrated multiphysics, multiscale, probabilistic simulation of an as-built
vehicle or system that uses the best available physical models, sensor updates, fleet history, etc.,
to mirror the life of its corresponding flying twin”, as reproduced in [48]. It is optimised for a
domain where being wrong kills people and where the twin’s job is life prediction on one air-
frame. Note “as-built” and “its corresponding flying twin”: the referent is specific, which agrees
with this chapter. Read it as a description of the high-fidelity end of a spectrum, not as the entry
requirement; applied as an entry requirement, almost nothing in industry qualifies, including
systems that are unambiguously twins by the data-flow test and are paying for themselves.

ISO 23247’s. The manufacturing standard defines a twin as a “fit-for-purpose digital repre-
sentation of an observable manufacturing element with a means to enable convergence between
the element and its digital representation at an appropriate rate of synchronization” [91]. Three
phrases are doing work. Fit for purpose is Chapter 1’s fidelity principle in standards language,
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and the standards analysts say as much [87]. Observable rules out twinning what you cannot
measure. An appropriate rate of synchronisation is the staleness row of the table above, pro-
moted to the definition. The standard’s “observable manufacturing element” is this chapter’s PT
under another name, and a recent survey lines the two vocabularies up side by side [60]. Take it
as a refinement of the data-flow test that adds a rate question, not as a rival.

The consolidated academic one. A generalisation exercise across published definitions
proposes a twin as “a virtual representation of a physical system (and its associated environment
and processes) that is updated through the exchange of information between the physical and
virtual systems”, and shows how many different words the literature uses for each of those four
parts — “counterpart”, “mirror”, “clone” for the representation; “asset”, “process state”, “vehicle”
for the physical system [92]. It is the most compatible of the three and the least operational:
“exchange of information” is the data-flow test’s axis stated without a direction, so it will not
settle an argument about a dashboard.

Table 3.2 puts the three beside the test this book uses, on the one question a project manager
will actually ask.

Table 3.2: Four definitions on one question. The row that answers it is the row this book uses,
and that is the only reason it was chosen over the others.

Definition Asks Answers “is my dashboard a twin?”
Data-flow test Which directions are automated? Yes — and the answer is no
(this book)
Aerospace How faithful, on a specific as-built Not directly; sets a high bar
article?
ISO 23247 Fit for purpose, and synchronised Partly; adds a rate question
fast enough?
Consolidated Is information exchanged? No; the direction is unspecified
academic

The pattern to read off the table is in the last column: only the first row gives a yes-or-no
answer that two engineers could check against a deployment diagram. The others are not wrong.
They answer questions about fidelity, purpose and exchange that this book takes up later, one
chapter at a time.

3.4 Non-Physical Systems

Everything so far has had a pot, a pump or an airframe at the end of the arrows. The word
“physical” in physical twin invites that reading, and for most of this book it is the right one.
But the two-question test never mentions matter. It asks whether state reaches the digital object
without a person carrying it, and whether the digital object’s output changes the referent without
a person carrying it. Anything with a state that changes over time and can be observed and acted
on can stand in the PT’s place. This section walks through three families of such referents that
a software engineer will meet, and shows that the test survives each move unchanged.

The literature has already made the move. A vision paper on how twins evolve prefers the
phrase actual twin for the object, system or process a twin represents, precisely so that “physi-
cal” stops doing work it was never meant to do [34]. An earlier survey says the real twin may be
physical or conceptual, and lists humans, urban buildings and industrial or business processes
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among the referents alongside vehicles and manufactured products [52]. This chapter keeps
writing PT, because the book has used it for two chapters and the rig is a real pot, and reads it
broadly from here on. Figure 3.4 shows the shape the rest of this section fills in: the same loop
three times, with a running service, a hospital ward and a city in the PT’s slot, and the class
decided each time by who carries the return arrow.

A running service ] telemetry s DO both automated:
a twin,
thin model

queues, errors,
. -
versions roll back, scale [

thresholds, a model

(a) software system

A hospital ward ] records DO return by
beds, arrivals S a planning model a person:
a planner acts a shadow
(b) process
A city’s mobility ] SCNSots DO return by
people, vehicles €mm e a federation people:
’ policy of models a shadow

(c) organisation

Figure 3.4: Three non-physical referents in the physical twin’s slot. The inward arrow is auto-
mated in all three; only in (a) is the return arrow automated too, so only (a) is a twin.

3.4.1 Software systems

A running software system has state — queue depths, error rates, deployed versions, the config-
uration in force - that changes minute by minute and is observed through telemetry. It also has
levers: a deployment can be rolled back, a feature flag flipped, a replica count raised. So the two
questions apply. A dashboard of a service’s metrics is a digital shadow of that service, by exactly
the argument the Misconceptions section makes for a car’s dashboard. An autoscaler that reads
the same metrics and changes the replica count is, structurally, a digital twin of the service —
though a very thin one, because its “model” is a threshold rather than a prediction.

Two published lines of work make this concrete. The first turns the telescope around and
applies twins to the software engineering process. A recent position paper starts from how much
of a team’s DevOps activity is now recorded as data, asks what a rich enough model of that record
would be, answers that it would be a twin of the software engineering process itself, and rests
the answer on the same data-flow model this chapter uses: the twin would sense data from the
process, reason about it with internal models, and act on the process, for instance by suggesting
code improvements [93]. Run the test yourself. Sensing from the pipeline without a person
carrying it: yes. Acting on the process without a person carrying it: if the twin opens the pull
request and a human merges it, that is a shadow with a human-in-the-loop actuation path, and
the paper’s own vocabulary lets you say so.

The second line runs the other way and treats the twin as software to be operated. One group
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states it as a definition — what a twin is, to them, is a piece of software: one that uses models and
data about a cyber-physical system to represent, predict and prescribe its behaviour for a specific
purpose, used at operations time as the counterpart of the design model used at development
time [94]. Under the name TwinOps, others proposed unifying model-based engineering, twins
and DevOps in one workflow for cyber-physical systems, on the grounds that DevOps already
covers the path from development through integration to run-time monitoring and improve-
ment [95]. The point for this chapter is the one that a software engineer will find comfortable:
whatever the referent, the digital object is a service, it is built, deployed, monitored and changed
like one, and its classification says nothing about how it should be shipped.

3.4.2 DevOps for a building’s twin

The DevOps thread reaches physical referents too, and a building is the instructive case because
a building is physical, large and slow, and its twin is neither. A framework for the engineering of
twins of built assets — a multi-functional room, a climatic chamber - starts from the observation
that a twin is complex software that must be continuously modified to meet evolving require-
ments, and supplies the continuous-integration and continuous-delivery infrastructure to do so
[96]. A campus twin from another group brings a university’s buildings, their day-to-day run-
ning and what-if simulations under one roof, and makes a point this chapter needs: the fixed
description of a building has long lived in its information model, while the live feeds from its
sensors and its automated controls have had nowhere to live and nobody acting on them [97].
Run the test on that campus twin: sensors deliver state automatically, so Q1 is yes; whether any
setpoint is written back without a person decides Q2, and the paper describes a preliminary plat-
form focused on energy use, which reads as a shadow. Two things to carry away. A building’s
twin is a software product with a release cadence measured in weeks, wrapped around a referent
whose own changes are measured in decades. And DevOps applied to the twin’s software is a
different thing from a twin of a DevOps process: the same practice, pointed at different referents,
and the test tells them apart.

3.4.3 Processes, organisations, cities

The widest move is to a referent with no fixed hardware at all. A hospital’s patient flow is a
process: patients arrive, need beds, are discharged, and the ward’s state is a set of occupied and
free beds that changes hourly. A twin built at the University of Oslo turns that stream of arriving
patients into a stream of optimisation problems, solved by a constraint solver over an executable
formal model, to plan ward needs and explore what-if scenarios [98]. A related effort mirrors
a hospital’s operating suite — rooms, resources, staff — as an ecosystem of twins integrated with
the hospital’s legacy systems through a healthcare data standard [99]. Neither has a pump. Both
have a referent with observable, changing state, both read that state automatically, and both
hand their output to a planner, which by the test makes both shadows with a human-in-the-
loop actuation path. That is not a criticism,; it is the correct class for a system whose actuator is
a hospital administrator.

The same holds one level up. A supply chain is a network of organisations, and twins of sup-
ply chains let managers build alternate realities of their network and explore its vulnerabilities, a
digital form of wargaming for resilience [2]. A city’s mobility is travellers, their vehicles and the
roads and rails under them, all at once, and one federation of twins built to weigh up interven-
tions in it was shaped by a plain fact: automating such decisions conflicts with how planning is
actually done - so it keeps human-in-the-loop control throughout and writes down which steps
are automated and which are human decisions [100]. That last design choice is the Misconcep-
tions section’s argument arriving from the other direction: when the referent is a society, the
person in the loop is a requirement, not a gap.
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3.4.4 What the move costs

Widening the referent costs nothing at the level of the test and a great deal at the level of the
model. A pot’s state is one number from one probe. A hospital ward’s state is hundreds of
records in a legacy system, some of them wrong. A city’s is contested. The National Academies’
definition of a twin explicitly covers “the engineered world, natural phenomena, biological enti-
ties, and social systems”, and in the same breath insists on predictive capability: a twin “must be
able to issue predictions beyond the available data to drive decisions” [90]. The less the referent
resembles a machine, the harder such a prediction becomes to make, and to believe, and the
more often a working system’s honest class turns out to be shadow. Keep the two facts separate.
The test does not care what the referent is made of. The model does.

3.5 Types of Digital Twins

Once the referent can be anything with observable state, it helps to have names for the kinds of
referent people actually twin. The literature has several such schemes. One review catalogues
two: a shop-floor scheme of product, process and operation twins, and a more general one of
object, process and phenomena twins [101]. Another review’s definition admits three kinds of
referent at once: something made, something offered or something done — product, service,
process [21]. This section uses six labels that cover what a software engineer will meet — product,
process, lifecycle, biological, ecological, sociological — and makes one point about all of them
before it starts.

Every one of these is orthogonal to the data-flow test. A type names what is twinned.
The test names how data moves. A product twin can be a model, a shadow or a twin; so can a
process twin; so can a twin of a lagoon. The professional sentence states both: “a process twin
of the ward, currently operating as a shadow.” That sentence is precise, and it is the kind of
sentence that ends a circular meeting. Figure 3.5 draws the relationship: six kinds of referent on
the spokes, one test at the hub.

Product Process
this pump, a ward’s pa-
this pot tient flow
Lifecycle The two questions Biological
one thing, <+—| Q1I: automated in? |<«—>| one patient’s
all phases Q2: automated out? glucose
Ecological Sociological
a lagoon, a city’s travellers

the Earth

each spoke can be a model, a shadow or a twin; the hub decides which

Figure 3.5: Six kinds of referent, one test. Whatever sits on a spoke, the two questions at the hub
decide whether it is a model, a shadow or a twin.

Product twins. The referent is one manufactured thing: this pump, this turbine, this air-
frame. The rig’s plant twin is a product twin in this sense - the referent is one pot — and so is every
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twin the aerospace definition had in mind. The observable state is the thing’s condition; the re-
turn arrow, if there is one, changes how the thing is operated or maintained. Most of Chapter
1’s deployment families were product twins.

Process twins. The referent is an activity with a beginning and an end that repeats: a pro-
duction line’s cycle, a fermentation, a surgery’s turnaround, a patient’s stay. The standards an-
alysts note that a twin can be created for processes as well as products, with simulations run
on real-time process data [87], and the hospital twins of the previous section are process twins.
Their state is a schedule or a queue rather than a temperature, and their actuator is usually a
person, which is why they classify as shadows so often.

Lifecycle twins. The referent is one thing followed across the phases of its life rather than in
one of them. A review of twins along the product lifecycle splits that life into design, production,
use and disposal, and finds that most published twins live in the middle two phases, as prototypes
focused on real-time observability, with the design and disposal phases still thin [102]. Two
complications make lifecycle twins harder than they sound. The referent itself has phases — a
machine in commissioning sends telemetry at a different rate and range than one in service, and
a twin that does not model those phases may read an expected change as a failure [81]. And the
twin has a life of its own that must be kept in step with the referent’s; the engineering literature
treats that continuous, mutual evolution as the core problem of building twins at all [34]. The
same idea reaches software: a twin could accompany a software system through its own life
cycle, and with a product line there could be one twin for the reference design and one for each
product built from it [103].

Biological twins. The referent is an organism or part of one, most often a patient. The
claims here run ahead of the deployments, and a careful reader should hold the two apart. On
the deployment side, a roadmap for immune-system twins points to twins of the human heart
in diagnosis and to the artificial pancreas, which manages insulin for Type I diabetic patients, as
operational medical twins [104]. Run the test on the artificial pancreas: a glucose sensor delivers
state automatically, a model decides a dose, a pump delivers it. Both arrows automated, one spe-
cific patient. It is a digital twin by this chapter’s definition, and it is one of the few in medicine
that is. On the aspiration side, a European position paper sets out a Virtual Human Twin in-
frastructure for developing and validating healthcare twins and for personal health forecasting
[44], and a perspective on personalised medicine argues that data-driven methods alone cannot
deliver it and must be complemented by model-driven patient twins [105]. The data caveat is
severe: twins that track a person’s health over time need longitudinal data, which is scarce, frag-
mented across institutions and noisy [14]. Most of what is called a patient twin today is, by the
test, a digital model or a shadow, and the perspective papers say as much between the lines.

Ecological twins. The referent is an ecosystem or the planet. A marine twin of a Mediter-
ranean coastal lagoon models the lagoon’s ecosystem, uses learned models to emulate its hy-
drology, and runs hypothetical scenarios for managers, motivated by human and climate pres-
sures on the coast [106]. At the largest scale, the European Commission’s Destination Earth
programme is building a high-precision twin of the Earth system for climate adaptation and
disaster-risk management, one of several scientific twin initiatives that have followed the con-
cept out of industry into Earth-system science and biomedicine [107]. A collection of commen-
taries on Earth twins adds the sobering condition: to be more than big-data atlases, such twins
need a new Earth-system simulation and observation capability, and they must model the Earth
and the humans acting on it together [108]. Apply the test and the answer is instructive. Ob-
servations reach the digital object automatically, so Q1 is yes. Nothing the digital object outputs
changes the ocean without a person, so Q2 is no. A twin of Earth, in this chapter’s vocabulary,
is a very large digital shadow whose only actuator is policy — and its designers know it, which is
why the human-interaction problem is the one they name.

Sociological twins. The referent is people in the aggregate: a city’s travellers, a supply
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network’s firms, a hospital’s staff. The urban-mobility federation of the previous section is the
clean example, and its defining design decision — human-in-the-loop control throughout, with
the automated and human steps written down [100] - is the right one for a referent that can
read the twin’s output and change its behaviour in response. The mobility twin from another
group goes one step further and gives the human a twin of their own, a Human Digital Twin that
classifies driver type and feeds a personalised cruise controller, alongside twins of the vehicle
and the traffic [109]. When the human is the referent, the return arrow is a recommendation,
and a recommendation a person may ignore is, by the test, a person carrying the flow.
Table 3.3 collects the six, with the one question to ask of each.

Table 3.3: Six kinds of referent. The last column is what the test usually returns for published

systems of that type; none of the types forces a class.

What the inward Class most often
Type Referent arrow carries Usual actuator met
Product one condition, load, acontrollerora  shadow or twin
manufactured position maintainer
thing
Process one repeating schedule, queue, a planner shadow, human
activity cycle time in the loop
Lifecycle one thing across  phase, varies by phase model early,
its phases configuration, shadow later
history
Biological one organism or  physiological a clinician; rarely model or
organ signals a device shadow; the
artificial
pancreas is a
twin
Ecological an ecosystem, observations, policy shadow
the planet satellite data
Sociological people in the movements, the people shadow, human
aggregate transactions themselves in the loop

Read down the last column and one pattern stands out: the further the referent is from a
machine with an actuator, the more often the honest class is shadow. That is not a failure of the
field. It is the test doing its job, and telling you where a person still has to stand.

3.6 Misconceptions on Digital Twins

Negative definitions teach faster than positive ones, because the reader arrives with the wrong
ones already installed. Five things a digital twin is not, each with the tell that exposes it.

3.6.1 Not a3D model

Geometry is a representation of shape. A twin is about state and behaviour. The two get conflated
because twin marketing is visual, and a rendered plant floor photographs better than a residual
plot. Visualisation is genuinely valuable: a good picture shows a person a shape in the data that
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a table of numbers hides - a drift, a repeating pattern, two channels moving together — and with
it the trouble that shape may be announcing; the useful forms run from plain charts through
animated schematics to three-dimensional scenes [110]. Note the verb: it presents. Presentation
is a service the twin offers, and a later chapter covers it properly. It is not the twin.

The tell: ask what happens if you delete the geometry. If the twin still answers its questions,
the geometry was a view. If the whole thing stops, you had a Computer-Aided Design (CAD)
model with a data feed — which the taxonomy’s own examples file under digital model when the
feed is manual and shadow when it is not [60].

3.6.2 Not a monitoring dashboard

Chapter 1 said, of the monitor pattern, that many systems sold as twins stop there. Settling
whether that counts:

A monitoring dashboard is a digital shadow, not a digital twin.

Run the test. Q1: does the PT’s state reach the digital object automatically? Yes; that is what
a dashboard is. Q2: does the digital object’s output change what the PT does, without a person
carrying it? No. A dashboard’s output goes to a human retina. Digital shadow. The taxonomy’s
own illustrative shadow is exactly this — the mileage and speed on a modern car’s dashboard
[60].

Three things follow, and the third is the one that matters commercially. This is not an in-
sult. Chapter 1’s worked example, the dosing-rig fault detector with a nine-month payback, is a
shadow. Shadows earn money, and reviews of the field consistently find more published work on
models and shadows than on twins proper [51]. One review went further and measured it: over
half of the papers it examined described a model or a shadow while claiming a twin, so it dis-
tinguishes the claimed twin, the described twin and the actual twin, and finds that most claimed
twins are, in their case studies, models or shadows [101]. But you must not sell a shadow as the
other thing. The category difference is real, the customer’s expectation attaches to the word, and
the gap is exactly the right-hand column of the obligations table. And the honest sentence is short.
“This is a digital shadow. It will tell you within a check interval that a dose did not land. It will
not reschedule the dose. Making it do so is a separate increment, and here is what that costs.”

3.6.3 Not a twin because a human acts on it

The hard case. A shadow detects the fault, raises an alert, a technician reads it and edits the
watering schedule. The loop is closed — through a person. Twin or shadow?

By the data-flow test, shadow. The test says “without a person carrying it”, and a person
is carrying it — which is not a loophole but the definition: a shadow’s return path is the one a
person carries.

That answer feels legalistic, so here is why the line is drawn where it is, which is the part
worth learning. When a human is in the loop, the human applies judgement the digital ob-
ject does not have and rejects commands that are plainly wrong; the system’s response time is
bounded by human availability - shifts, weekends, holidays — and that bound is usually the thing
being bought; and accountability rests with an identified person. Remove the human, and all
three move into your software. Those three differences are not vocabulary. They are the differ-
ence between two systems with different failure modes, different response times and different
liability, and the test tracks that difference under a word that sounds pedantic.

Be precise rather than dogmatic. A survey of twins used for Al simulation sorts what it found
into three styles — twin, shadow and human in the loop - and reports that the autonomous style
dominates, with a minority where a person supervises or acts [111]; a mobility twin has been
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demonstrated with the driver deliberately kept in the loop and given a twin of their own [109];
and one of the taxonomy’s own restatements observes that unless a twin is fully autonomous,
humans will need to interact with it [88]. The professional formulation is therefore not “that is
only a shadow” but “a digital shadow with a human-in-the-loop actuation path” - which
says exactly what exists, credits what it delivers, and makes the remaining gap to a twin visible.

3.6.4 Not a simulator

The first section covered the vocabulary; here is the operational tell. A simulator answers ques-
tions about a class of systems or a hypothetical one. A twin answers questions about this system,
the one on the desk, in the state it is in now. A simulator with no referent and no live data is
a digital model in this chapter’s sense, however good it is. The engineering literature’s warning
bears repeating — a model plus a run of it is still not a twin [45] - and the standards analysts
agree on where the line falls: in the live measurements and the path back to the sensors, not in
the model [87].

A crisp diagnostic: ask which physical object would have to be destroyed for the soft-
ware to become meaningless. If there is no such object, you do not have a twin. This is not a
criticism of the simulator, which is usually the most valuable asset the project has and the thing
a twin gets built around.

3.6.5 Not a data lake, and not a machine-learning model

Storage is not a twin: a historian holding five years of readings has no model, so it cannot answer
a question about a state that was never measured. A trained network is not a twin either: itisa
model, one candidate for the model slot inside a twin, and a later chapter covers what changes
when a learned model sits there instead of the pot’s two equations.

The general form of all five: each names a component or a service of a twin and mistakes it
for the whole. Geometry, the dashboard, the simulator, the store and the learned model are all
things twins contain. None of them is what makes the thing a twin. The connection is.

3.7 Classification of the Plant Demonstrator

Chapter 2 put the rig on the desk and wrote down its model. This section classifies it - at four
stages of its life, with the reasoning at each step, using nothing but the two-question test and the
rig’s own API. It is the chapter’s fully worked example; the Faded Examples section then takes
the scaffolding away.

Two facts from the previous chapter carry the argument. The PT is the pot, plant, soil, pump,
tubing and the Raspberry Pi controller. The controller exposes a REST API on port 8099 whose
endpoints include:

GET /sensing/{unit}/{parameter} readings; limit, since_timestamp
GET /actuation/{unit}/watering_events doses delivered

GET /actuation/{unit}/show_schedule the schedule now in force

PUT /actuation/{unit}/update_schedule replace the watering schedule

Hold that list in view. The classification boundary of this entire chapter runs between the
third line and the fourth.

The pot-and-pump setting is a recognised exemplar for exactly this kind of reasoning. A
published greenhouse twin has, on its physical side, potted plants with probes in the soil and
pumps to water them, and on its digital side a loop that both steers the pumps and keeps the
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twin’s own models honest [53]; the same group’s later work on the same rig reads the twin and
its physical counterpart together as a self-adaptive system in which the twin monitors, updates
its model, and adjusts the physical system through controllers [54]. The rig in this book is a
smaller member of that family. Nothing below is a toy argument about a toy.

3.7.1 Stage 0: today, as shipped

What exists. The controller samples its sensors, writes readings to the time-series database on
the Raspberry Pi, and fires the pump on a fixed daily schedule. Nothing else.

Classify it. The trap here is to call the controller’s database a digital object and start answer-
ing Q1. Itis not one. Recall the three ingredients: the PT is the pot, plant, soil, pump, tubing and
the controller. The controller’s own logging is the PT keeping records about itself, the way a car’s
odometer is not a twin of the car.

Verdict: no digital object at all. Not a model, not a shadow, not a twin. This matters more
than it sounds. A project that starts here and believes it is starting at “shadow” underestimates
itself by an entire increment of data-engineering work.

3.7.2 Stage 1: a model in a notebook

What exists. You export a few weeks of readings, fit the two parameters d and g of the pot’s
model in a notebook, and produce a chart of predicted against measured moisture. You do this
by hand, once. The simulation worked in the first section - m(0) = 44 at 06:00, one dose, a
predicted m(12) = 42 at 18:00 - is exactly what this notebook draws, against the reading the
probe actually gave.

Run the test. Q1: does the PT’s state reach the digital object without a person carrying it?
No. You carried it, by exporting a CSV.

Verdict: digital model. A useful one. It is where you discover whether a two-parameter
model can represent this pot at all, which is the cheapest thing to find out early and the most
expensive to discover at Stage 2. Note that this stage is neither free nor skippable, and that its
output is knowledge rather than software.

3.7.3 Stage 2: the fault detector

What exists. A service that every T, hours calls GET /sensing/plant_1/moisture and GET
/actuation/plant_1/watering_events, steps the model forward, computes the residual r =
m — Mgy, and raises an alert when a scheduled dose produces no rise in the reading. This is the
previous chapter’s diagnose increment: the reading that arrives after a dose is compared with
the reading the model expected, and a residual that stays positive says less water is arriving than
was asked for.

Run the test. Q1: state reaches the digital object automatically? Yes. The polling loop,
over HTTP, with no person in it. Q2: does the digital object’s output change what the PT does,
automatically? No. The output is an alert to a technician, who reads it and, if the pot is dry, edits
the schedule by hand. The return flow exists; a person carries it.

Verdict: digital shadow.

Sit with that for a moment, because it is the most important sentence in this chapter:

The payback-positive first increment is not a digital twin.
That is not an embarrassment and not a bait-and-switch. It is the normal, correct shape

of a first increment, and it is why the Misconceptions section insisted that calling something a
shadow is not an insult. It also means that if the project was sold as “we will build you a digital
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twin”, Stage 2 does not deliver what was promised — while delivering exactly what was valued.
Catching that mismatch at the kickoff rather than at the acceptance review is the practical payoff
of this whole chapter.

The technician’s edit is the loop closing through a person, and it is what makes Stage 2 a
shadow rather than a twin. The Misconceptions section gives you the precise phrase for it, a
digital shadow with a human-in-the-loop actuation path.

3.7.4 Stage 3: closing the loop

What changes. One thing. The service stops sending an alert and starts calling
PUT /actuation/plant_1/update_schedule

with a schedule it computed itself - the target-moisture rule of the previous chapter, V' =
min(Vyax k (m, —m)), wrapped as a one-event schedule.

Run the test. Q1: yes, unchanged. Q2: yes. The digital object’s output now reaches the PT
and changes what it does, with no person in the path.

Verdict: digital twin. The whole chapter, in one HTTP verb.

That is deliberately anticlimactic, and the anticlimax is the lesson: the categorical difference
isasmall change in the data path and a large change in everything around it. Walk the obligations
table against this one call and the size of the real change appears.

« Worst case. The model diverges, the twin concludes the pot is dry, and it writes a schedule
with a large dose every hour. What physically stops it? Today, nothing but the water tank’s
volume. The cap V. in the twin helps; a hard cap on total daily dose belongs in the
controller, because the twin is the component whose correctness is in question.

« Authorisation. The endpoint accepts a PUT from anything that can reach port 8099. That
is acceptable for a shadow that never calls it. It is not acceptable once a program calls it
unattended.

« Staleness. The since_timestamp parameter on the sensing endpoints lets the twin know
how old its state is. A twin must refuse to command on state older than some bound, and
the bound follows from the decision — doses are hours apart, so a bound well inside one
check interval — not from the phrase “real time”.

« Concurrency. update_schedule replaces the schedule. If a technician edits it while the
twin also writes, the last writer wins, silently. In a shadow this cannot happen. In a twin
it is a data race with a plant at the end of it.

« Reversibility. A schedule can be rewritten. Water already pumped cannot be unpumped.
Design the command path around the irreversible half.

Notice that none of those five is a modelling problem. All five are distributed-systems prob-
lems - authorisation, staleness, concurrency, idempotency, blast radius — which is why the later,
architectural part of this book is the deep part for a reader with your background. The command-
path box of Figure 3.3 is where all five live.

3.7.5 The classification table

Table 3.4 collects the four stages, and Figure 3.6 draws them, so the shape of the climb is visible:
each stage adds exactly one arrow, and the last stage adds none - it automates the one a person
was carrying, and that alone changes the class to twin.



68 CHAPTER 3. MODEL, SIMULATION, SHADOW AND TWIN

Table 3.4: The rig at four stages. Between stages 2 and 3 neither the model nor the existence of
a return flow changes; only who carries that flow does.

Q1: Q2:
automated  automated
Stage What exists in? out? Class
0 Controller only, fixed no digital - none
schedule object
1 Hand-fitted modelina  no no Digital model
notebook
2 Polling fault detector; a  yes via a person Digital shadow
technician acts on its
alert
3 Detector writes the yes yes Digital twin
schedule with PUT
stage 0 stage 1 stage 2 stage 3
as shipped notebook detector closed loop
<_ _ _:
I I
person; poll i PUT
' |
E
alerty i
L a person i___:
none digital digital digital
model shadow twin

Figure 3.6: The rig’s climb. One arrow per stage; in stage 2 the return arrow already exists and
a person carries it. The jump that matters is from stage 2 to stage 3, where that arrow becomes
automated, and it is a jump in obligation, not in modelling effort.

Read the table’s second column against its last. The model at Stage 3 is the same two-
parameter drying model as at Stage 1. What changed is who is allowed to act on it, which is
why the obligations table is the expensive part of the picture rather than the box marked DO.

One last observation, and it is the rig’s own doing. Its documentation names two kinds of
user, and describes the second, the remote connecter, as either a person or a computer running a
digital twin. The PT was designed with the Stage 3 seam already cut. Recognising that seam in
somebody else’s system, before you write any code, is the skill this chapter has been teaching.
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3.8 Faded Examples

Same method, less scaffolding. For each system, name the PT, the digital object, answer Q1 and
Q2, and classify. The first is worked in full, the second is started and left for you to finish, and
the third is posed as a problem.

3.8.1 Example 1, worked in full: the hotel energy report

A hotel chain’s engineering team receives a monthly PDF comparing each hotel’s energy use
against a building-physics model of that specific building. An analyst exports meter data, runs
the model, and writes the report.

PT: one specific hotel building. Digital object: the building-physics model plus the exported
data. QI: does meter data reach the model automatically? No; an analyst exports it. Stop. Dig-
ital model. Note that the model is sophisticated and building-specific, and that changes noth-
ing: it is the first property of the two-question test, flows and not sophistication. Note also what
would change the answer. Wire the meters to the model and Q1 flips to yes: a shadow, with no
change to the model at all. Let the model write setpoints to the building’s heating controller and
Q2 flips too, and the obligations table arrives with it.

3.8.2 Example 2, one step left to you: the offshore turbine anomaly service

Vibration and temperature stream from an offshore wind turbine to shore continuously. A ser-
vice compares them against a model of that turbine and raises a work order in the maintenance
system when the residual exceeds a threshold. A planner schedules a vessel.

PT: turbine number 12. Digital object: the model, the streaming state and the anomaly ser-
vice. QI: yes; the stream is automatic.

Q2 is yours. Careful: the work order is automatic, and it does reach a physical outcome
eventually. Does it change what the turbine does without a person carrying it?

« (@) Classify the service and justify it in one sentence.

+ (b) The vendor calls it a digital twin. Write the two-sentence reply you would give the
customer that is accurate without being combative.

+ (c) Name the single change that would make the service a twin under the test, and one
thing that change would oblige the vendor to build that they do not need today.

Hint for (b): the Misconceptions section supplies a phrase that describes what exists without
conceding the label.

3.8.3 Example 3, posed as a problem: the datacentre cooling controller

Rack inlet temperatures stream to a service every second. The service runs a thermal model,
computes a set of fan speeds and chilled-water setpoints, and writes them to the building man-
agement system. Operators can override at any time but rarely do. Once a week the service
retrains its thermal model on the last week of data.

Classify it, unaided. Then answer two harder questions. Does the weekly retraining change
the classification? And if the operators exercise their override twice a year, does the system stop
being a twin on those two days?

3.9 Summary

Back to the objectives this chapter opened with.
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1. Model, simulation, simulator are three things. A description; one execution of it from
a start state; the software that executes it. The rig’s two equations are a model, the run from
m(0) = 44 to m(12) = 42 is a simulation, and the dozen lines that step it are a simulator.
The sentence that settles most arguments: a twin needs a referent, a simulation does not.

2. Classification is a question about data flows. No automated flow in either direction:
digital model. Automated physical-to-digital, with the return carried by a person: digi-
tal shadow. Automated in both directions: digital twin [51]. Two questions, answerable
from a deployment diagram, indifferent to how sophisticated the software is - and that
indifference is the feature.

3. The hard cases have answers. A dashboard is a shadow, and that is not an insult. A hu-
man closing the loop leaves it a shadow, best described as a digital shadow with a human-
in-the-loop actuation path. A simulator with no referent is a model. A referent need not
be a machine - a software process, a hospital ward, a city, a lagoon — and the test is un-
changed; only the model gets harder. Twins sort by referent into product, process, lifecycle,
biological, ecological and sociological types, and every type can be a model, a shadow or a
twin.

4. Crossing the boundary changes the project, not the feature list. The return arrow
is a control loop. A wrong shadow displays something false; a wrong twin does something
false. Authorisation, a staleness bound, concurrency, reversibility, fail-safe behaviour and
credibility evidence all arrive at once, in the command path, and trust is earned on the
shadow before the twin is allowed to act.

5. The rig classifies cleanly, and the result is uncomfortable in a useful way. Stage 0:
no digital object. Stage 1: digital model. Stage 2, the payback-positive fault detector: dig-
ital shadow. Stage 3: one PUT /actuation/{unit}/update_schedule makes it a digital
twin, and that single call drags five distributed-systems obligations in behind it.

The sentence to carry forward, and to say out loud at your next kickoff: “What we are
scoping is a digital shadow, and here is exactly what would make it a twin.”

3.10 Exercises

Solutions or hints follow the exercises; each says which. The objective each exercise serves is
given in brackets.

Exercise 1 (Objective 2, easy). Classify each, in one line, with the flow that decides it:
(a) a car’s dashboard showing speed and mileage; (b) a finite-element model of a bridge, run
once during design; (c) a thermostat that reads a room sensor and drives a boiler; (d) a weather
forecast.

Exercise 2 (Objective 1, easy). A colleague says “we already have the model of the pot,
so the twin is mostly done.” Name three distinct things that sentence might mean, and the one
question you would ask to find out which.

Exercise 3 (Objective 2, easy). The six value patterns are monitor, diagnose, predict, de-
cide, control and certify. For each, state the minimum class from this chapter that can deliver it,
and say which pattern is the first that requires a twin rather than a shadow.

Exercise 4 (Objective 3, medium). Complete Example 2 of the Faded Examples section,
parts (a) to (c).

Exercise 5 (Objective 3, medium). Do Example 3 of the Faded Examples section, includ-
ing both harder questions.

Exercise 6 (Objective 3, medium). A continuous-integration server runs a team’s test suite
on every commit, and a bot posts a comment on the pull request when a test that passed on the
main branch fails. Classify it. Then: the same bot is given permission to revert the commit
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automatically. What class is it now, and which three rows of the obligations table have now
become the team’s problem?

Exercise 7 (Objective 4, medium). For the rig at Stage 3, write the staleness rule: the
maximum age of the moisture reading at which the twin is still allowed to write a schedule, and
the reasoning that justifies it from the check interval T,.. State what the twin should do when
the reading is older than that.

Exercise 8 (Objective 4, medium). The Stage 3 discussion lists a data race: update_
schedule replaces the schedule, so a technician and the twin can overwrite each other. Pro-
pose two fixes — one purely in the twin, one requiring a change to the controller’s API - and say
which you would advocate and why.

Exercise 9 (Objective 3, medium). Pick one of the six types in the Types of Digital Twins
section and construct, in three sentences each, a system of that type that is a digital model, one
that is a digital shadow, and one that is a digital twin. The three should share a referent.

Exercise 10 (Objectives 2 and 4, hard). Take a system you have personally built or op-
erated that talks to hardware, or that acts on a running software system. Classify it with the
two-question test. Then: if it is a shadow, what exactly would closing the loop oblige you to add?
If it is a twin, which rows of the obligations table did the project actually discharge, and which
did it skip?

Exercise 11 (Objective 3, hard). The Digital Model to Digital Twin section claims the three
outside definitions “mostly answer different questions”. Argue the opposite: construct a concrete
system that one of the three would call a digital twin and the data-flow test would not, and say
which definition you would use in a contract and why.

Exercise 12 (Objectives 2 and 4, hard, open-ended). Your company is about to sign
a statement of work whose draft says: “The Supplier shall deliver a Digital Twin of the Cus-
tomer’s bottling line, providing real-time visibility and enabling optimisation of line perfor-
mance.” Rewrite that sentence as three numbered deliverables that are individually testable,
using this chapter’s vocabulary. At least one must be a digital shadow, at least one must state a
synchronisation requirement derived from a decision rather than from the phrase “real-time”,
and at least one must make explicit whether anything is written back to the line. Then write
the two sentences you would say when the customer asks why you replaced their sentence with
three of yours.

3.10.1 Solutions and hints

Exercise 1 (solution). (a) Digital shadow: automatic in, nothing automatic out; this is the
taxonomy’s own worked example [60]. (b) Digital model: no automated flow, and note that it
is also the most technically demanding item on the list, which is the first property of the test
again. (c) Digital twin, formally: sensor in, boiler command out, both automatic, one specific
room. If that feels wrong, the discomfort is informative. The test is about structure, not scale,
and a thermostat has the structure. What it is missing is any model beyond a setpoint, and how
good the model is belongs to the fidelity question, not to classification. (d) Neither: there is no
specific PT. The planet is not a serial number, and a forecast is a simulation. A twin of one
specific building, or of one specific lagoon, is a different matter.

Exercise 2 (hint). The first section. The three meanings are roughly: the two equations
on paper (a description); code that steps them forward on demand (an executable model, with
a simulator); and a calibrated executable model whose d and g have been fitted to this specific
pot. The question to ask: “can I call it with today’s readings and get an answer back for this
plant?” The workflow those three collapse — conceptual model, executable model, verification,
calibration - is the one the modelling-and-simulation literature lays out [48].

Exercise 3 (solution). Monitor: shadow. Diagnose: shadow. Predict: shadow; a forecast
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is still output to a person. Decide: shadow if it advises, twin if it acts, so the answer depends
on the deployment, not the pattern. Control: twin, by definition of the pattern. Certify: often
neither, since the PT may not exist yet, and a simulator with no referent is a digital model. The
first pattern that requires a twin is control. Worth noticing: four of the six patterns are deliverable
by a shadow, and the fifth sometimes is.

Exercise 4 (solution, then hints). (a) Digital shadow. The work order is automatic, but
it reaches a planner, not the turbine; nothing changes what the turbine does without a person.
(b) Hint: use the construction “a digital shadow with a human-in-the-loop actuation path”, then
say what it does deliver, which is genuine and valuable. Do not open by disputing the label.
(c) The change: the service commands the turbine directly, for example derating or stopping it.
New obligations include, at minimum, an authorisation path, a staleness bound and a fail-safe
behaviour when the link to shore drops — none of which a work-order-raising service needs,
because a planner supplies all three implicitly.

Exercise 5 (partial solution). Digital twin: setpoints are written automatically to the
building management system. On the harder questions: (i) weekly retraining does not change
the classification, because the test is about data flows between physical and digital, not about
how the model was obtained; it does change the credibility problem substantially, since a model
that changes weekly must be re-validated weekly. (ii) No. The classification describes the sys-
tem’s designed data paths, not each day’s events. An override is the human-authority mechanism
the obligations table says a twin needs; exercising it is the system working as designed, not the
system changing category.

Exercise 6 (solution). With the comment only: a digital shadow of the codebase-under-
test — state (test results) reaches the bot automatically, the bot’s output reaches a person. With
automatic revert: a digital twin, structurally; the bot’s output changes the referent without a
person. The three rows: worst case (a flaky test now reverts a good commit), concurrency (the
bot and a developer pushing to the same branch), and reversibility (a revert of a revert is not a
no-op once other commits have landed on top). Note that this is Exercise 1(c)’s thermostat in
software: the structure of a twin, a model no richer than a threshold.

Exercise 7 (hint). Doses are hours apart and the quantity the twin acts on changes on a
scale of hours, so a defensible bound sits well inside one check interval — an hour or two when
T. = 6 — and is justified from the interval, not from a preference. The second half is the more
important half: on exceeding the bound, the twin must not write, must leave the last known
good schedule in force, and must raise an alert. “Fail to the last safe state and tell someone” is
the general form, and it is the dashed branch of the control-loop figure.

Exercise 8 (hint). In the twin: read show_schedule immediately before writing and abort
if it is not what the twin last wrote — a compare-and-swap done badly, since it still races between
the read and the write. In the API: add a version or an entity tag to the schedule and have
the controller reject a PUT that carries a stale one. Advocate the API change: the race is in the
resource, and a fix that lives only in one client stops working the moment there are two. Put the
invariant where the state is.

Exercise 9 (hint). The easiest type is product. The same pump: its datasheet curve in a
spreadsheet (model); a vibration feed into an anomaly service that emails a technician (shadow);
the same service writing a speed limit to the pump’s drive (twin). Check that your three share
one referent and differ only in the arrows.

Exercise 10 (open). Assessed on whether the classification is justified from flows rather
than from what the system felt like, and on whether the second half names rows of the obliga-
tions table specifically rather than gesturing at “more testing”.

Exercise 11 (hint). The easiest construction uses the consolidated academic definition [92],
which requires only that information be exchanged and does not name a direction - so a rich
monitoring platform satisfies it and fails the data-flow test. A good answer then picks the data-
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flow test for the contract and says why: it is the one whose answer can be checked from a deploy-
ment diagram, and a contractual term that cannot be checked is not a term. A very good answer
concedes the cost: the test says nothing about whether the twin is any good, which is why the
contract also needs the credibility clauses a later chapter supplies.

Exercise 12 (hint). No solution, but a test. Read your three deliverables and ask, for each:
could two engineers disagree about whether it has been met? If yes, it is still a sentence, not a
deliverable. And check that one of the three says, in so many words, whether anything is written
back to the line. That clause is the whole chapter.

3.11 Further Reading

« The taxonomy itself, first-hand: [51] is the source of the model/shadow/twin split and the
paper to read if you read only one. For independent restatements that each add a nuance,
[88], [60], [56] and [31]; for how often a paper’s “twin” turns out to be a shadow, [101].

+ On there being no settled definition: [1] for the twin/shadow boundary in manufacturing
and [38] for the practitioner survey and the argument that a standard should fix it.

» Model, simulation and simulator: [48] traces the concept from classical modelling and sim-
ulation to twins and carries the workflow (conceptual model, executable model, verifica-
tion, calibration) and NASA’s definition; [45] and [47] open the book-length treatment
this chapter’s framing is closest to; [87] is the standards analysts’ answer to “how is a twin
different from simulation”.

« Definitions from outside the taxonomy: [91] for ISO 23247’s wording, [92] for the consoli-
dation exercise and its lexicon, and [90] for the US National Academies’ definition, which
widens the referent and insists on prediction.

« Closing the loop: [89] for why the return arrow, and the autonomy it grants, is what sepa-
rates a twin from a shadow, and [54] for the same loop read as a self-adaptive system.

« Non-physical referents: [34] for the “actual twin” phrase and [52] for conceptual referents;
[93] for a twin of a software engineering process; [94] and [95] for the twin as software and
TwinOps; [96] for DevOps on a building twin and [97] for a campus twin; [98] and [99] for
hospital processes; [2] for supply chains; [100] for urban mobility with the human kept in
the loop.

+ Types, by referent: [21] and [101] for the published type schemes; [102], [81] and [103] on
lifecycle twins; [104], [44], [105] and [14] on biological twins, read together so that the
deployments and the aspirations stay distinct; [106], [107] and [108] on ecological and
Earth-system twins; [109] for a twin of the human in a mobility system.

« The hard cases: [110] on what visualisation is for, and [111] for human-in-the-loop as a
named twin style.

« Therig’srelatives: [53] for the greenhouse exemplar whose twin manages its pumps through
a feedback loop; it is the closest published relative of the four stages worked above.

« In the rig itself: open the controller’s REST API documentation at /docs and find the four
endpoints listed in the Classification section. Then find the one PUT among them. That
single route is the boundary this chapter is about, and everything the rest of the book builds
sits on one side of it or the other.
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Chapter 4

Digital Twin Architecture

4.1 Before You Start

What you are assumed to know. You write software for a living, you are comfortable with
HTTP APIs, JSON, a time-series or relational database, and reading Python you did not write,
and you have read the previous three chapters. From Chapter 1 you have the six value patterns
- monitor, diagnose, predict, decide, control, certify — and the lesson that a digital twin (DT) is
bought to improve one decision about one specific real system, the physical twin (PT). From
Chapter 2 you have the plant rig: a potted plant, a pump and a Raspberry Pi controller whose
REST API on port 8099 is the one boundary a twin is allowed to touch. From Chapter 3 you
have three things this chapter leans on directly: the distinction between a model, a simulation
and a simulator; the two-question data-flow test, which classifies a system by whether the PT’s
state reaches the digital object (DO) without a person carrying it and whether the DO’s output
reaches the PT the same way; and the reading of the return arrow as a control loop, with the
authorisation, staleness, concurrency and fail-safe obligations that came with it. Each is recalled
in a clause where it is used.

What you are not assumed to know. Anything about software architecture for digital
twins in particular, or about the reference models a search for “digital twin architecture” turns
up. Where this chapter needs a term from that literature it defines the term at first use and then
keeps using it.

What the previous chapter left open, and what this one picks up. The previous chapter
set aside three threads. It said that presentation — the dashboard, the chart - is a service the twin
offers, and that a later chapter would cover it; this chapter does, in the Four Families of Services
section. It said that a trained network is one candidate for the model slot, and that what changes
when a learned model sits there was for later; this chapter treats the model slot as an architectural
element, in the Seven Building Blocks section and again in the principles. And it said that a
contract for a twin also needs credibility clauses; that thread stays open, because credibility is a
question about how good a model is, and this chapter is about how the parts around the model
are arranged. Data engineering — storage choice, retention, time-series design — also stays with
the data chapters.

What this chapter covers. The previous chapter classified a system by its data flows and
said nothing about what is inside the digital object. This chapter opens the box. It treats the
digital object as what it is — a software system that runs for years, talks to hardware on one side
and to people and other software on the other, and keeps a state that must stay close to the state of
a real thing — and asks how a software engineer should arrange its parts. It names seven kinds of
thing that live inside a twin; it sorts the twin’s services into four families; it states eight principles
and the patterns an architect will recognise; it gives one layered model to remember; it reads five
published reference models for the one lesson each teaches; it shows how a twin is described so
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that a platform can create and run it; and it ends by drawing the case study of Chapter 2 as an
architecture.

What this chapter deliberately does not cover. Platforms and frameworks as products —
what Azure Digital Twins, Eclipse Ditto or a Digital-Twin-as-a-Service platform actually look like
to operate — which a later chapter takes up; here they appear only as the source of a configuration
idea. Standards beyond the architectural content of one of them. How a model is built, calibrated
or validated. Security, beyond the single principle of keeping the physical side and the digital
side apart. Where the pieces run - edge, fog, cloud - beyond one paragraph.

Learning objectives. By the end of this chapter you will be able to:

1. Place the parts of a described or proposed twin onto the seven building blocks, and ex-
plain why state, and not data, sits at the centre.

2. Classify a twin’s services into the four families, and identify which family delivers each
of the six value patterns.

3. Redraw a twin as the three layers — physical interface, core, digital interface — trace one
reading through the shadowing pipeline, and state in which lifecycle phase its state means
anything.

4. Read a reference model you have not seen before, map its vocabulary onto the seven
blocks, and name the one lesson it adds.

5. Write a twin’s configuration at each of three rungs — a schema, a schema with relation-
ships, a full configuration - and argue why it belongs in version control.

Every section that follows serves at least one of those five, and the exercises at the end say
which.

4.2 A Digital Twin Is a Software System

Before naming a single component, settle what kind of thing is being built. A great deal of
architectural confusion about twins comes from treating one as a dashboard with a database
behind it, or as a simulation with a data feed bolted on. It is neither. It is a software system, and
a particular kind of one, and four properties set it apart from the business software most of us
have written.

It is long-running and stateful. A twin starts when the physical twin is commissioned
and stops when the physical twin is retired, and between those two events it is never finished.
A lift’s twin runs for the thirty years the lift runs. That rules out the shape most data processing
takes — a batch job that starts, computes, writes and exits — and rules in the shape of a service: a
process that is always up, that holds a representation of the lift’s condition at its centre, and that
every other part reads from or writes to. The lifecycle literature makes the point from the other
side: a twin has an operational lifecycle of its own, with named phases for starting, binding to
its counterpart, running in step with it and shutting down, and that lifecycle is distinct from the
phases of the physical asset it mirrors [81].

It is event-driven. Its inputs are readings and events that arrive when the physical world
produces them, not when a user clicks. A wind turbine’s twin does not wait for a request to
learn that a bearing temperature rose; the reading arrives, and the twin’s picture of the turbine
changes. Commands leave the same way, as events towards the hardware. The frameworks
built for twins are built this way — White Label Digital Twins (WLDT), the library the previous
chapters borrowed the physical adapter from, is an event-driven engine in which physical and
digital events ignite the processing that updates the state [82, 112] — and an engineer who arrives
from request-response web services should expect the change of shape.

Itis a control system whose controller lives in software. The previous chapter drew the
return arrow as a control loop and attached obligations to it: authorisation, a staleness bound,



4.3. SEVEN BUILDING BLOCKS 77

concurrency, a fail-safe behaviour. Once the controller runs in the digital object, those obligations
stop being a checklist for a later increment and become architectural requirements. A pump’s
twin that is allowed to write a speed setpoint has to know how old its picture of the pump is
before it writes, and has to have somewhere to refuse. Where that knowledge and that refusal
live is an architectural decision, made in this chapter.

Its models are first-class artefacts with a lifecycle of their own. Ordinary informa-
tion systems have code and data. A twin also has a model - a fitted curve, an exported simu-
lation unit, a trained network - that describes how the asset behaves, that was produced by a
different process from the code, that goes stale on a different schedule, and that may need to
be swapped without rebuilding anything around it. The previous chapter’s forward reference -
“what changes when a learned model sits in the model slot” — has an architectural answer: noth-
ing, if the slot was designed as a slot. The engineering literature treats the continuous, mutual
evolution of the twin and its referent as the core problem of building twins at all [34], and the
model is where most of that evolution lands.

4.2.1 What its architecture is judged on

A software architecture is judged against quality attributes, and a twin’s is judged against two
kinds. The first kind it shares with every information system. A systematic study of published
digital-twin architectures started from the standard software-quality taxonomy and found per-
formance efficiency, maintainability and compatibility — the ability to work alongside other sys-
tems — to be the three attributes architects mention most, ahead of eleven others that included
scalability [59]. None of those is specific to twins, and a reader with your background already
knows how to design for them.

The second kind is the twin’s own: how faithfully, and how quickly, its state tracks the phys-
ical twin. The state is normally obtained by synchronising with the PT at discrete instants, and
the processing that turns a reading into a state adds its own delay, so the twin’s picture is always
some distance behind the real thing; the middleware literature has proposed measuring that dis-
tance as an entanglement metric that combines how timely the state is with how complete it is
[112, 113]. Whatever the metric, the attribute is the one that decides whether a twin is worth
having, and it does not appear in the standard taxonomy at all. Every architectural decision be-
low is, in the end, a decision about how to keep that distance small while the ordinary attributes
stay acceptable.

The same study found that most published architectures are, at bottom, a division of func-
tions with data flowing between them, and that the layered and service-oriented patterns are
the two most used [59]. Hold both facts loosely for now. The next section proposes a division of
functions; the Architectural and Design Principles section returns to the patterns.

4.3 Seven Building Blocks

Seven kinds of thing live inside a digital object, and it helps to name them separately even
though real code mixes them. Data is what arrives from the physical twin and what the twin
has recorded - time series, events, configuration. State is the twin’s current answer to “what is
the physical twin doing now”: a small, structured, always-current representation that the rest of
the twin reads. Functions are stateless computations - convert a unit, compute an efﬁciency,
apply a rule. Models describe how the physical twin behaves. Simulators execute models. The
manager creates, binds, starts, stops and restarts the twin and its adapters, and knows which
lifecycle phase it is in. Services are what the twin offers outward: presentation, alerts, predic-
tions, answers.
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Two honest notes before the blocks are introduced one by one. First, the seven-block vocab-
ulary is this book’s own consolidation, not any one paper’s. It joins two published views that
describe the same thing from different ends. One is the reusable-asset view, in which a twin
is composed from data, models, tools, functions and services that a platform hosts and reuses
across twins rather than being built from scratch [114], and in which a twin is an assembly of
services built upwards from models and data to analytics, visualisation and what-if analysis [79].
The other is the state-and-shadowing view, in which a twin is defined by a state that a shadow-
ing process keeps aligned with the asset, behind a physical interface on one side and a digital
interface on the other [82, 115]. The first view has no word for state; the second has no word for
tools. The seven blocks name what the two views name between them. Second, the blocks are
a decomposition of responsibilities, not of deployment units: a small twin runs all seven in one
process, and a large one may run each in its own container, and the blocks are the same in both.

Figure 4.1 draws the seven around the one that the other six depend on. A single running
example carries the whole section: a centrifugal pump in a water utility’s pumping station, one
of a few hundred the utility runs. Its data are flow, pressure, vibration and motor-power series;
its state is the pump’s current operating point, a health estimate and the last command sent to it;
its functions are a unit conversion, an efficiency computation and a threshold rule; its model is
the pump curve; its simulator is the code that steps the curve forward; its manager is what starts,
binds, stops and restarts the twin and its adapters; and its services are everything that presents,
alerts or answers a question on the pump’s behalf.

functions
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compute, runs the model |[<+——| describes the
decide from the state behaviour
candidates
data
readines ; state q services
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Figure 4.1: The seven building blocks, drawn around the one they all depend on. Data arrives
and is recorded; functions and the model, run by a simulator, read and write the state; services
read it; the manager stands outside the loop and is about the twin itself. Nothing reaches the
state except through a block.

4.3.1 Data

Data is the raw material: readings and events from the physical twin, the history the twin has
kept, and the configuration it runs under. Three kinds, then, and they are worth keeping apart.
Incoming data is what the physical side delivers — the pump’s flow reading every ten seconds, a
“motor tripped” event when it happens. Recorded data is the history: those same readings kept
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for weeks or years, in whatever store the utility has. Configuration is what the twin was told
about itself and its pump - addresses, calibration constants, thresholds.

Data is not state. A five-year history of pressure readings tells you nothing about the pump
now until something has computed a current estimate from it. That sentence is the reason the
state block exists as a separate thing, and it is the sentence most often forgotten when a twin is
designed database-first.

The twin reads and writes the data store, and it does not own it. Readings arriving from a
physical twin are almost always kept in a time-series database, and several sources - the utility’s
maintenance system, an existing historian — may feed the same store [77]. Other software will
read that store too, and the store will outlive any one version of the twin. Treat it as a neighbour
the twin talks to, not as a component inside it. The standards side makes the same separation,
if only by omission: the analysts of the manufacturing twin standard note that its reference
architecture has no functional entity for data storage at all, and mentions a database only as
one way for the twin and its users to exchange information [38]. Say “a time-series database”
and stop there; which one, how it is laid out and how long it keeps things are the data chapters’
business.

4.3.2 State

State is the twin’s current belief about the physical twin. It is the one thing every other block
depends on: functions read it and write it, models predict its next value, simulators produce
candidate values for it, services present it and alert on it. Keeping state aligned with the physical
twin is the shadowing process, and it is the twin’s first job.

Three adjectives define it. It is small: a dozen fields for a pump, not five years of readings. It
is current: it describes now, and it carries the time it describes. It is structured: every field has a
name and a type, so that a service reading it does not have to parse anything. Here is the pump’s:

{
"twin_id": "pump-17",
"lifecycle": "shadowed",
"as_of": "2026-09-14T06:10:00Z",
"core": {
"flow_1_s": 41.2,
"pressure_bar": 5.8,
"vibration_mm_s": 2.1,
"motor_power_kw": 37.5,
"motor_status": "running",
"last_command": {"speed_rpm": 1450, "at": "2026-09-14T05:00:00Z"}
1,
"derived": {
"efficiency": 0.71,
"health": 0.93,
"hours_to_next_service": 410,
"operating_point": "on-curve"
}
}

The two inner objects are not a formatting choice. Part of the state is bound directly to the
physical twin - the last pressure reading, the motor’s reported status, the last command that was
actually sent — and no application may overwrite it. The rest is derived - the efficiency estimate,
the health score, the predicted time to the next service — and may be recomputed at will. The Web
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of Digital Twins model draws exactly this line: the properties and relationships of the core state
are strictly bound to the physical asset and its evolution and cannot be changed directly by the
application layer, while an augmented state, produced by additional functions, is kept separate
from it precisely to mark the conceptual difference [115]. The distinction matters because it
decides what a bug in a service can corrupt. A service with a wrong formula can produce a
wrong health score; it cannot make the twin believe the motor is running when the motor said
it stopped.

The as_of and lifecycle fields at the top are the state’s own statement about itself. The
first says how old the belief is, which the staleness obligation of the previous chapter needs.
The second says whether the belief means anything at all, which the Layered Model section
explains. An industrial ecosystem built on these ideas describes its twins as mirroring the state
and capabilities of the real asset promptly, and calls that mirroring shadowing [84]; the two fields
are how a consumer can tell whether the mirror is currently showing anything.

4.3.3 Functions

Functions are stateless computations that take data or state in and produce data or state out:
convert a raw count to a pressure in bar, compute an efficiency from flow, head and motor power,
decide whether a vibration threshold is crossed. They are the most reusable block — the same
unit conversion serves every pump in the utility — and the easiest to test.

This is the software engineer’s home turf, and it is the one block where ordinary unit testing
applies without ceremony. A function has inputs and outputs and nothing else; a test gives it a
reading and checks a number. The reusable-asset literature reaches the same conclusion from
the platform side: functions are one of the two mandatory assets a twin is composed from, and
the one that both services and tools reuse — the libraries a simulation tool depends on are function
reuse by another name [114]. Three consequences for how you write them. Keep them pure: a
function that reads a clock or a database is harder to test and impossible to share. Version them
with the twin’s configuration, because a threshold is a decision somebody made. And resist
folding them into the services that call them, because the moment two services need the same
efficiency computation, two copies will drift.

4.3.4 Models

The previous chapter pinned the word: a model is a description of how something behaves -
equations, code, rules, a fitted set of parameters — and it is static; it does not run. Here the
point is architectural. Architecturally a model is a slot, and the twin should not care what fills
it: a fitted pump curve, a Functional Mock-up Unit (FMU) exported from a modelling tool, or a
trained network. What the slot demands is an interface — give me a state and a horizon, return a
predicted state — and the twin is designed against that interface, not against any particular model.

That is the answer to the previous chapter’s open question. When a learned model replaces
the pump curve, the adapters do not change, the state does not change, the services do not
change; what changes is the thing behind one interface, and the evidence needed to trust it,
which is the credibility chapter’s problem rather than this one’s. Two lines of published work
show the slot in use. A manufacturing-cell twin integrates its behavioural models as FMUs
through the Functional Mock-up Interface (FMI), administered by a DT Manager that stands
between the twins, the physical system and the simulations [116]; and an open-source twin
framework was re-defined so that FMI simulation services and machine-learning models could
coexist behind the same twin, which is the slot filled two ways at once [55]. Neither system
rebuilt its twin to change the model, and that is the property the slot exists to give you.
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4.3.5 Simulators

A simulator executes a model from a given state over a given horizon. Separating the simulator
from the model lets the twin swap either: the same solver runs the pump model and the pipe-
network model, and the same pump model runs in a ten-line stepper and in a co-simulation
engine.

In the pump’s twin the simulator is a few lines of Python that step the curve forward. In an
industrial twin it is a co-simulation engine that runs several models together, and the boundary
between them is standardised: a co-simulation standard prescribes the communication interface
and protocol between the simulation units and the orchestrator that steps them, so that units
from different tools can be composed [117]. A shipboard crane’s twin, for instance, is built as
a co-simulation through the FMI standard [118]. What the twin needs from a simulator is the
same in both cases: start from this state, run to this time, report.

Whatever the model, something has to run it, and that something is a piece of software the
twin has to be given rather than a property of the model. An exported FMU is inert until an
execution environment loads and steps it, which is why the surveyed twin frameworks ship one:
a co-simulation toolchain separates the application that sets up a co-simulation scenario from
the engine that runs it, with a third tool to export the FMUs and a fourth to stream data in and
out [119], and a lighter alternative is a Python environment whose whole job is FMU execution
[120]. Two later sections call such an execution environment a tool - the principles section,
where it is one of the assets a twin is composed from, and the configuration section, where the
twin’s configuration has a place to name it. The word is worth carrying forward from here.

4.3.6 Manager

9 ”

The manager is the block the literature names least consistently: “engine”, “manager”, “orches-
trator”, “lifecycle manager”. Its jobs are consistent whatever it is called. It instantiates the twin,
loads its configuration, starts and stops the adapters, binds the twin to its physical counterpart,
tracks the lifecycle phase, restarts what fails, and exposes its own health.

The manager is the part of the twin that is about the twin rather than about the asset: it
creates the twin, binds it to its physical counterpart, starts and stops the adapters, knows which
phase of its lifecycle the twin is in, restarts what fails, and reports its own health. A twin that
is running but not yet bound to its physical twin has state that means nothing; the manager is
what knows the difference.

Three published managers show the range. WLDT’s engine is a multi-threaded core that
runs the adapters as independent workers and shapes the twin’s behaviour around them [82].
The Web of Digital Twins gives the lifecycle it tracks: after start-up the twin is operating but not
bound; a binding procedure attaches it to the physical asset; once bound it starts shadowing and
reaches the shadowed state; an error during synchronisation drops it to out of sync; and at the
end it is stopped [115]. And at platform scale, a Digital-Twin-as-a-Service reference architecture
has a DT Lifecycle Manager component that manages each twin through creation, deployment,
maintenance and termination, and notes that lifecycle support must either be built into a twin
or offered to it by the platform through a standard interface [114]. Read the three together and
“fleet” thinking enters: a manager for one pump and a manager for a utility’s two hundred are
the same block at two scales, and the configuration section says how one description serves both.

4.3.7 Services

A service is anything the twin offers to someone other than the physical twin: a chart, an alert, a
forecast, an answer to a query, a recommended action. Every one of the six value patterns from
the first chapter reaches its user as a service. The engineering literature groups a twin’s services
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into visualisation, monitoring and decision support [79]; the next section sorts them differently,
by what each is centred on, because that is the sorting an architect needs. One paragraph here
is enough, because the next section is about nothing else.

4.4 Four Families of Services

Services sort into four families by what they are centred on. A data-centric service answers
questions about what was recorded: give me last week’s pressures, export the maintenance log,
replay Tuesday. A function-centric service runs a computation on request: forecast the next
twelve hours, tell me what running at a higher speed would do, find the schedule that keeps the
network in band. A state-centric service exposes the current state: the dashboard, a stream a
client subscribes to, the endpoint another twin reads. An alert-and-monitoring-centric ser-
vice watches state or data against a rule and tells someone - and, turned inward, watches the
twin itself.

The classification is the author’s, but each family has a home in the published treatments.
The manufacturing twin standard’s application and service sub-entity is described as providing
simulation, analysis of data captured from the asset, and reporting of production status [87] - a
function-centric, a data-centric and a state-centric service, in that order, under one heading. The
engineering-of-digital-twins book devotes a part to services and groups them as visualisation,
monitoring and decision support [79], with a chapter on the advanced ones — what-if simulation,
fault diagnosis, predictive maintenance, reconfiguration - as the means by which a twin supports
decisions and instigates change in its physical twin [30]. Read that list with the four families
in hand: what-if and predictive maintenance are function-centric; fault diagnosis is alert-and-
monitoring-centric with a function behind it; visualisation is state-centric; and reconfiguration
is function-centric with a command path attached. The families are not a rival scheme. They
are a sorting by what the service reads, and that is the question an architect asks first, because it
decides which block the service is attached to.

Table 4.1 gives each family a generic instance and the value patterns it delivers.

Table 4.1: The four families of services, with a generic instance and the value patterns each de-
livers. Monitor is state-centric; diagnose and predict are function-centric with an alert attached;
decide and control are function-centric, the second with a command path; certify is data-centric,
because certification is an argument from records.

Pump or turbine

Family Centred on instance Value patterns delivered
Data- recorded data export last month’s certify; the evidence half
centric vibration; replay the day  of diagnose

before the trip
Function- a computation on forecast the next twelve  diagnose, predict,
centric request hours; what happens at  decide; control, once a

a higher speed; the command path is

schedule that keeps the  attached
network in band

State- the current state the dashboard; a stream  monitor
centric a client subscribes to;
the endpoint the

station’s twin reads
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Pump or turbine

Family Centred on instance Value patterns delivered
Alert-and- arule over state or data,  vibration above diagnose (the alert half);
monitoring-  or the twin itself threshold; a residual the twin’s own health
centric that stays positive; “no

reading for ten minutes”

Three remarks on the table.

The dashboard has a name now. The previous chapter said a dashboard is a shadow, not
a twin. In this chapter’s terms it is a state-centric service, and the sentence is a compliment: it
names precisely what the dashboard is inside the architecture. A good state-centric service is
the most-used service most twins have, and the previous chapter’s observation that visualisation
shows a person a shape in the data that a table hides [110] is a statement about how well a state-
centric service does its job, not about whether the thing behind it is a twin.

A function-centric service is where the model earns its keep. Every forecast, what-if
and optimisation runs the model through the simulator from the current state; the service is
the request-response wrapper around that run. This is also why the model slot of the previous
section has to be a slot: the function-centric services are written against “predict from this state
over this horizon”, and would all break if they were written against one model’s own interface.

The fourth family has two halves, and the second is the one most designs leave out.
Watching the asset through the twin — vibration over a threshold, a residual that stays positive
- is what most people mean by alerting. Watching the twin is different, and deserves its own
paragraph.

4.4.1 Monitoring the twin itself

A twin needs to be monitored as a piece of software, separately from monitoring the asset through
it. A twin whose adapter has lost its connection shows a steady reading, and a steady reading is
what a healthy asset on a quiet day also shows. Metrics on message arrival, shadowing latency
and lifecycle phase are how the difference is seen.

This is ordinary observability, applied to an unusual program. The WLDT library ships a
metrics manager for exactly this: a developer can define, measure and send to a local or remote
collector all of a twin’s metrics and logs, and the authors note the information is useful both for
balancing load across twins and for detecting unexpected behaviour or performance degradation
[82]. A later study from the same line of work goes further and treats metric-based observability
as a lightweight way of detecting that something is wrong with a twin, showing that attacks on
the twin’s inputs leave measurable fingerprints across its metrics [113]. And a survey of twin-
as-a-service platforms describes the platform side: collecting processor load, memory use and
network flow from each twin instance, profiling them over time to establish a baseline, and
reading a sudden shift - a twin instance suddenly consuming far more than usual - as an early
sign that something needs attention [121]. For the pump: an alert on “no physical event received
for ten minutes” catches the lost connection that the steady reading hid, and an alert on “lifecycle
is not shadowed” catches the twin that restarted and never re-bound. Neither says anything
about the pump. Both say something about whether anything the twin says about the pump can
be believed.
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4.5 Architectural and Design Principles

Eight principles, each stated as a rule with a consequence, and each grounded where the lit-
erature grounds it. Then the pattern vocabulary an architect will recognise, and what all of it
costs.

1. Separate the physical side from the digital side: two interfaces, never one. A
twin has two faces, and they are different. Towards the physical twin it speaks the protocols the
hardware speaks and it must never lie about what it observed. Towards its consumers it speaks
HTTP, Message Queuing Telemetry Transport (MQTT) or a message bus and offers a model of the
asset, not a stream of register values. Collapsing the two into one interface is the most common
early mistake, and the hardest to undo. The frameworks that get this right build it in: the twin’s
interaction with its two worlds is carried by a physical interface and a digital interface, each
composed of independent adapters that can implement different protocols, and a physical event
and a digital event start two different processes in the core — one deciding which changes of the
asset’s state to map into the twin’s, the other propagating a request from an application down to
the asset [112].

2. State is the single source of truth inside the twin. A service that wants the current
pressure reads the state; it does not go to the database and re-derive it, because two services
deriving the same quantity two ways will eventually disagree. This is the property a platform sells
when it sells state management: one survey summarises what a twin platform such as Eclipse
Ditto offers as state management with event-based notification of changes, “a single source of
truth” for a physical asset [49]. The rule has a corollary from the State subsection: the core part
of that truth is written only by shadowing, never by an application [115].

3. The modelis a slot behind an interface. The twin is written against “predict the state at
time ¢ from the state now”; the fitted curve, the exported FMU and the trained network are three
implementations of that interface, and swapping one for another must not touch the adapters,
the state or the services. The two systems cited in the Models subsection are the existence proof:
a manager that administers FMU models behind one interface [116], and a framework in which
FMI services and learned models sit behind the same twin [55].

4. Events in, events out. Prefer an event-driven core to request-driven polling of the phys-
ical twin. A reading arrives and the state changes; the state changes and a digital event is an-
nounced; a service reacts to the event. Polling has its place - the previous chapters’ rig is polled
over HTTP, because that is what its API offers — but the twin’s core should be written as if events
arrive, so that a push-capable physical adapter can replace a polling one without the core notic-
ing. The blueprint architectures are explicit that the components are decoupled and interact by
events [112].

5. Build from reusable assets, and compose twins rather than hand-build each.
Twins are best built by composing reusable assets — functions, models, tools, data — rather than
written from scratch for each asset, and a platform that hosts those assets is how a team goes
from one twin to a fleet. The reusable-asset chapter states the principle in one line - it is easier
to create twins from reusable assets than to build from scratch — and names the assets: data,
models, tools and functions, with functions and tools mandatory [114]. The pump utility is the
case for it: the unit conversions, the pump-curve model and the stepper are the same for two
hundred pumps, and only the configuration differs.

6. Make the twin observable as software. The Monitoring the Twin Itself subsection
made the case; the principle is that observability is designed in, not added. Every adapter counts
the events it handled, the core measures the time from physical event to consolidated state, and
the manager exposes the lifecycle phase. The metrics facility WLDT builds into its library [82]
is what this looks like in a framework; in a hand-built twin it is three counters and a gauge.

7. Make the lifecycle explicit. A twin knows whether it is bound and shadowing, and
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says so. The lifecycle the Web of Digital Twins describes — operating but not bound, bound,
shadowed, out of sync, stopped [115] - is refined by the middleware work into a state machine
in which a twin that has lost the quality of its synchronisation drops to a disentangled state where
it is unable to provide its intended function, and a finished twin remains accessible, detached
from its asset, exposing its history and last state until it is dismissed [122]. The principle for your
own twin is smaller than either: have a phase field, set it honestly, and let every service read it
before it trusts the state.

8. Segregate and secure the physical-digital boundary. A compromised digital side
can drive an actuator. The two-interface split of principle 1 is also the place to put the security
boundary: the physical interface is reachable only from the twin, the digital interface is the only
thing consumers reach, and nothing on the digital side can reach the hardware except through
the core’s command path. The security study of these architectures puts the reason plainly: the
twin’s dual cyber-physical nature exposes it to attacks at several levels — at the network, in the
software, in the data — and an attack that reaches the core reaches the asset [113]. A later chapter
has more to say about security; this principle is the one architectural decision it needs made now.

4.5.1 The pattern vocabulary

An architect arriving from enterprise software will want to know which named patterns twins
use, and the answer is reassuring. The systematic study found that architectural solutions for
twins draw on a catalogue of ten patterns, alone or in combination, and that the layered and
the service-oriented patterns are the two most used; it also found that more than half of the
published solutions are simple divisions of functions with data flowing between them, which is
what a reference model is, as opposed to a reference architecture that maps those functions onto
software elements [59]. There is a dedicated catalogue too - a set of digital twin architecture
design patterns proposed to guide architecting twin-based systems, on the observation that de-
signers were describing their twin configurations informally [56] — and the Industrial Internet
Reference Architecture lists, among its architectural patterns, a “digital twin core as a middle-
ware” pattern in which the twin core sits between the physical equipment and the industrial
applications in a three-tier arrangement [19]. None of the three sources’ diagrams is reproduced
here; the point is that the words are the ones you know. The layered model of the next section
is a layered pattern. The four service families are service orientation. The middleware pattern is
principle 1 drawn as tiers.

4.5.2 What the principles cost

Every principle above adds a moving part that a script polling a sensor and writing a database
does not have. Two interfaces instead of one. A state document instead of a query. An interface
in front of the model. An event bus, or at least an event loop. A platform to host assets. Counters
and gauges. A phase field and the code that keeps it honest. A network boundary. For a first
increment on one pot - the previous chapters’ Stage 2 shadow - most of this is disproportionate,
and the honest architectural advice is to build the polling script and know which of the eight
principles it violates. The principles pay when the second asset arrives, or the first command
leaves. The demonstrator section shows both moments on the rig.

4.6 The Layered Model: Physical Interface, Core, Digital Inter-

face

If you remember one picture from this chapter, remember this one. The digital object has
three layers. The physical interface faces the physical twin: its adapters speak 12C, MODBUS,
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MQTT, Open Platform Communications Unified Architecture (OPC UA) or HTTP to whatever
the hardware exposes, and they carry physical events inward and physical actions outward. The
core holds the model, the state and the shadowing function that turns each physical event into a
new state. The digital interface faces everyone else: its adapters expose the state and the twin’s
digital events over HTTP, MQTT or a message bus and accept the invocations that services and
other twins make.

The model comes from WLDT and the Web of Digital Twins work that grew from it, and it
is running code rather than a diagram. WLDT is a Java library designed, in its authors’ words,
to maximise modularity, reusability and flexibility, in which a twin is an independent software
agent built on a multi-threaded engine that runs communication adapters as workers and can
be extended with new modules for new protocols [82]. The edge-oriented successor states the
three parts as the physical interface, the model and the digital interface, with the physical in-
terface responsible for capturing data from the asset and controlling physical actions, the model
computing the twin’s state, and the digital interface exposing events and accepting invocations
[83]; a recent security study restates the same three from a software viewpoint as the physical
interface for sensing and synchronisation, the core model managing shadowing and augmenta-
tion, and the digital interface ensuring observability and interoperability [113]. Three indepen-
dent statements of one structure, from one line of work, all of them compiled and measured.
Figure 4.2 draws it.

4.6.1 The shadowing pipeline

Shadowing is a pipeline. A raw physical event arrives and is normalised. The shadowing func-
tion combines it with the model and the current state to compute a candidate new state. Further
functions may enrich that candidate with derived properties and relationships. The result is con-
solidated as the new state and announced as a digital event, which is what the digital adapters
and the services react to. Figure 4.3 walks one reading through the five steps; the blueprint ar-
chitecture they come from states them as five handler functions in exactly this order - a physical
event handler that normalises the raw message, a shadowing handler that computes a candidate
state from the event and the model, augmentation functions that enrich the candidate with more
properties and relationships, a twin handler that consolidates the new state and computes the
digital event, and a digital event handler that sends it to listeners through the digital interface
[112]. The return direction - an action requested on the twin propagated down to the asset - is
a shorter pipeline of three steps that normally involves no augmentation [112, 115].

Take the pump’s reading through it. A message arrives on the MODBUS adapter: register
4021 holds the value 5812. Normalise: the adapter turns it into a physical event, “pressure sensor
2 reports 5.812 bar at 06:10:00”, applying the unit-conversion function. Shadow: the shadowing
function takes the event, the current state and the model and produces a candidate state whose
core pressure is the new reading, and whose as_of is the event’s time. Augment: the efficiency
function recomputes the efficiency from the new pressure and the last flow and power; the health
function updates the health score. Consolidate: the candidate becomes the state, and a digital
event — “pump-17 state changed; pressure, efficiency, health” - is raised. Deliver: the HTTP dig-
ital adapter serves the new state to the next request, and the MQTT digital adapter publishes the
event to the dashboard and the alerting service that subscribed to it. Every step is a function you
can test, and the only step that knows what a MODBUS register is happens inside the physical
adapter.

4.6.2 The lifecycle

A twin has a lifecycle, and its state is only meaningful in one phase of it. After start-up the twin
is operating but not yet bound to its physical counterpart; binding attaches it; once bound and
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Figure 4.2: The three layers of a digital object. Physical events climb through the physical
adapters into the core, where the shadowing function, the model and the state live; digital events
and state leave through the digital adapters to services and other twins. Nothing crosses from
the digital side to the hardware except through the core.

shadowing it is synchronised. State read from a twin in any other phase describes nothing real,
and the digital interface should say so rather than serve a stale number.

The Web of Digital Twins draws the phases: after start-up the twin is operating and not bound,
with all its modules active but no asset attached; the binding procedure connects the two; in the
bound state the twin can handle events in both directions and starts shadowing; when synchro-
nised in events and state it is shadowed; an error in synchronisation drops it to out of sync, where
it can neither handle events nor align its state, until synchronisation is recovered; and it can be
stopped, and finally dismissed [115]. The lifecycle work that followed is explicit about what the
phases mean for the state: the computation of the twin’s state should occur exclusively during
the synchronised phase, the only one in which the twin actively mirrors its asset, while the other
phases - start, unbound, bound, done, stopped - track the twin’s own progress as software and
do not involve synchronisation at all [81]. That is the justification for the 1ifecycle field in
the pump’s state, and for the rule that a state-centric service reads that field before it shows a
number. A dashboard that shows a pressure of 5.8 bar over the word “unbound” is telling the
truth. One that shows only the number is not.
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Figure 4.3: One reading through the shadowing pipeline. The raw message becomes a nor-
malised event; the shadowing function turns the event, the model and the current state into
a candidate; augmentation adds derived fields; consolidation writes the new state and raises a
digital event; the digital adapters deliver it.

4.6.3 Every block on a layer

Table 4.2 places the seven building blocks onto the three layers. The mapping is the reason the
two sections were written in this order: the blocks say what is inside a twin, the layers say where,
and an architecture is answerable for both.

Table 4.2: Where each of the seven blocks lives in the three-layer model. Two blocks straddle a
boundary on purpose: functions run in both the adapters and the core, and recorded data sits
beside the core rather than inside it.

Block

Layer

Why there

Data (incoming)
Data (recorded,
configuration)

State

Functions

Model

Simulator

Manager

physical interface

beside the core

core

core, and inside adapters

core

core

outside all three

it arrives as physical events, in the
hardware’s own units

the twin reads and writes the store;
it does not own it

the thing shadowing keeps aligned,
and the only thing services read

normalisation lives in the physical
adapter; augmentation lives in the
core

behind its interface, read by the
shadowing function and the
simulator

runs the model from the state; a
function-centric service calls it

it starts, binds and stops the layers;
it is about the twin, not the asset
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Block Layer Why there

Services digital interface, and beyond it the digital adapters are the twin’s
side; a service is the consumer’s

One more word on where the model came from, so you know what kind of claim it is.
WLDT’s design goals were a modular engine, adapters as pluggable modules and a small foot-
print at the edge, and its authors measured the library rather than describing it — the overhead it
adds over a direct connection to the device for two protocols, its computational and memory cost
on an edge node, and the lines of code a new adapter costs, all against the leading open-source
alternative [82]. The Lessons from Five Reference Models section returns to why that matters:
of the five models you are about to meet, this is the one that can be run.

4.7 Lessons from Five Reference Models

No single reference model has won, and a software engineer will meet at least five. They disagree
in vocabulary more than in substance, and reading them side by side is how you learn which
parts of a twin every author agrees on. This section gives each model the same treatment -
what it says, in two or three sentences and without reproducing its figure; where it came from
and for whom; and the one lesson a software engineer takes from it — and closes with a table that
lines their vocabularies up against each other and against the seven blocks. A published unifying
exercise has already mapped the data-flow taxonomy of the previous chapter, the five-dimension
model, the manufacturing standard and the Asset Administration Shell onto a common set of
concepts [60], and the table leans on it for the columns it covers.

One caution runs through all five: be clear which of them is a diagram and which is a system.
Four are conceptual models - divisions of functionality with data flowing between them, which
is what the architecture study found most published solutions to be [59]. One ships as a library.
The lessons differ accordingly.

4.7.1 The five-dimension model

Grieves’ original picture of a twin had three parts: a physical entity, a virtual entity and the con-
nection between them. Tao and colleagues found that three could not accommodate the range
of applications and technologies twins were being asked to serve, and extended it to five, adding
twin data and services; in their formulation the twin is the tuple of physical entity, virtual entity,
services, data and connection, where the virtual entity is a set of models and the connection ties
all five parts together rather than joining only the first two [123]. It came from manufacturing
research, it is a conceptual model, and it is the most widely repeated picture in the field; the
same group later proposed makeTwin, a reference architecture for a twin software platform built
on the five-dimension theory, with ten core functional modules for building models, processing
data and the rest [124].

The five-dimension model adds twin data and services to Grieves’ physical entity, virtual
entity and connection, and makes the connections pairwise among all five. Its lesson for this
chapter is that data and services are dimensions of a twin, not by-products of one. An architec-
ture that treats the data as whatever happens to land in the database, and the services as whatever
gets built on top, has left two of the five dimensions to chance.
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4.7.2 IS0 23247

The manufacturing standard from the International Organization for Standardization (ISO) is
the one reference model here that is also a standard, and this section keeps to its architectural
content; a later chapter covers the rest. Its reference architecture arranges a twin as four do-
mains - the observable manufacturing elements, device communication, the digital twin and
the user — with entities in the top three. The digital twin entity is split into three sub-entities:
an operation and management sub-entity that maintains information about the manufacturing
elements, including their digital modelling, presentation and synchronisation; an application
and service sub-entity that provides simulation, analysis and reporting; and a resource access
and interchange sub-entity that exchanges information with the user entity, with interoperability
support. The device communication entity has a data-collection sub-entity and a device-control
sub-entity, and a cross-system entity sits across the domains to provide data translation, data as-
surance and security support [87]. A companion paper walks use-case scenarios through the
same functional-entity view [125].

ISO 23247 arranges a manufacturing twin into four domains — the observable manufactur-
ing elements, device communication, the digital twin itself and the user — and splits the digital
twin entity into operation and management, application and service, and resource access and
interchange. Its lesson is that a functional decomposition is a list of responsibilities, and an ar-
chitecture is answerable for where each one lives. Take the standard’s list and ask, of your own
design, which component does the data collection, which does the device control, which does
the synchronisation, which does the reporting, which does the data translation; a responsibility
with no home is a bug that has not happened yet. The study of how published manufacturing
twins align with the standard found one gap worth knowing: the standard has no functional
entity for data storage, though most real architectures have one [38] - which is the seven blocks’
Data subsection arriving from the standards side.

4.7.3 The Digital Twin Consortium platform stack

The Digital Twin Consortium (DTC) is an industry body, and its Platform Stack Architectural
Framework is written for people deciding what to buy and build rather than for researchers. It
names six elements: security, trust and governance as the foundation for everything else; the
real world the twin is instantiated from and synchronised with; a platform of information tech-
nology (IT) and operational technology (OT) - the IT/OT platform — on which the twin system
is implemented; the virtual representation; service interfaces wrapped around it for integration
and interoperability; and applications, where the twin’s value is realised [126]. The consortium’s
own summary of the framework lists the primary layers as the IT/OT platform, the virtual rep-
resentation, the integration and synchronisation services, and an application layer for insights
[127], and its glossary defines the IT/OT platform as the set of information- and operational-
technology infrastructure and services on which the twin system’s subsystems are implemented
— a software platform and tooling stack, platform APIs, orchestration of the low-level infras-
tructure, compute and storage [128]. A separate consortium paper takes the systems-of-systems
view, proposing an interoperability framework for plugging multi-vendor services into a system
of twins [129].

The Digital Twin Consortium’s platform stack puts security, trust and governance under ev-
erything, then the real world, an IT/OT platform, the virtual representation, service interfaces
for integration and synchronisation, and applications on top. Its lesson is that the virtual repre-
sentation is only one layer of a twin system, and that the service interfaces around it are where
interoperability is won or lost. A team that has built a beautiful virtual representation and no
service interfaces has built a model, not a twin system; a model-driven engineering group that
adopted the framework describes the IT/OT platform as the virtualisation foundation the twin
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system operates on [64], which is the same lesson in different words.

4.7.4 White Label Digital Twins

WLDT has been this chapter’s spine since the Layered Model section, and here it gets one subsec-
tion on equal footing with the others. It is an open-source, event-driven Java library for build-
ing twins for the Internet of Things (IoT): a twin is a core with pluggable physical and digital
adapters, run by a multi-threaded engine, and the library was evaluated at the edge for over-
head, cost and development effort against the leading open-source alternative [82]. It is also the
basis for the Web of Digital Twins ecosystem work, which uses it as one of the technologies its
adapters wrap [130], and a survey of twin frameworks describes it as running at the edge or in the
cloud and supporting a wide range of protocols [49]. The middleware work built on it observes
what it lacks: a management layer for deploying and orchestrating many twins in a structured,
observable way [122] - which is this chapter’s manager block at fleet scale, and the next model’s
subject.

White Label Digital Twins is the one of the five that runs: an event-driven framework in
which a twin is a core with pluggable physical and digital adapters, and its lesson is that an
architecture expressed as a framework can be measured for overhead, latency and scale, where
a conceptual model can only be argued about. When two reference models disagree, the one you
can compile settles the argument for your case in an afternoon.

4.7.5 The six-dimension model and the interface controller

The newest of the five is a 2025 proposal for complex industrial systems. It starts from the five-
dimension model and adds a sixth dimension, an interface controller, on the argument that in-
terface management is the difficulty in twin platforms for systems with many interacting com-
ponents, devices and processes; the accompanying platform design pairs the controller with a
dual-core data architecture that combines a relational and a time-series database [85]. It is one
recent paper, and its adoption is not something this chapter can report on; its idea is what matters
here.

The six-dimension model adds an interface controller to the five dimensions, on the argu-
ment that in a complex industrial system the interfaces between physical entities, virtual entities,
data and services are numerous enough to need managing in their own right. Its lesson is the
one this chapter’s manager block already draws: past a handful of adapters, interfaces are a first-
class concern. WLDT’s engine running its adapters as workers is the same lesson at the scale of
one twin; the interface controller is it at the scale of a plant.

4.7.6 Reading the five together

Table 4.3 sets the five side by side. Its rows are this chapter’s seven blocks plus the two things
every model has that the blocks leave outside the digital object, the physical twin and the connec-
tion; its columns are the five models. The five-dimension and ISO columns follow the published
cross-mapping, which lines up “physical entity” with “observable manufacturing element”, “vir-
tual entity” with “digital representation”, “twin data” with the data-collection entity and “con-
nection” with device communication [60]; the other three columns are filled from the models’
own papers. A dash means the model has no named part for that row - not that a twin built to

it would lack the thing, only that the model does not name it.
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Table 4.3: Five reference models against the seven blocks. Every column names a physical thing,
adigital representation, a connection and data; services are named by four, a lifecycle or manager

by three, and only the two newest name the interfaces as a thing to be managed.

Five- DTC platform Six-
This chapter dimension ISO 23247 stack WLDT dimension
Physical twin physical observable the real world  physical asset physical
entity manufacturing entity
element
Connection  connection device synchronisation, physical connection,
(among all communication in the service adapters and via the
five) entity interfaces shadowing interface
controller
Data twin data data collection  IT/OT platform physical data, in a
sub-entity;no  (compute and  events dual
storage entity storage) relational
and
time-series
store
State - digital virtual twin state: -
representation, representation core and
kept augmented
synchronised by
operation and
management
Functions - application and - shadowing -
service and
(analysis) augmentation
functions
Models virtual entity  digital virtual model, in the virtual
(aset of modelling, in representation  core entity
models) operation and
management
Simulators - application and tooling stack, in - -
service the IT/OT
(simulation) platform
Manager - operation and  orchestration, in engine and interface
management;  the IT/OT lifecycle controller
Cross-system platform
entity
Services services application and service digital services
service; resource interfaces; adapters, to
access and applications applications
interchange

Set side by side, the five models agree on four things - a physical thing, a digital representa-
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tion of it, a connection between the two, and data — and diverge on whether services, lifecycle
and the interfaces themselves are named parts of the twin. This chapter’s seven blocks are a
consolidation of what they name between them, not a sixth model. Two readings of the table
are worth making. Read across the State row and notice that the two conceptual models from
manufacturing have no word for it: they name the models and the data and leave the current
belief implicit, which is exactly the omission the State subsection warned against. Read down
the WLDT column and notice that it is the only one with entries for state, functions and man-
ager and none for simulator - a framework names what it implements, and it implements the
loop, not the solver. The Asset Administration Shell, which the cross-mapping also covers, is
a different kind of thing again: a hierarchy of data models called submodels, intended as the
single source of truth about an asset across its lifecycle [131], and so a candidate for the schema
rung of the next section rather than a sixth column here.

4.8 Digital Twin Configuration

An architecture says what the parts are; a configuration says which parts this twin has, where
they come from and how they connect. Once a team has more than one twin, the configuration
is the artefact they actually edit, review and deploy, and it deserves the same care as code. This
section is the bridge from the architecture above to something a team can check into a repository.
It climbs three rungs, each a subsection, each with pointers rather than a tutorial - the platforms
chapter does the hands-on - and ties each rung back to the seven blocks: a schema describes
state; relationships describe how states refer to each other; a full configuration describes all seven
and where they run. Figure 4.4 is the ladder.

describes: all seven blocks,
and where they run

read by: a platform that runs
twins

(3 full configuration
DTaasS template assets, compute, services,
integrations, physical twin

f

DTDL twin r : - \ describes: how states refer to
2 relationships

graph, WoDT, o e ) each other

is part of”, “feeds”, .
composed wis located in” read by: a platform that serves
WLDT twins \ T a graph
Ditto Thing, 1 twin as schema descclrtl)bf:s: tklletftate that
DTDL, W3C TD identifier, attributes, features read by- a platiorm that serves

L J state

Figure 4.4: The three rungs of a twin’s configuration. Each rung describes more of the twin
than the one below it, and each is what a different kind of platform reads: a schema is enough
for a platform that serves state, relationships are enough for one that serves a graph, and a full
configuration is what a platform that creates and runs twins needs.

The simplest configuration describes the twin as a schema: a document that names the twin,
its attributes and its features, from which a platform serves the state. Anything that can describe
state this way can be served by anything that reads the schema, and that is the interoperability
argument for having one. A twin’s schema should be able to name its relationships to other
twins. A pump belongs to a station, a station feeds a district, a district is part of a network, and a
consumer who reaches one twin should be able to navigate to the others. Relationships are what
turn a set of twins into a graph. A full configuration describes the whole twin, not only its state:
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the assets it is composed from, the compute it needs, the services it exposes, the external systems
it integrates with and the connection to its physical twin. A minimal configuration names the
assets and the compute and is enough to run a twin without a physical counterpart; the physical-
twin section is what closes the loop.

4.8.1 Twin as schema

In the Eclipse stack a twin is declared as a Thing: an identifier, an access policy, a set of static
attributes and a set of features whose properties change as the physical twin does. The platform
reads the declaration and serves the state; the developer never writes the endpoint. The survey
of open-source twin frameworks describes the workflow — model the Thing, express it as a JSON
document, store it in the platform, and then read and write its attributes and features through
whichever of the platform’s communication mechanisms suits [119] - and a framework built
on the same platform describes the Thing as belonging to a namespace and consisting of an
identifier, attributes for the static part of the entity and features for the dynamic part [132]. Here
is the pump as a Thing, in ten lines of our own:

{
"thingId": "utility.north:pump-17",
"policyId": "utility.north:operators",
"attributes": {"model": "NK 65-200", "station": "north-1"},
"features": {
"hydraulics": {"properties": {"flow_1_s": 41.2, "pressure_bar": 5.8}},
"motor": {"properties": {"power_kw": 37.5, "status": "running"l}},
"health": {"properties": {"score": 0.93, "hours_to_service": 410}}
}
}

Compare it with the state document of the Seven Building Blocks section and the correspon-
dence is one-to-one: the features are the state, the attributes are the configuration the twin was
told about itself, and the policy is who may read and write. That is why the schema rung is
enough for a platform whose job is to serve state.

Ditto’s Thing is one of three schema languages a reader will meet. Azure Digital Twins uses
the Digital Twin Definition Language (DTDL), and the World Wide Web Consortium (W3C)
has the Thing Description from its Web of Things work. A recent comparison of digital twin
descriptions lists the three most prominent as the Asset Administration Shell, the W3C Thing
Description and DTDL, and observes that they take different approaches to what a description
contains - the first includes all the information in the document itself, the second says where
the data can be accessed, and the third describes the model and leaves the values to the platform
[133]. Which you meet depends on which platform your organisation bought.

A schema captures what the state looks like and nothing else. It says nothing about how the
state is computed, in which lifecycle phase it is valid, or on which machine the twin runs. Look
again at the Thing above: there is no pump curve in it, no shadowing function, no adapter, no
process. A platform that reads only schemas is a platform for serving state, and it is a perfectly
good thing to be; it is not a platform for running twins.

4.8.2 Relationships

Aflatlist of twins is not enough. A relationship is a typed, directed link from one twin to another
- “is part of”, “feeds”, “is located in” — and a platform that stores relationships lets a consumer
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navigate from any twin to the twins it depends on. Composed twins built from relationships are
how a plant-level view is assembled from machine-level twins without copying their state.

You will meet relationships in three places. In DTDL, a model defines a twin’s properties,
its commands and its relationships with other twins, and the platform instantiates models and
stores the last values of their properties in what it calls a twin graph [134]. In the Web of Digital
Twins model, a twin is described by properties — observable attributes of the asset — relationships
to other assets, expressed as links to their twins, and events, and the relationships can change
dynamically as properties can [115, 135]. And in the hierarchical composition work built on
WLDT, machine-level twins are composed into department- and plant-level views through rela-
tionships, so that resources group into departments, departments into business units and busi-
ness units into plants, with a composed metric such as overall equipment effectiveness computed
at each level, and the ecosystem can be navigated without prior knowledge of its structure [84].
A toolchain that wraps several platforms behind one interface records the practical consequence:
of the platforms it compares, some store relationships between twins and some do not, and the
ones that do are the ones whose twins can be reached from one another rather than only listed
[130].

Composition and aggregation are the two shapes a relationship takes, and they are worth
separating in one paragraph. Composition says one twin is made of others - the station twin is
composed of its pumps — and the composed twin’s state is derived from theirs: the station’s total
flow is the sum of the pumps’. Aggregation says one twin refers to another without owning it -
the pump twin refers to the tariff twin that prices its electricity — and neither state is derived from
the other. The first justifies recomputing the parent when a child changes; the second justifies
only a link. A schema language that can say which is which saves the platform from guessing.

4.8.3 Full configuration

A full configuration has a section for each thing the twin is made of - its assets, its compute,
its services, its external integrations and its physical twin — and a platform is responsible for
generating, verifying, deploying and modifying such documents, including the credentials no
human should type.

The template comes from the Digital Twin as a Service proposal, and it is stated as a docu-
ment with a version, an assets section whose first entry is the twin’s own configuration and
whose others are its models, data, functions and tools, a compute section naming the host kind
and the software image, a dt_services section with internal services and their auto-generated
credentials and external services with their ports and hostnames, and a physical_twin section
for the information that comes from the physical twin to the digital one. Its authors are explicit
about the division of labour: the template is necessarily generic, so any platform must provide
automation for generating, verifying, modifying and deploying configurations; the service cre-
dentials are auto-generated by the platform to the relevant security standards; a minimal twin is
specified with only the assets’ configuration and the compute section, and that minimal config-
uration is sufficient to run it; the physical-twin section is needed only for a real-time feedback
loop with the PT; and the services section is filled only if internal or external services are required
[114]. The case studies built on the same platform show the shape filled in: an incubator twin’s
configuration has sections for the message broker, the time-series database, the physical twin’s
initial controller parameters, and the digital twin’s own service-specific settings and per-model
parameters [46].

Map the sections onto the seven blocks and the configuration is the architecture written
down. assets names the models, the functions, the tools that run the models - the simulators -
and the data connections. compute is where the manager will put it. dt_services is the digital
interface and what sits behind it. physical_twin is the physical interface. State is the one block
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with no section, and rightly: state is what the running twin produces, not what it is told.

Two ideas make one configuration serve a fleet. The first is the distinction between a twin
class and a twin instance: a physical product model is a class from which many physical instances
are manufactured, each with its own identity; a twin class is developed in tandem with the prod-
uct, and each manufactured instance gets its own twin instance, the two evolving together [114].
The utility’s two hundred pumps are two hundred instances of a handful of classes, and the
configuration of a class differs from the configuration of an instance only in the addresses, the
calibration constants and the identity. The second idea is drift. Written declaratively and kept in
version control, the configuration is also a drift detector: the platform can compare the twin that
is running against the twin that was described and report the difference. The GitOps literature
names the benefits of a declarative description of infrastructure with a process that makes the
environment match it — faster deployment, declarative configuration, configuration drift detec-
tion, fast error recovery — and a recent proposal applies exactly that discipline to managing the
lifecycle of twins described in a static definition language [136]. That is the reason the configu-
ration belongs in a repository beside the code: not for tidiness, but because a running twin that
no longer matches its description is a fault, and a versioned description is what makes the fault
visible.

4.9 Architecture of the Plant Demonstrator

Everything above used a pump, a turbine or a ward. This section applies the chapter, in order, to
the one system the previous chapters put on the desk, and it is the only place the plant demon-
strator appears in this chapter. It is the chapter’s fully worked example; the Faded Examples
section then takes the scaffolding away.

Recall what Chapter 2 established. The physical twin is the pot, plant, soil, pump, tubing and
the Raspberry Pi controller. The controller exposes a REST API on port 8099 with seven end-
points that read and one, PUT /actuation/{unit}/update_schedule, thatwrites; it stores the
moisture and water-level series in InfluxDB; and its behaviour was written down as two equa-
tions, one for drying and one for dose response, from which the twin predicts the next reading
m, compares it with the observed m, and calls the difference the residual r = 1 — m,,. The
doserule V = min(VmaX, k(m, — m)) says how much water to ask for. Recall also the previous
chapter’s two stages that matter here: Stage 2, a polling fault detector whose alert a technician
acts on - a shadow - and Stage 3, the same service writing schedules through the one PUT - a
twin.

The rig is a small member of a recognised family. The greenhouse exemplar the previous
chapter cited has, as the core of its software architecture, an asset model of the physical system
and simulation models used for prediction, arranged so that the software can adapt when the
physical system’s composition changes [53]. Nothing below is a toy argument about a toy.

4.9.1 The seven blocks on the rig

At Stage 2 the rig’s digital object is one physical adapter, one state document, one model, one
simulator, three functions, a manager and three services. Table 4.4 places them.
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Table 4.4: The seven blocks placed on the rig at Stage 2. Four of the seven were already on the
desk under other names; the state, the manager and the naming of the services are what this
chapter adds.

Block On the rig Where it came from

Data the moisture and water-level series ~ Chapter 2
in InfluxDB; the watering events;
the controller’s own configuration

State a JSON document holding the this chapter
current estimate 1, the observed
Mgy, the residual r, the schedule in
force, the last dose and its time, the
lifecycle phase

Functions raw count to moisture; the residual; Chapter 2’s conversions and rules
the dose rule

Model the two equations, drying and dose ~ Chapter 2
response, with d and g

Simulator the dozen-line Python stepper that ~ Chapter 3
advances the model T, hours

Manager what binds one twin to one pot, this chapter
starts its adapter, and knows
whether it is shadowing

Services a state-centric dashboard; an alert Chapters 1 and 3’s increments,
on the residual; a function-centric named
forecast

Two rows deserve a sentence. The state row is new, and it is the chapter’s centre applied: at
Stage 2 the fault detector kept 72 in a variable between polls, and this chapter says that variable
is the twin’s state, deserves a document of its own with an as_of and a lifecycle field, and is
what the dashboard reads. The functions row is old under new names: the conversion from the
probe’s raw count to a percentage, the residual and the dose rule were all written in Chapter 2
as equations; here they are three stateless, testable functions, and the dose rule is the one of the
three that Stage 3 will let act.

4.9.2 The three layers on the rig

Figure 4.5 draws the rig’s twin as the three layers. The physical interface of the previous chapters
— the rig’s REST API - is the boundary at which a physical adapter begins. Chapter 2 described
that interface from the hardware’s side; this section describes what sits on the other side of it.
The physical adapter is a small piece of code that speaks HTTP to port 8099: at Stage 2 it knows
the seven GETs, and it turns each response into a physical event - “plant_1 moisture 41.2 per cent
at 10:31:40”. The core holds the state document, the two equations behind the model interface,
the stepper, and a shadowing function that, on each new reading, writes m,s, computes r, and,
when a dose was due, asks the stepper for the next 1. The digital interface is one HTTP adapter
of the twin’s own — not the controller’s — that serves the state and raises an event when it changes.
The three services sit beyond it.
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Figure 4.5: Therig’s twin as three layers. The controller’s REST API is where the physical adapter
begins; the core holds the state, the two equations and the stepper; the twin’s own HTTP adapter
serves the state to a dashboard, an alert and a forecast. At Stage 3 nothing is added to the layers
— the physical adapter gains the one PUT.

Trace one reading through the pipeline of the Layered Model section. The physical adapter
pollsGET /sensing/plant_1/moisture?limit=1and normalisesthe JSON objectintoa phys-
ical event. The shadowing function takes the event and the current state: it stores the reading
as Mg, computes r against the 1 it wrote down last time, and sets as_of to the reading’s time.
Augmentation recomputes the derived fields — time in the moisture band, water per day - from
the recorded series. Consolidation writes the state and raises a digital event. The dashboard
redraws; the alerting service checks whether r > 0 has held for the last three checks. Six steps,
and the only one that knows the controller’s JSON layout is the first.
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4.9.3 The four families on the rig

The dashboard is state-centric: it reads the state document and shows m, r1, the schedule in
force and the lifecycle phase. The alert is alert-and-monitoring-centric, pointed at the asset: a
residual that stays positive says less water is arriving than was asked for, which was Chapter 1’s
diagnose increment. The forecast is function-centric: given the state and a horizon, run the step-
per and return the predicted moisture curve, which is Chapter 1’s predict. The fourth family’s
inward half is the one the earlier chapters did not have: a “no reading for two check intervals”
alert and a “lifecycle is not shadowed” alert, which say nothing about the plant and everything
about whether the dashboard can be believed. A data-centric service — export last month’s mois-
ture and doses - is trivial to add, because the recorded data already sits in InfluxDB and the twin
does not own it.

4.9.4 The principles applied, and two failures they predict

Walk the eight principles down the rig and two of them predict specific failures, which is what
a principle is for.

State is the single source of truth. Suppose a second developer writes the dashboard against
InfluxDB directly, re-deriving the current moisture from the last row of the series, while the
alerting service reads the state document. On a quiet day both agree. On the day the physical
adapter’s connection drops, the dashboard keeps showing the last row — which is still the last row
—while the state document’s as_of stops advancing and its lifecycle field falls to out of sync. Two
services, two truths, and the one a person looks at is the one that lies. The fix is the principle:
the dashboard reads the state, and the state carries its own age.

Make the lifecycle explicit, and make the twin observable. Suppose the twin restarts overnight
and the controller is unreachable for an hour. Without a lifecycle field the twin comes back with
an empty state, polls, fails, and serves whatever it last had - a plausible number with nothing to
say it is stale. With the field, the manager holds the twin at operating-but-not-bound until the
first successful poll, the dashboard shows the word rather than a number, and the inward alert
fires. The lifecycle work cited earlier is the general form of this story: the state is computed only
while synchronised, and every other phase is the twin’s own business [81].

The remaining principles either hold trivially on the rig — the two interfaces are two different
HTTP conversations on two different ports; the model is two equations behind an interface the
forecast service already assumes - or wait for the second pot: reusable assets and composition
become worth their cost when a second twin runs the same functions against a second unit.

4.9.5 A configuration for the rig

The rig’s configuration fits the full-configuration template in a page: its assets are two equations,
one stepper, three functions and one time-series connection; its compute is one small process;
its services are a dashboard, an alert and a forecast; and its physical-twin section is the address
of the REST API and, at Stage 3, the one endpoint the twin is allowed to write. Here it is, in the
template’s shape and in our own words; the platforms chapter shows what a real platform does
with a file like it.

version: 0.1
twin: plant_1

assets:
config: {location: file, path: plant_1.toml}
models: [drying.py, dose_response.py] # d, g as parameters
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functions: [count_to_moisture.py, residual.py, dose_rule.py]

tools: [stepper.pyl # runs the two models
data: {kind: influxdb, bucket: plant_controller}

compute:
host: isolated host # one small process

software-id: python-3.12

dt_services:

internal:
dashboard: {kind: state-centric, port: 8100}
alert: {kind: alert-centric, rule: "r > 0 for 3 checks"}

forecast: {kind: function-centric, horizon hours: 24}
external: []

physical_twin:
api: http://plant-controller.local:8099

reads: [/sensing/plant_1/moisture, /actuation/plant_1/watering_events,
/actuation/plant_1/show_schedule]
writes: [] # stage 3: one PUT

Read it against the template’s own rules [114]. The assets and compute sections alone
would run the twin against recorded data with no pot attached - the minimal configuration,
and a useful thing to have for testing. The physical_twin section is what closes the loop, and
itswrites listis empty at Stage 2 on purpose. The credentials for the time-series database are not
in the file, because the platform generates them; a configuration in version control must never
contain a secret.

4.9.6 Stage 3: one adapter gains a second direction

At Stage 3 nothing is added to the layers. One physical adapter gains a second direction, PUT /
actuation/{unit}/update_schedule, and thatis where every obligation of the previous chap-
ter’s command path is implemented. In the configuration above, writes acquires one entry. In
the code, the physical adapter gains one method, and the shadowing function’s return path - the
three-step pipeline the Layered Model section mentioned — gains a command path box: isthe as_
of of the state younger than the staleness bound; is the dose under V,,,; did GET /actuation/
plant_1/show_schedule return what the twin last wrote, or has a technician edited it; and
if any check fails, keep the last safe schedule and raise the inward alert. The previous chap-
ter listed those five obligations as distributed-systems problems wearing physical consequences.
This chapter says which box they go in, and it is a box on the physical-interface side of the core,
because the command path is the last thing that runs before a physical action leaves.

4.9.7 Deployment, in one paragraph

Where does it run? On the same Raspberry Pi as the controller, or on a laptop beside it, one
process is enough for one pot - the twin is a few hundred lines and the stepper is a dozen. The
question that matters arrives with the greenhouse: one process per pot, or one process for the
greenhouse with an adapter per pot? The six-dimension model’s lesson decides it. Past a handful
of adapters the interfaces are a thing to manage in their own right [85], so a greenhouse of three
pots is one process with three adapters and one manager, and a greenhouse of thirty is thirty twin
instances of one twin class under one manager, each with its own state and its own lifecycle. The
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configuration above is already written as an instance — plant_1 - of a class; the thirty differ from
it in one line.

4.10 Faded Examples

Three, decreasing in how much is worked, none of them the demonstrator. For each, place the
blocks, draw the layers, and say what the architecture predicts.

4.10.1 Example 1, worked in full: the offshore turbine anomaly service

The previous chapter’s second faded example: vibration and temperature stream from an off-
shore wind turbine to shore; a service compares them against a model of that turbine and raises
a work order when the residual exceeds a threshold; a planner schedules a vessel. It was classi-
fied a shadow. Here it is redrawn as blocks and layers.

Blocks. Data: the vibration and temperature streams and their history. State: the turbine’s
current operating point and its residual. Functions: unit conversion and the threshold rule.
Model: the turbine’s expected-vibration model. Simulator: whatever evaluates that model from
the current state. Manager: whatever starts the service and reconnects the stream. Services:
exactly two — an alert-and-monitoring-centric service that raises the work order, and a state-
centric one, because somebody on shore can see the residual.

Layers. A physical interface with one adapter that receives the stream. A core with the model,
the state and a shadowing function that computes the residual. A digital interface with one
adapter that reaches the maintenance system. No digital interface for anyone else: no other
twin reads this one, no query answers questions about last month, no forecast runs on request.

What the architecture predicts. This “twin” is a state-centric and alert-centric service pair
with a private digital interface. That is not a criticism; it is the honest shape of a shadow built
for one decision. It also says what the next increment costs: a forecast service needs the model
behind a slot and a simulator that can run it forward, which the alert never needed; and a second
consumer needs a public digital interface, which is a new adapter, not a new twin. The blocks
were all there; two of them were never exposed.

4.10.2 Example 2, one step left to you: the hospital ward occupancy twin

A hospital ward’s twin: beds, admissions, expected discharges. The physical adapters read an
admissions system, not a sensor — an event arrives when a patient is admitted, transferred or
discharged. The state is the set of occupied and free beds and the expected occupancy over
the next shift. A function-centric service answers “if we admit three more, where do they go
tonight?” and a state-centric one shows the ward board.

Place the data, the functions, the model and the services yourself; they follow the pattern.
Two of the seven need thought, and they are yours:

+ (a) Where does the manager go, and what does it start and stop, when the physical side is
a hospital information system rather than a device? What does “restart on failure” mean
here?

+ (b) What does bound mean for this twin? A sensor is bound when a channel to it is open.
An admissions system is always reachable and always answering. Propose a definition of
bound and shadowed that a ward manager would accept, and say what the twin should
display when it is neither.

Hint for (b): the Layered Model section said state is meaningful only in one phase, and gave
the reason. Ask what would have to be true for the ward board to be believed.
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4.10.3 Example 3, posed as a problem: two hundred pumps

A water utility runs two hundred pumps across forty stations. Design the architecture of their
twins, and in particular decide between one twin with two hundred physical adapters and two
hundred twins under one manager. Use the interface-controller lesson of the Lessons from Five
Reference Models section and the class-and-instance idea of the Digital Twin Configuration sec-
tion. Say what the state of a station’s twin is, whether it is composed from its pumps’ or aggre-
gates them, and what a pump’s configuration would contain that the class’s does not. Then say
which of the eight principles your design would violate first if the utility asked for the twins to
start writing speed setpoints.

411 Summary

Back to the objectives this chapter opened with.

1. A twin is a software system of a particular kind. Long-running and stateful, event-
driven, a control system whose controller is software, with models as first-class artefacts.
Its architecture is judged on the ordinary attributes — performance efficiency, maintain-
ability, compatibility — and on one of its own: how faithfully and quickly its state tracks
the physical twin.

2. Seven kinds of thing live inside it. Data, state, functions, models, simulators, manager,
services. State is the centre: small, current, structured, with a core part bound to the phys-
ical twin that no application may write and a derived part that may be recomputed at will.
Data is not state.

3. Services sort into four families by what they read. Data-centric, function-centric,
state-centric, alert-and-monitoring-centric. The dashboard is a state-centric service, and
the sentence is a compliment. The twin must be monitored as software, separately from
the asset, because a lost connection looks like a quiet day.

4. Eight principles, two patterns. Two interfaces, never one; state as the single source
of truth; the model behind a slot; events in and out; reusable assets; observability; an ex-
plicit lifecycle; a secured physical-digital boundary. Layered and service-oriented are the
patterns most twins use, and the three-layer model is a layered pattern.

5. The picture to remember has three layers. Physical interface, core, digital interface;
a shadowing pipeline of normalise, shadow, augment, consolidate, deliver; and a lifecycle
in which state means something only when shadowed.

6. Five reference models agree on four things and disagree on vocabulary. A physical
thing, a digital representation, a connection, data. They diverge on whether services, life-
cycle and the interfaces are named parts. The seven blocks are what they name between
them, not a sixth model.

7. A configuration is the architecture written down, in three rungs. A schema de-
scribes state; relationships describe how states refer to each other; a full configuration
describes all seven blocks and where they run, and belongs in version control because a
running twin that no longer matches it is a fault. On the rig, the whole architecture fits in
a page, and Stage 3 adds one line to it.

The sentence to carry forward: a digital twin is a long-running, event-driven software
system with a state at its centre, a physical interface on one side and a digital interface
on the other; everything else is a service attached to that state.
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4.12 Exercises

Solutions or hints follow the exercises; each says which. The objective each exercise serves is
given in brackets. None of the exercises uses the demonstrator.

Exercise 1 (Objective 2, easy). Classify each service into one of the four families, in one
line each: (a) an endpoint returning a turbine’s current power output; (b) a nightly export of a
compressor’s readings to a spreadsheet; (c) a request that returns the optimal start-up sequence
for a boiler; (d) a page that lights red when a tank level exceeds a threshold; (e) a page that lights
red when the tank’s twin has not received a reading for five minutes.

Exercise 2 (Objective 1, easy). A colleague describes a system: “pressure readings from
the pipeline come in over MQTT into a Kafka topic, a job aggregates them into a Postgres table
every minute, a Grafana board shows the table, and a Python script fits a leak model every night.”
Place each named part on the seven blocks, and name the block that is missing.

Exercise 3 (Objective 3, medium). Redraw the system of Exercise 2 — a polling script that
writes a database — as the three-layer model. Say what it lacks at each layer, and which single
addition would give it a state.

Exercise 4 (Objective 1, medium). Write the state document, in JSON, for a lift in an office
building: current floor, direction, door state, load, the last command sent, and whatever derived
fields you think a maintenance service would want. Mark which fields are core and which are
derived, and justify one of each.

Exercise 5 (Objective 3, medium). A twin loses its connection to its physical twin. Write,
as a numbered list, what the manager must do in the first second, the first minute and the first
hour, and what the digital interface must serve at each of those moments.

Exercise 6 (Objective 1, medium). Argue for or against letting a service re-derive a quan-
tity from the recorded data instead of reading it from the state. Give one situation in which
re-deriving is the right call, and say what the state document would have to carry for the two
answers never to disagree.

Exercise 7 (Objective 4, medium). Take one of the five reference models and, without
looking at the comparison table, map its vocabulary onto the seven blocks. Then check against
the table and explain any disagreement — yours or the table’s.

Exercise 8 (Objective 5, medium). For a warehouse’s conveyor line described as “twelve
belt sections, each with a speed sensor and a motor controller, feeding two sorters”, write a Thing-
style schema for one belt section and a full configuration for the line, in the shape of the two
listings in this chapter. Say which sections of the configuration would differ between two lines
in two warehouses.

Exercise 9 (Objective 5, hard). Do Example 3 of the Faded Examples section in full, in-
cluding the last question.

Exercise 10 (Objectives 3 and 4, hard, open-ended). The three-layer model came from a
framework that was measured; the five-dimension model is a diagram. Construct one architec-
tural question about a twin you are designing that the diagram cannot answer and the framework
can, and one that the diagram answers and the framework does not. Say which kind of question
your project has more of.

4.12.1 Solutions and hints

Exercise 1 (solution). (a) State-centric. (b) Data-centric. (c) Function-centric. (d) Alert-and-
monitoring-centric, pointed at the asset. (e) Alert-and-monitoring-centric, pointed at the twin —
the inward half, and the one that tells you whether (a) and (d) can be believed.

Exercise 2 (solution). MQTT and the Kafka topic: data, incoming, and the physical adapter
that receives it. The aggregating job: a function. The Postgres table: data, recorded. The Grafana
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board: a state-centric service — except that there is no state, so it is reading data and calling it
state. The nightly fit: a model, and the script that runs it is a simulator of sorts. Missing: state,
and with it a manager that knows whether the pipeline is bound and shadowing. The board
shows the last row of a table, which is data, not a belief with an age and a phase.

Exercise 3 (hint). The physical interface is the MQTT subscriber; the core is the aggregating
job and the model, with no state between them; the digital interface is Grafana’s query against
the table, which is a consumer reaching past the core into the data. It lacks a state document, a
shadowing function that writes it, a lifecycle field, and a digital adapter of its own. The single
addition: a state document the job writes and Grafana reads, with as_of and a lifecycle field on
it. Everything else follows from having somewhere to put those two fields.

Exercise 4 (hint). Core: floor, direction, door state, load, last command - all reported by
the lift or sent to it, none writable by a service. Derived: trips today, door cycles since service,
an estimate of brake wear, a health score. Justify a core field by asking what would happen if
a service could write it: a dashboard that could set “door closed” would be lying to the person
about to step in. Justify a derived field by asking what happens if it is wrong: a wrong wear
estimate costs a visit, not a life.

Exercise 5 (hint). First second: mark the lifecycle out of sync, stop advancing as_of, keep
the last state. First minute: retry the connection with a bound number of attempts, raise the
inward alert, serve the last state with the phase word on it. First hour: escalate the alert, stop
serving derived fields whose staleness exceeds their horizon, keep serving core fields with their
age. The digital interface never serves a number without its as_of, and never serves a phase
other than the true one.

Exercise 6 (hint). Against, by default: two derivations drift, and the one a person looks at
is the one that lies. For, in one case: a data-centric service answering “what was the average last
week” is supposed to read the recorded data, because that question is about the record and not
about now. For the two never to disagree, the state document would have to carry the recorded
value it was derived from and the time it was derived, so that a re-derivation can be checked
against it rather than argued with.

Exercise 7 (hint). The rows where you and the table are most likely to disagree are State
and Manager, because those are the rows where the conceptual models have dashes. If you put
“virtual entity” against State, ask whether a set of models is a current belief with an age. If you
put “connection” against Manager, ask whether a connection knows whether it is bound.

Exercise 8 (hint). The schema for one belt section has attributes (section number, motor
model) and features (speed, motor status, load). The line’s full configuration has twelve instances
of one class under assets, one compute section, a dt_services section with a state-centric line
board and an alert on any section stopped, and a physical_twin section with twelve controller
addresses and, if the line’s twin is allowed to act, twelve write endpoints. Between two ware-
houses the class is the same and the instance addresses, the calibration and the identity differ -
which is the point of the class.

Exercise 9 (open). Assessed on whether the choice between one twin and two hundred
is argued from the interface-controller lesson and the class-and-instance idea rather than from
taste; on whether the station twin’s state is explicitly composed or aggregated; and on whether
the last question names a specific principle — most good answers name the secured boundary or
the explicit lifecycle — and says why that one goes first.

Exercise 10 (open). A question the framework answers and the diagram cannot: “how
much latency does the shadowing pipeline add per event on this edge node?” A question the
diagram answers and the framework does not: “have we accounted for services as a dimension
of the design, or only as things we will build later?” Most software projects have more of the first
kind; most project proposals have more of the second.
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4.13 Further Reading

The five reference models, first-hand: [123] for the five-dimension model and [124] for
the software platform architecture the same group built on it; [87] for the analysts’ walk
through ISO 23247’s entities and sub-entities, with [125] for the standard applied to use
cases and [38] for how well published manufacturing architectures align with it; [126],
[127], [128] and [129] for the Digital Twin Consortium’s platform stack, its summary, its
glossary and its systems-of-systems interoperability framework; [82] for WLDT; [85] for
the six-dimension model and its interface controller.

Architecture studies: [59] for the systematic mapping of digital-twin software architectures,
their quality attributes and their patterns — the source of the “layered and service-oriented”
finding; [56] for the pattern catalogue; [19] for the Industrial Internet Reference Architec-
ture’s “digital twin core as a middleware” pattern; [60] for the unifying reference model
that maps four vocabularies onto common concepts.

The WLDT and Web of Digital Twins line of work: [115] for the Web of Digital Twins, its
model of properties, relationships and events, its core and augmented state and its life-
cycle; [83] for the edge digital twin and its three parts; [112] for the five-step shadowing
pipeline and the microservice and serverless realisations of it; [122] for the entanglement-
aware lifecycle and the middleware that manages many twins; [81] for the twin’s software
lifecycle set against the physical twin’s phases; [113] for the three layers from a security
viewpoint and metric-based observability; [84] for hierarchical composition and relation-
ship navigability; [135] and [130] for ecosystems of twins across platforms.
Configuration: [119] for the open-source frameworks survey and the Eclipse Ditto work-
flow, with [132] and [55] for a framework built on the Ditto Thing; [133] for the comparison
of digital twin description formats; [134] for DTDL’s twin graph; [114] for the Digital Twin
as a Service chapter - the configuration template, the minimal configuration, classes and
instances, the lifecycle manager — with [46] for the case studies that fill the template in;
[136] for GitOps applied to the twin lifecycle.

The reusable-asset and platform view: [114] again, for assets and composition; [79] for the
twin as an assembly of services built up from models and data, and [30] for the advanced
services — what-if, fault diagnosis, predictive maintenance, reconfiguration; [116] fora DT
Manager administering FMU models; [117] and [118] for co-simulation and its standard
interface; [121] for the twin-as-a-service platform survey and its view of monitoring twin
instances; [49] for a survey that places WLDT and Ditto among the platforms.

Consulted but not drawn on: [131] for the Asset Administration Shell as a hierarchy of sub-
models, which belongs to the standards chapter; [77] for how data reaches a twin, which
belongs to the data chapters; [53] for the greenhouse exemplar’s architecture, cited once
above as the rig’s closest relative; [34] for the evolution of twins and their models over
time, which the credibility chapter needs more than this one does.
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Chapter 5

Data for Digital Twins

5.1 Before You Start

What you are assumed to know. You write software for a living, you are comfortable with
HTTP APIs, JSON, a time-series or relational database, and reading Python you did not write,
and you have read the previous four chapters. From Chapter 2 you have the plant rig’s four
low-level protocols - the I2C chain of sensors behind a multiplexer, the MODBUS bus that reads
registers and writes coils, the InfluxDB point of measurement, tags, fields and timestamp, and
the REST API on port 8099 whose sensing endpoints take a since_timestamp parameter. From
Chapter 3 you have the two-question test and the staleness row of the shadow-versus-twin table:
a shadow shows an old number, a twin acts on one and needs a bound. From Chapter 4 you have
the seven building blocks, in particular the data block and the sentence that data is not state;
the physical adapter that speaks the hardware’s protocols; the shadowing pipeline whose first
step is normalise; and the as_of field that says how old the state’s belief is. Each is recalled in a
clause where it is used.

What you are not assumed to know. Signal processing beyond arithmetic: the one theo-
rem this chapter needs is stated in a single line, and the mathematics appendix at the end of the
book has the argument. Any streaming, serialisation or time-series product: a few are named,
only where a published system used them, and none is recommended. Any industrial standard:
two protocols are introduced for what they do, and the standards chapter takes up the rest.

What this chapter covers. Chapter 4 named data as one of seven blocks and said that
data is not state. This chapter is about that block: how a number gets from a sensor into the
store the twin reads, and what is lost, gained and decided on the way. It reads the twinning
loop as data and names the tuple the physical adapter produces; it sorts twin data three ways;
it derives a sampling interval from a decision and shows what goes wrong when the interval is
chosen from the datasheet instead; it reads a sensor’s datasheet for the six numbers that change
a design; it puts four timestamps on one path and two clocks behind them; it asks five things
of any transport, names the protocols and shows one stream of readings as each carries it; it
encodes one reading six ways and counts the bytes; it sorts a twin’s functions by what they do
and builds the ingestion pipeline as five of them; it places stream processing on a continuum
from edge to cloud; it lays the same readings out as rows, columns, a time-series point, an object
and a metadata record, and sizes the volume; it gives quality its own field; it ends with a choosing
table, the rig’s own data path, and three faded examples.

What this chapter deliberately does not cover. The downward leg of the loop - com-
mands to the physical twin and the command path that guards them - beyond noting where
it joins. State estimation, and every check that needs the model to say what a reading should
have been, including the stuck sensor: those belong to the state and estimator chapter. How a
model is built or kept current: the models chapter. Whether the twin deserves to be believed:
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the credibility chapter, which will inherit this chapter’s limitations paragraph.
Learning objectives. By the end of this chapter you will be able to:

1. Read a sensor’s datasheet for the six numbers that change a design, and decide whether
a measurement can support a stated decision.

2. Derive a sampling interval from a decision, and design the aliasing check that tests it.

3. Evaluate any transport against the five properties a twin needs, and place HTTP, Message
Queuing Telemetry Transport (MQTT), Open Platform Communications Unified Archi-
tecture (OPC UA), MODBUS and Kafka against them.

4. Carry event time and ingest time through a pipeline, size clock error against the sampling
interval, and compute twinning rate and age of twin.

5. Choose an encoding for a value in flight and a store and layout for data at rest, and say
what each preserves and loses.

6. Sort a twin’s functions by what they do, write the functions of an ingestion pipeline as
testable, versioned units, and place each on the adapter or the core.

7. Design a time-series schema, a retention policy, a cold-path layout and a metadata record,
and size the volume before it is a problem.

Every section that follows serves at least one of those seven, and the exercises at the end say
which.

5.2 The Twinning Loop, Read as Data

Chapter 3 drew the twin as a control loop: readings go up from the physical twin, commands
come down to it. Chapter 4 opened the digital object and put a state at its centre. This chapter is
the upward leg, from the sensor to the store, and it ends where Chapter 4’s state begins. Figure 5.1
draws the loop with the upward leg labelled by the stations this chapter visits.

Take an offshore wind turbine as the generic instance for this section and most of the chapter.
Its nacelle carries a few hundred sensors - bearing temperatures, generator speed, tower accel-
erations, wind speed and direction — wired into a controller that the turbine’s maker designed
for the turbine’s own control, not for you. A twin of that turbine begins where a reading leaves
that controller.

The physical adapter of Chapter 4 speaks whatever the hardware speaks. What it produces,
whatever it spoke, is one thing: a tuple of six fields - binding, quantity, value, unit, event time
and quality — and the Transports section fixes that tuple as the adapter’s output contract once
the transports that feed it have been named. Until then, hold one sentence: the adapter’s whole
output is a stream of tuples, and every section of this chapter is about one of the six fields or
about the stream they form.

5.2.1 Why the adapter is a quarter of the engineering

In a project plan the adapter is one line, estimated as “read the API”, and in the delivered system
it is a quarter of the engineering. Three reasons, each of which the rest of the chapter unpacks.

The physical twin was not designed for you. The turbine’s controller exposes what its
maker needed for control, in the units, rates and naming its maker chose, over the protocol its
maker’s suppliers used. A register holding the bearing temperature in tenths of a degree, as a
sixteen-bit integer, big-endian, refreshed every second, is a normal thing to be handed. Every
one of those facts has to be discovered, written down as a binding, and applied exactly once.
The middleware literature treats this heterogeneity as the problem middleware exists to absorb:
twins, like the Internet of Things (IoT) before them, encompass heterogeneous devices, software
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Figure 5.1: The twinning loop read as data. Readings climb the right-hand side from the physical
twin through the adapter’s tuple and the functions into the store and the state; commands come
back down the left through a command path a later chapter owns. This chapter is the upward
leg.

components, communication protocols and legacy applications, and middleware’s traditional
job is to hide that behind standardised interfaces [137]. In a twin that job lands on the adapter.

Every failure in the physical world arrives through this component. A sensor fails, a
cable is cut, a gateway reboots with the wrong time, a firmware update changes a scale factor.
None of those events announces itself. Each arrives at the adapter as a tuple that looks wrong, or
as the absence of a tuple that was due. The adapter is the only component positioned to notice,
and the Quality section is about giving it the vocabulary to say what it noticed.

Every number the credibility argument will rest on is a tuple it produced. When the
credibility chapter asks whether the twin’s model is good enough to act on, the evidence is a
comparison between what the model predicted and what the sensors reported. If the sensors’
readings were mis-scaled, mis-timed or silently filled in, the comparison is meaningless and
nothing downstream can tell. A large part of whether a twin deserves to be believed is settled in
the adapter, before any model runs.

5.3 A Vocabulary for Twin Data

Chapter 4 sorted the data block into incoming, recorded and configuration. That sorting is by
where data sits. This section adds two more - by where it came from and by how quickly it must
be used - and a third that runs across an asset’s life. Table 5.1 puts the three side by side.

5.3.1 By origin

Sensed data came from a sensor through the adapter: a tuple with a binding to something phys-
ical. Simulated data came from a model run by a simulator: the same shape of tuple, with a
binding to a model version rather than to a sensor. Derived data was computed by a function
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from sensed or simulated data: a residual, a rolling mean, an efficiency. Configuration data
is what the twin was told about itself and its asset: bindings, calibration constants, thresholds,
firmware versions.

Derived data is the category people forget to store, on the argument that it can be recomputed.
It cannot, once the function that derived it has changed. A residual computed by last year’s
threshold is a different number from one computed by this year’s, and if only the sensed data
was kept, the record of what the twin believed at the time — and therefore of what it did, and
why - is gone. Store derived data, and store beside it the version of the function that made it.
The Functions section returns to the versioning; here the point is the storing.

5.3.2 By timeliness

Assign every service to one of three paths by how quickly it needs its data. The hot path is
for answers within seconds or less — an alarm on a vibration threshold, a command-path check.
The warm path is for answers within minutes — a residual recomputed per check interval, a
dashboard that refreshes. The cold path is for answers within hours to months - a fatigue sum-
mary, a recalibration, a report. The names come from the data-analytics reference architectures
that the manufacturing-twin literature reviews, one of which defines three paths for data after
ingestion: a hot path for near-real-time insight through stream analytics, a warm path for more
detailed processing at larger delay, and a cold path for batch processing at longer intervals [138].

Assigning each service to a path fixes three other decisions at once - the protocol that carries
its data, where it runs, and which store it reads — which is why the path is the first thing to decide
and the last to change. A hot-path alarm cannot wait for a nightly file; a cold-path report should
not be reading a message broker. The How to Choose section is built on this observation, and
the table there is organised by path.

5.3.3 By lifecycle

An asset has a life - design, manufacture, operation, retirement — and data about it is produced
in every phase by different tools that never meet. The digital thread is the name for the link-
age of one asset’s data across those phases. In the Digital Twin Consortium’s definition it is the
means by which information about an asset is tied together along several axes of its virtual rep-
resentation - time and lifecycle stage among them, with the design intent counted as a stage
[129]; an accessible overview puts the same idea as a twin being both a shadow of its physical
twin’s present state and a thread recording its evolution over time, which applications can scan
and draw meaning from [17]. For a software engineer the thread is a habit more than a tech-
nology: record, on every row the twin stores, which firmware produced the reading and which
model version produced the prediction, so that a number from March can still be interpreted in
November after both have changed.
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Table 5.1: Three sortings of twin data. Chapter 4’s incoming, recorded and configuration sorting
is by where data sits; these three are by where it came from, how fast it is needed, and which
phase of the asset’s life produced it.

Sorting Classes What it decides Turbine instance
By origin sensed, simulated, what must be stored, a bearing temperature; a
derived, configuration and with which version  predicted temperature;

their residual; the
bearing’s alarm

threshold

By hot, warm, cold protocol, placement, vibration alarm;

timeliness store per-check residual;
monthly fatigue
summary

By lifecycle  design, manufacture, which firmware and the blade’s design loads;

operation, retirement model version a row was its factory inspection; its
produced under operating history; its

decommissioning record

Read Table 5.1 across its last column: one bearing temperature appears in all three rows, as a
sensed reading, as a hot-path alarm input and as a row stamped with a firmware version, and the
three sortings are three questions asked of the same tuple rather than three kinds of data. None
of the three is state: the Functions section says what turns data into state, and why nothing in
this chapter does.

5.4 Sampling: From Physical Quantity to Number

A sensor reports a continuous quantity; the twin stores a sequence of numbers. Between the two
sit two decisions that are usually made by default and should be made on purpose: how often
to read, and how finely to round. This section makes both, and then shows the failure that the
default reading interval produces.

5.4.1 Five steps from a decision to an interval

The sampling interval is derived from the decision, not chosen from the datasheet. Five steps:

1. Name the decision and how long it may take. For the turbine: “take the turbine out
of service before a bearing fails”, and the decision may take a day, because a vessel has to
be scheduled.

2. Name the physical event that matters to the decision, and how long it takes to
become visible in the quantity you measure. A bearing that is failing runs hot over
days to weeks before it fails; its temperature climbs over hours.

3. Sample several times across that event. If the temperature climbs over hours, areading
every ten minutes sees the climb as a curve rather than as one surprising number. Several
means at least a handful; the appendix says how many, and why.

4. Check the ceiling. The sensor’s own response time and maximum sample rate, the bus
that carries the reading, and the power budget of a battery-fed gateway all set a rate above
which more readings cost more and tell no more.
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5. Check the floor. The decision’s latency sets a rate below which the twin learns too late.
A day’s decision latency with a ten-minute reading is comfortable; a ten-minute reading
against a decision that must be made within a minute is not.

Write the interval as T, and the rate as f; = 1/T,. For the bearing, T, = 600 seconds.
Now change the decision. “Shut the turbine down within a second if the tower’s acceleration
exceeds its design load” names a physical event — a gust, a resonance - that becomes visible in
milliseconds, and step three then asks for readings a few milliseconds apart: T, in the hundreds
of microseconds, f, in the kilohertz. Same turbine, two quantities, two decisions, intervals four
orders of magnitude apart. The interval belongs to the decision, and a twin that reads everything
at one rate has made one of the two decisions wrong.

5.4.2 Aliasing: fast behaviour appearing as slow behaviour

The failure that step three guards against has a name. Aliasing is fast behaviour appearing as
slow behaviour when the quantity is sampled more slowly than it changes. The record then
contains a rhythm that does not exist, and nothing in the record says so.

One worked instance. A building’s ventilation fan cycles on and off on a timer, one full cycle
every 594 seconds - a “ten-minute” cycle that is in fact nine minutes and fifty-four seconds.
The room’s temperature follows it with a small ripple. The building twin samples the room
temperature every 600 seconds, because ten minutes seemed reasonable for a room. Each sample
lands six seconds later in the fan’s cycle than the one before, so the samples walk slowly round
the cycle, and the record shows a smooth, slow oscillation whose period is the time it takes six
seconds per sample to add up to one full cycle:

fumm Lo L6 1
alias = 594~ 600 ~ 356,400 59,400

per second, a period of 59,400 seconds - sixteen and a half hours. Figure 5.2 draws it. Panel
(a) is one hour of the true signal with the six samples marked on it; panel (b) is a day of the
samples alone, a clean phantom rhythm that a colleague will explain as “the building warming
through the afternoon and cooling at night” and a model will be fitted to.

The empirical check costs an afternoon and is worth it for every quantity a twin samples.
Sample the quantity much faster than you intend to, once — every second, for a day. Then deci-
mate: keep every six-hundredth reading, which is what your intended interval would have seen.
Compare the decimated record with the fast one. If the decimated record contains a rhythm the
fast one does not, you have found an alias, and the fix is to sample faster, or to average the fast
readings over each interval rather than pick one, or to move the sampling instant so that it does
not beat against a known cycle. The rule the check is testing is the one theorem this chapter
states, and it fits on a line: a sampled record represents the quantity faithfully only when the
sampling rate exceeds twice the fastest rate at which the quantity changes, f; > 2f ... The
mathematics appendix has the argument and the reason “several times across the event” in step
three is the practical form of it.

5.4.3 Quantisation: the ten-bit calculation

The second decision is how finely to round. An analogue-to-digital converter reports one of a
finite set of counts, and the quantisation step q is the size of one count in the quantity’s own
unit. Work it for a ten-bit converter reading a temperature sensor that outputs ten millivolts per
degree, powered from a 3.3 V reference. Ten bits give 2!° = 1024 counts across the reference, so
one count is
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(a) a 594 s cycle sampled every 600 s, one hour
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(b) the same samples over a day: a phantom 16.5 h rhythm

Figure 5.2: Aliasing. In (a) a room temperature that follows a fan’s 594-second cycle is sampled
every 600 seconds; in (b) the samples alone, over a day, draw a slow wave with a period of sixteen
and a half hours that the room never had. Nothing in the record of (b) says it is a phantom.

3.3

volts. At ten millivolts per degree that is 0.00322/0.010 = 0.322 degrees per count. The
converter rounds to the nearest count, so the worst-case rounding error is half a count:

eq =q/2=0.16 (5.1)

degrees. Equation 5.1 is the floor under every later use of this reading: a residual of a tenth
of a degree from this sensor is inside the rounding and means nothing, and a compression that
promises to reconstruct the value within a tenth of a degree is promising more precision than
the reading ever had. The Storage section uses that second fact. Note also which number the
calculation did not use: the sensor’s accuracy, which the Sensors section defines. Quantisation
is the converter’s error; accuracy is the sensor’s; the two add, and a reading’s honest uncertainty
is never smaller than the larger of them.

5.4.4 Sampled versus event-driven acquisition

Everything so far has been sampled acquisition: read the quantity at a fixed interval, whether
or not it changed. Its alternative is event-driven acquisition: emit a tuple when something
happens - a breaker trips, a door opens, a dose is delivered, a value crosses a threshold. Events
carry information that sampling misses (the breaker tripped at 06:10:14, not “sometime in the
ten minutes before 06:20”) and they carry nothing when nothing happens, which is efficient and
dangerous. Silence from an event-driven source means either that nothing happened or that the
source is dead, and the two are indistinguishable from the record. The resolution is a heartbeat:
a periodic tuple that says “nothing happened, and I am alive”. With it, silence has a meaning;
without it, a dead sensor and a quiet day are the same record.

The sentence to carry: sample the state, capture the events, align them on time. Quantities
that describe a condition - temperatures, pressures, levels — are sampled. Things that happen -
trips, doses, commands, alarms — are captured as events. And both are placed on one timeline
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by their event time, which is the Time section’s subject. First, though, the sensor that produced
the sample, and what its maker actually promised about it.

5.5 Sensors: What You Are Actually Given

A sensor is a model of the world that somebody else built and documented. A capacitive soil
probe measures capacitance; the datasheet claims a relationship between that capacitance and
the water content of the soil around it, and the claim holds under the conditions the datasheet
states and nowhere else. A bearing’s temperature sensor measures the temperature of a small
metal bead pressed against the bearing housing, and the datasheet claims a relationship between
that bead and the bearing. Everything the twin will ever know about the physical twin arrives
through such claims, and reading them is the skill this section teaches.

5.5.1 Sixnumbers

A datasheet is long. Six numbers on it change a design, and Table 5.2 names what each one
changes. Two of them, resolution and maximum sample rate, the Sampling section has already
leaned on; the other four are new here.

Table 5.2: The six datasheet numbers that change a design, and what each changes. Range and
resolution are about what can be reported; accuracy and drift about how far to trust it; response
time and sample rate about how fast it can be asked.

Number What it says What it changes downstream
Range the smallest and largest values the  the out-of-range quality state;
sensor reports whether a fault can be seen at all
Resolution the smallest change the sensor can  the quantisation step; how many
report digits to store; the floor on any
threshold
Accuracy how far a report may be from the how small a residual can mean
truth, under stated conditions anything; the error bound a
compression may use
Drift how accuracy degrades with time the recalibration interval; whether a

Response time

Maximum
sample rate

or temperature

how long the report takes to follow
a change in the quantity

how often the sensor can be read

slow trend is the asset or the sensor

the ceiling on useful sampling rate;
the lag the model must expect

the ceiling on the sampling
interval; the bus load

A published fermentation twin shows what the numbers look like when they are written

down: its sampling chamber’s sensor array has an optical dissolved-oxygen sensor with a range
of 0 to 100 mg/L and an accuracy of plus or minus 0.05 mg/L, and an industrial pH sensor with
a range of 0 to 14 and an accuracy of plus or minus 0.002 pH with temperature compensation,
beside conductivity, temperature and pressure sensors and an electronic hydrometer for density
[139]. Read those two accuracies against the decisions they serve. A brewer deciding whether
a fermentation has stalled needs to see a change of a few tenths of a pH unit over hours; an
accuracy of two thousandths is a hundred times better than the decision needs, and the design
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question becomes whether the sensor’s drift over a three-week fermentation stays inside that
margin. The same paper notes that the manual practice it replaces was a master brewer drawing
samples by hand for gravity, dissolved oxygen, pH and conductivity - which is the decision the
sensors were bought to improve, and the number to read the datasheet against.

Calibration is the number the datasheet cannot give, because it is a date rather than a figure,
and it is the cost most often skipped. It does not stay skipped: a twin fed with real-time sensor
data is fed with data affected by environmental factors, wear and calibration issues, which show
up as data loss, noise and inconsistencies [140]. A sensor whose calibration has drifted reports a
trend that the asset does not have, and the Quality section’s uncertain state is the only honest
thing the adapter can attach to it until somebody recalibrates.

5.5.2 Resolution is not accuracy

Resolution and accuracy are the most commonly confused pair on the table, and the confusion
runs one way. Resolution is how finely a sensor can report; accuracy is how far the report may
be from the truth. A reading of 21.437 degrees from a sensor accurate to half a degree has four
digits, two of which are decoration. Nothing in the tuple says so. The value arrives with three
decimal places because the analogue-to- digital converter had that many bits, and a dashboard
shows them because they are there, and a colleague reads “21.437” as a claim about the world
when the honest claim is “somewhere between 20.9 and 21.9”.

Two consequences for the twin. Store the value at the sensor’s resolution and no finer - extra
digits cost storage and invite false precision. And never set a threshold, an alarm or a residual
test finer than the accuracy: a rule that fires when the residual exceeds a tenth of a degree, on a
sensor accurate to half a degree, fires on the sensor and not on the asset.

5.6 Time: Four Timestamps and Two Clocks

A tuple carries an event time. Where that time came from, how it is written, and how far it
may be trusted decide whether two readings can be compared at all. This section sits before the
Transports section because the five properties a twin asks of a transport presuppose that event
time exists and is preserved.

5.6.1 Four stations on one path

Follow one bearing temperature from the sensor to the twin’s store, and count the places a clock
is read. Figure 5.3 draws them.

The sensor read is when the quantity was measured, by the sensor’s own clock if it has one,
or by the gateway’s when it polled. The gateway record is when the gateway wrote the reading
into its local log or message queue; between the first and the second lie the bus and the gateway’s
firmware. The transport stamps are when the message was sent and when it was received by a
broker or server; between the second and the third lie a queue, a radio and a network. The ingest
time is when the twin’s adapter turned the message into a tuple and wrote it; between the third
and the fourth lie the broker and the twin’s own load. Each gap has a different cause, and each
has a different owner: the sensor’s maker, the gateway’s integrator, the network’s operator, the
twin’s developer. When a reading arrives late, the first question is which gap grew, and a path
that recorded all four stamps can answer it. A path that recorded only the last cannot.
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Figure 5.3: Four stations on one reading’s path, each with a clock and each gap with a different
cause and owner. The tuple keeps the first and the adapter records the last; their difference is
the time discrepancy.

5.6.2 Event time, ingest time, and the difference between them

Of the four, two must survive into the tuple and the store. The rule: the tuple carries the event
time ¢, the adapter records the ingest time ¢;, and their difference is not an error to be hidden
but a measurement to be kept, because it is the one number that says how far behind the physical
twin the digital one is running. Write it as

and call it the time discrepancy. Equation 5.2 has been studied in its own right for twins:
the coupling between a twin and its physical counterpart is subject to time delays and synchro-
nisation errors, timeliness can be critical when a twin must warn a physical system of an ob-
stacle or when delay threatens a control loop’s stability, and one line of work brokers external
data into a running co-simulation in real time precisely to manage that delay [141]. It is also
an incident indicator: a study that subjected a twin to denial of service, packet loss with jitter,
replay, out-of-order delivery and node failure found that each left measurable deviations in the
twin’s operational metrics — timeliness, reliability, availability and consistency — and proposes
metric-based observability as a lightweight way to detect that something is wrong [113]. A time
discrepancy that grows is the first of those metrics to move, and it costs one subtraction.

The failure the rule prevents is the adapter stamping each tuple with the time it arrived and
calling that the event time. On a quiet network the two are seconds apart and nobody notices.
When the gateway buffers an hour of readings through a link outage and replays them, every
reading in that hour carries the same minute, the record shows the bearing’s temperature leaping
and freezing, and the estimator of Chapter 7 fits a model to the network outage.

5.6.3 The four timestamp questions

Every timestamp a twin stores should be able to answer four questions.

Whose clock? The sensor’s, the gateway’s, the broker’s or the twin’s. Two timestamps from
two clocks can be compared only if the clocks agree, and the next subsection is about how much
they must.
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What offset? A time written without its zone is a time written in somebody’s local con-
vention. Store every timestamp in Coordinated Universal Time (UTC), and let the dashboard
convert. A twin that stores local time loses an hour every autumn and gains one every spring,
and the gap and the duplicate it produces are indistinguishable from a sensor fault.

What resolution? A timestamp to the second cannot order two readings taken a millisec-
ond apart. Store event times at the resolution the sampling interval needs — milliseconds for a
kilohertz stream, seconds for a ten-minute one - and no coarser.

Start or end of interval? A ten-minute average stamped 06:10 either describes 06:00 to
06:10 or 06:10 to 06:20, and the two conventions are both in use. Decide once, write it in the
binding, and never let a downstream function guess.

5.6.4 Clock error as a fraction of the sampling interval

Clock error matters as a fraction of the sampling interval. Write the error between two clocks
as € and the sampling interval as T; the quantity to look at is ¢/T,. Work it twice, with opposite
answers.

A gateway clock one second wrong, against a bearing temperature read every ten minutes:
e/ T, = 1/600, under two tenths of a per cent of the interval. The reading is placed a second from
where it belongs on a curve that changes over hours. Noise. Network time synchronisation,
which holds a clock within tens of milliseconds over an ordinary network, is more than this
reading needs.

The same one second, against a tower acceleration sampled at two kilohertz: T, = 0.0005
seconds, so €/T; = 2000. Two thousand samples are in the wrong place. An analysis that com-
pares two accelerometers on the tower to find the direction of a vibration is comparing samples
a second apart and calling them simultaneous, and the direction it finds is fiction. This stream
needs a clock disciplined to microseconds - precision time protocols over a wired network, or
a satellite time reference at the gateway — and the decision to buy that is made here, from this
ratio, not from the sensor’s datasheet.

One special case of clock error is not a fraction at all. A gateway that reboots without a
battery-backed clock starts at some epoch - the year 1970, or the firmware’s build date — and
stamps every reading with an impossible time until it synchronises. Those tuples must be re-
jected, not corrected: a reading stamped 1970 cannot be placed, and guessing where it belongs
is inventing data. The validate function of the Functions section owns that rejection, and the
Quality section gives it a state to attach.

5.6.5 Twinning rate, age of twin, time discrepancy

Three numbers, computed per binding, say how well the upward leg is working. The twinning
rate R is how often the twin’s state is updated from the physical twin - distinct from the sen-
sor’s sampling rate, which may be higher, with the gateway averaging, or lower, with the adapter
interpolating. The manufacturing literature defines it as the synchronisation rate between phys-
ical and virtual entity and notes that most published twins did not distinguish it from the data
sampling frequency [91]; the platform literature normalises it to an interval where zero means
no synchronisation and one means real-time, and observes that a low rate leads to an outdated
state [121]. Compute it as updates per unit time for each binding, R = n/T, and alarm when it
falls.

The age of twin A is the time that has elapsed since the newest reading the state rests on:

A=ty —te (5.3)
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where ¢, is the event time of that newest reading. The platform survey defines age of twin
as the time elapsed since the twin last received an update from its physical counterpart, the
temporal freshness of the twin [121]; Equation 5.3 uses event time rather than arrival time so
that a replayed backlog does not make a stale twin look fresh. This is the best single health
number a twin has. It says, in one figure, whether the twin is shadowing at all (A grows without
bound when the link is down), whether it is keeping up (A stays near T, when it is), and whether
a command may be issued (Chapter 3’s staleness bound is a bound on A). It is what Chapter 4’s
as_of field exists to make computable: as_of is t, for the state, and A is now minus that. Every
state-centric service should show it, and the lifecycle field should fall to out of sync when it
exceeds a bound the configuration names.

The time discrepancy D, from Equation 5.2, is the third, and the one whose growth points
at a gap on the path rather than at the asset. Together the three answer “is the twin current?”,
“how current?” and “if not, whose fault?” — and all three are computable from the tuple’s event
time and the adapter’s clock, which is the whole argument for carrying both.

5.7 Moving the Data: What a Twin Needs from a Transport

A reading exists first as a voltage, then as a register, then as a message, then as a tuple. This
section is about the middle two steps: how a value travels, and what a twin must be able to ask
of whatever carries it.

5.7.1 Two layers and a gateway

Transports come in two layers, and Figure 5.4 puts a gateway between them.

The device layer is the buses Chapter 2 introduced and a few more of their kind: the Inter-
Integrated Circuit bus (I2C) and the Serial Peripheral Interface (SPI) over centimetres on a board;
MODBUS over RS-485 and the Controller Area Network (CAN) over tens of metres in a cabinet
or a vehicle; the 4-20 mA current loop, in which a sensor signals a value as a current between
four and twenty milliamps down a two-wire pair, so that zero current means a broken wire rather
than a zero reading. These carry volts, registers and coils. They have no names for quantities,
no units and no timestamps; what they carry is a number at an address.

The system layer is where the twin’s software lives: messages over a network, each with a
name, a unit if the sender attached one, and a time. HTTP, MQTT, OPC UA and a durable log
such as Kafka live here.

Between them sits the gateway: Chapter 2’s Raspberry Pi, a programmable logic controller
(PLC)in a cabinet, an industrial edge box. It polls the device layer, turns a register into a number,
attaches a name and a time, and emits a message. A gateway is where a register becomes a
number and a number becomes a message; the twin’s adapter is where a message becomes a
tuple. Which of those two does the scaling and the unit is a decision, and the section’s last
subsection makes it.

5.7.2 Poll versus subscribe, and the question that outranks both

Every system-layer transport is either polled - the twin asks, the source answers - or subscribed
— the twin registers an interest and the source, or a broker on its behalf, pushes. Table 5.3 con-
trasts them.
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The twin’s physical adapter ]

Ta message becomes a tuple

System layer: messages with names, units and times
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Figure 5.4: Two layers of transport. The device layer carries volts and registers over short buses;
the system layer carries messages with names, units and times; the gateway is where one be-
comes the other, and the twin’s adapter reads the system layer.

Table 5.3: Poll versus subscribe. Neither is better; the row that decides between them for a twin
is the last one, and the question below outranks both.

Poll

Subscribe

Who initiates

Timing of a
reading

Cost when
nothing changes

Cost when much
changes

Connection state

Fan-out to many
consumers

the twin

when the twin asks

arequest and an empty answer

readings missed between polls

known at every request

each polls the source

the source or a broker

when the source publishes
nothing

a burst the twin must absorb
known only through keep-alives or

a broker’s notice

the broker fans out
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Poll

Subscribe

What a gap looks

like

a poll that failed, visible to the twin

messages that never arrived,
invisible unless numbered

Resumability — can I ask you for what I missed - is the question that outranks the choice
between the two. A transport that can answer it turns a dropped connection into a delay; one
that cannot turns it into a gap that nothing downstream can fill. A polled source with a history
parameter — give me everything since this time - is resumable. A subscribed feed whose broker
keeps a log and lets a subscriber resume from where it left off is resumable. A subscribed feed
whose broker delivers each message once, to whoever is connected, and forgets it, is not, however
low its latency. Ask this question of every transport before asking any other.

5.7.3 Five properties a twin needs

Chapter 3’s obligations arrive at the transport as five properties, each of which has a victim when
it is missing. Table 5.4 names them.

Table 5.4: Five properties a twin needs from any transport, and the component that breaks when
each is missing. The five are the transport-side form of Chapter 3’s staleness, fail-safe and con-
currency obligations.

Property The question Who breaks without it
Event time does the message carry when the the estimator, which fits a model to
preserved reading was taken, not when it was  arrival times

Connection state
observable

Gap survivable

Ordering
knowable

Deduplication
possible

sent?

can the twin tell a live source that is
quiet from a dead one?

after an outage, can the twin
recover what it missed?

can the twin tell whether two
messages arrived in the order they
happened?

if a message is delivered twice, can
the twin tell?

the monitoring service, for which a
lost link looks like a quiet day

the record, which has holes nobody
can see

the shadowing function, when a
correction arrives before the
reading it corrects

every aggregate, which counts a
retried reading twice

Score a transport by counting the properties it gives you for free, then by counting the ones

you can add above it — a sequence number in the payload adds ordering and deduplication to
anything - and reject the ones where a property cannot be added at all. The scores are worked
for the rig in the demonstrator section and for a turbine in the faded examples.

5.7.4 Protocols

With the questions settled, the protocols. One paragraph each on what a protocol is for, in the
order a reading meets them from the device upward, and beside each a sample of the same data
as that protocol carries it; the How to Choose section ranks them by path, not here. The data is a
stream of bearing temperatures from the turbine, read every ten minutes, written here as JSON
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with its timestamps - the stream the Encodings section will re-encode and the Storage section
will store:

{"binding": "wt07/gen-bearing/temp", "event_time": "2026-06-09T06:00:00Z",
"value": 61.1, "unit": "degC", "quality": "good"}

{"binding": "wt07/gen-bearing/temp", "event_time": "2026-06-09T06:10:00Z",
"value": 61.2, "unit": "degC", "quality": "good"}

{"binding": "wt07/gen-bearing/temp", "event_time": "2026-06-09T06:20:00Z",
"value": 61.4, "unit": "degC", "quality": "good"}

One object per reading, shown here over two lines each, with the tuple’s fields as keys; the
quantity is folded into the binding’s name, which is a convention the binding records. Each
protocol below carries these readings differently, and what differs between them is exactly the
five properties of Table 5.4.

HTTP is for polling, and Chapter 2 has already used it. It is a request/response protocol that
addresses resources by a Uniform Resource Identifier (URI), text-based, with no fixed header or
payload size [80]. Its resumability is entirely in the API’s hands: a sensing endpoint that accepts
a history parameter - readings since a given time — makes polling resumable and gives the twin
ordering and deduplication through the timestamps it returns; one that returns only the latest
value gives none of the five. The turbine’s controller, if it offers such an endpoint, is asked for
the stream like this:

GET /turbines/wt07/sensing/gen-bearing/temp?since=2026-06-09T05:50:00Z
Host: scada.windfarm.example
Accept: application/json

and answers with a JSON array of the readings since that time - the three objects above,
inside [ and ], newest first or oldest first as the API documents. The since parameter is the
whole of the resumability; without it the same endpoint returns one object and the twin learns
nothing about what it missed. HTTP’s cost is the request itself, paid whether or not anything
changed, and its virtue is that every request reveals the connection state.

MQTT is for brokered telemetry. It is a publish/subscribe transport standardised by the
Organization for the Advancement of Structured Information Standards (OASIS) and by ISO,
designed to minimise network bandwidth and device resource requirements: a publisher sends a
message on a named topic, a broker relays it to every subscriber of that topic, and the fixed header
is two bytes [80, 142]. Brokers differ in the features they support — three quality-of-service levels,
a retain flag that keeps the last message on a topic for late subscribers, persistent sessions, and
a last will and testament published by the broker when a client disappears [142]. One reading,
published:

topic: fleet/wt07/gen-bearing/temp

gos: 1 retain: false

payload: {"seq": 4127, "event_time": "2026-06-09T06:10:00Z",
"value": 61.2, "unit": "degC", "quality": "good"}

The binding has moved into the topic name, and one field has appeared that the stream did
not have: seq. Bare MQTT gives a twin little of the five - no event time unless the payload
carries one, connection state only through the will message, no gap recovery, no ordering or
deduplication across a reconnect — and the industrial conventions layered on it add those back
in the payload: a sequence number so a gap and a duplicate are visible, a timestamp so event time
survives, a will message registered at connection so the broker announces a client that vanished.
Read against the table: connection state, ordering and deduplication, added by convention on
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top of a transport that had none of them, and every one of those conventions is the publisher’s
promise rather than the protocol’s.

MODBUS is the register-based poll/response protocol of legacy PLCs, recalled from Chapter
2 and belonging to the device layer. A security survey characterises it in a line: a legacy indus-
trial protocol that works on request/reply messages and has no inherent encryption [143]; the
predictive-maintenance review finds it among the protocols the twins it surveyed used to reach
equipment [25]. The same reading, as the gateway polls it from the turbine’s controller — the
request and reply with the bus’s own address and checksum bytes left off:

request: 03 00 2A 00 01 read holding registers, address 42, count 1
reply: 03 02 02 64 function 3, two bytes follow: 0x0264 = 612

Two bytes carry the value, and nothing carries anything else. That 612 is tenths of a de-
gree Celsius, that register 42 is the generator-side bearing of turbine 7, that the reply arrived at
06:10:00 by the gateway’s clock and that the reading is believed good - every field of the tuple
but the value - exists only in the binding and in the gateway that applies it. So every one of the
five properties has to be supplied by whoever polls it, and that is the gateway’s job: poll, stamp
with its own clock, name the register from the binding, and publish upstream with a sequence
number.

OPC UA is the protocol that carries an information model as well as values. It is based
on two communication models, client/server and publish/subscribe, and provides a semanti-
cally enriched information model to represent data and its meaning [144]; a client browses a
server’s address space to discover variables and the information attached to them [145]; generic
device models can be instantiated for particular devices, and both a publish/subscribe pattern
and a request/response pattern are supported on the same address space [91]. It standardises
manufacturer-independent data exchange between physical objects in industrial environments
[25] and stands as the reference standard for machine interoperability: the interoperability liter-
ature treats it as one of the main standards that other descriptions are mapped onto [144]. The
same reading as an OPC UA data value, in the shape of its JSON encoding and simplified:

{"NodeId": "ns=2;s=WT07.GenBearing.Temp",
"Value": {"Type": "Double", "Body": 61.2},
"SourceTimestamp": "2026-06-09T06:10:00Z",
"ServerTimestamp": "2026-06-09T06:10:00.412Z",
"StatusCode": "Good"}

Two timestamps, not one: the source’s and the server’s, which are the Time section’s sensor
read and gateway record carried by the protocol itself rather than by a convention. A status code
that maps onto the tuple’s quality. And no unit in the message, because the engineering unit is
a property of the node in the address space, read once when the binding is discovered. For the
twin that address space is the difference from MODBUS: a reading arrives with its name, its unit
and its timestamp attached, so event time is preserved and the binding can be discovered rather
than typed.

Kafka is a durable, replayable log behind the gateway, and not a device protocol. In the
publish/subscribe evaluation that compares it with brokers, the broker does the heavy lifting;
Kafka’s subscribers read partitions in order, each message carrying an offset that marks its po-
sition, so a subscriber that disconnects and reconnects continues from the last message it read,
and many consumer groups can read the same topic at once [146]. The same reading as a record
in the log:

topic: fleet.readings partition: 7 offset: 88213417
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key: wt07/gen-bearing/temp
timestamp: 2026-06-09T06:10:00.655Z (the broker's, when appended)
value: {"binding": "wt07/gen-bearing/temp",

"event_time": "2026-06-09T06:10:00Z",
"value": 61.2, "unit": "degC", "quality": "good"}

The payload is the stream’s own line, unchanged; what the log adds is outside it. The offset
is the log’s position, not the publisher’s count, so a consumer that resumes from offset 88213416
receives this record again and can tell that it has. That is resumability, ordering and deduplica-
tion as properties of the log rather than as conventions in the payload, which is why a durable log
sits so often between the adapter and everything else: the data-analytics reference architecture
uses Kafka topics as its ingest stream, camera images published to one topic and classification
results to another [138]. It is the Processing section’s durable buffer.

5.7.5 One handler per protocol, one form upstream

Whatever the transport, the shape of the code is the same: one handler per protocol, one nor-
malised form upstream. The handler is where register numbers, multiplexer channels and scal-
ing factors die, and it is the only place a unit is attached. Everything above it sees the tuple.
An edge-twin framework shows the shape at scale: devices speaking MQTT, HTTP and CoAP
with their own JSON layouts are each shadowed by an instance that homogenises the protocol
to MQTT and the data format to one standard, and the overhead of doing so was measured at ten
messages a second with hundred-byte payloads and found comparable to the framework’s other
configurations [83]. Two rules follow. A scale factor is applied in exactly one handler, never in
a handler and again in a function, which is the failure the Encodings section works. And the
handler is tested with a captured frame and an expected tuple, which is the only test that catches
a byte-order error before the turbine’s bearing reads minus forty degrees.

5.7.6 The adapter’s output contract

What every handler produces, whatever protocol it spoke, is one thing: the tuple of six fields
the Twinning Loop section named, now fixed as the adapter’s output contract.

(binding, quantity, value, unit, event_time, quality)

The binding names which sensor or channel produced the reading - this turbine, this bear-
ing, this register — and is part of the twin’s configuration. The quantity says what was measured.
The value is the number. The unit is attached exactly once, here. The event time says when the
physical event happened, by the best clock available where it happened. The quality says how
far the value can be trusted, in one of six states the Quality section defines. Chapter 4’s shad-
owing pipeline began with a step called normalise; this tuple is what normalise produces, and
everything above the adapter - the functions, the shadowing function, the state, every service
- reads tuples and nothing else. That is what lets the rest of the twin be written once for every
protocol. Look back at the five samples in the Protocols subsection: the MODBUS reply carried
two bytes, the OPC UA data value carried two timestamps and a status code, the Kafka record
carried an offset, and the handler for each turns what it was given into the same six fields. A
bearing temperature that arrived as a MODBUS register and one that arrived as an MQTT mes-
sage are the same tuple by the time anything else sees them, and the code that reads them does
not know which was which.

The adapter’s whole output is a stream of tuples, and every section of this chapter is about
one of the six fields or about the stream they form: the Sampling and Sensors sections were about
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the value, the Time section about the event time, this section and the Encodings section about
how the stream travels, the Functions and Processing sections about what is computed from it,
the Storage section about where it lands, and the Quality section about the sixth field.

5.8 Encodings: A Value in Flight

A tuple’s value spends its journey encoded, and each encoding is a set of conventions about how
a number is laid out in bytes or characters. This section takes one reading from the Transports
section’s stream - the bearing at 61.2 degrees at 06:10:00 — and encodes it six ways, from the
register up, then organises the encodings by one distinction: whether a reader with nothing but
the message can tell what is in it.

5.8.1 Aregister is a convention, applied once

At the device layer a value is a register: a sixteen-bit integer with a scale factor, an offset and a
byte order, and every one of those is a convention that must be applied exactly once. The bearing
temperature of 61.2 degrees stored as tenths of a degree is the integer 612; stored as hundredths
with an offset of minus forty degrees, it is 10,120; stored big-endian it arrives as the bytes 02 64,
little-endian as 64 02. Applied twice, the scale turns 61.2 into 6.12; applied zero times it stays
612 and looks like a temperature, a hot one; applied with the wrong byte order it becomes 25,602
and looks like a fault. None of these failures is visible in the tuple, because the tuple carries a
number and a unit and both look fine. The binding records all three conventions, the handler
applies them, and no other code touches them. Two bytes on the wire is the first row of Table 5.5,
and the cheapest encoding there is, because everything but the value is somewhere else.

5.8.2 Text and binary

At the system layer the value is inside a message, and the message is in one of two families. Text
encodings are readable by a person and verbose on the wire. The reading as JSON is 124 bytes
when written on one line:

{"binding": "wt07/gen-bearing/temp", "event_time": "2026-06-09T06:10:00Z",
"value": 61.2, "unit": "degC", "quality": "good"}

and as XML, with the fields as attributes, 116:

<reading binding="wt07/gen-bearing/temp" event_time="2026-06-09T06:10:00Z"
unit="degC" quality="good">61.2</reading>

Neither needs anything but itself to be read: the field names are in the message, the types
are visible from the syntax, and a person can read either in a browser. Binary encodings are
compact, and how compact depends on what they leave out. The Concise Binary Object Repre-
sentation (CBOR) is JSON’s data model in bytes — the same reading is 101 bytes, and here is how
they are spent:

A5 a map of five pairs
67 62 69 6E 64 69 6E 67 "binding" (7 bytes)
75 77 74 30 37 2F 67 ... 6D 70 "wt07/gen-bearing/temp" (21 bytes)
6A 65 76 65 6E 74 BF 74 69 6D 65  "event_time" (10 bytes)
74 32 30 32 36 2D 30 ... 30 5A "2026-06-09T06:10:00Z" (20 bytes)

65 76 61 6C 75 65 "value"
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FB 40 4E 99 99 99 99 99 9A 61.2 as a 64-bit float
64 75 6E 69 74 64 64 65 67 43 "unit" "degC"

67 71 75 61 6C 69 74 79 "quality"

64 67 6F 6F 64 "good"

CBOR saved 23 bytes on JSON, and the arithmetic says why so few: the five field names
are still in the message, the timestamp is still twenty characters of text, and the one number
became nine bytes where JSON spent four characters. A binary encoding that keeps the names
is still self-describing, and still nearly as large. The saving comes from dropping the names, and
dropping the names means both ends must agree on a schema. Protocol Buffers does that with
numbered fields. The schema:

message Reading {
string binding
int64 event_time
float value

]
-

5 // seconds since 1970-01-01T00:00:00Z

string unit
Quality quality

1]
o W

; // an enum: good = 1, uncertain = 2,

and the reading, 42 bytes:

OA 15 77 74 30 37 2F ... 6D 70 field 1, 21 bytes: the binding
10 B8 DC 9E D1 06 field 2: 1780985400, a varint
1D CD CC 74 42 field 3: 61.2 as a 32-bit float
22 04 64 65 67 43 field 4: "degC"

28 01 field 5: good

Each field is a one-byte tag and a value; the names are in the .proto file, not on the wire,
and the timestamp is five bytes of integer instead of twenty of text. Replace the binding string
with an integer id that the twin’s configuration maps back to a name, let the unit be implied by
the binding, and the same reading is 16 bytes. Avro goes one step further and drops the tags too.
Its schema is itself written in JSON:

{"type": "record", "name": "Reading", "fields": [
"name": "binding", "type": "string"},
{"name": "event_time", "type": "long"},
{"name": "value", "type": "float"},
{"name": "unit", "type": "string"},
{"name": "quality", "type": {"type": "enum", "name": "Quality",
"symbols": ["good", "uncertain", "substituted",

"out_of_range", "no_reading", "not_attempted"]}}]1}

and the reading is 37 bytes: the binding’s length and characters, the timestamp as a variable-
length integer, four bytes of float, the unit’s length and characters, and one byte for good, in the
schema’s order and nothing between them. A reader without that exact schema cannot even
find where one field ends and the next begins.

One number in those examples deserves a second look. Protocol Buffers and Avro carried
61.2 as a 32-bit float, which holds 61.2000008 - a rounding of its own, of about a ten-millionth
of a degree. By the Sampling section’s rule that is free: the sensor’s resolution is a tenth of a
degree, and a rounding a million times finer than the sensor’s loses nothing the sensor had. A
64-bit float, as CBOR used, buys four more bytes of precision the reading never had.
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Table 5.5 puts the six side by side.

Table 5.5: One reading of the bearing temperature in six encodings. The bytes fall as what the
reader must already know grows; the two-byte register at the top is the cheapest encoding and
the one that carries least.

What the reader must

Encoding Bytes for one reading What the bytes carry already know
Raw register 2 one integer the binding: scale, offset,
byte order, unit, when it
was read
JSON 124 names, values, types by  nothing
syntax
XML 116 names and values, as nothing; a schema may
attributes be referenced
CBOR 101 names and typed values  nothing
Protocol 42, or 16 with an integer numbered fields and the .proto file
Buffers binding id values
Avro 37 values in schema order the writer’s exact
schema

Read Table 5.5 down its last column and the saving in the second is bought with the fourth:
every byte taken off the wire is a fact moved into a schema somebody must keep. The platform
survey lists the family a twin will meet — JSON, CBOR, CSV, XML, Protocol Buffers and YAML
among the structured formats - and states why the choice matters: a protocol carries data in an
encoding largely dictated by the protocol, the encoding affects the size of the payload and hence
the communication latency, and compact formats such as CBOR and Protocol Buffers reduce
that overhead [121]. On a constrained link — a radio, a metered cellular connection, a satellite
backhaul from a turbine at sea — payload size is latency, and the choice of encoding is a choice
about how far behind the twin runs. Three readings an hour at 124 bytes is nothing on any link;
two thousand tower accelerations a second at 124 bytes each is two megabits a second before a
single reading has been stored, and at 16 bytes it is a quarter of that.

One protocol offers both families of the same message. OPC UA’s publish/subscribe part
complements its client/server model with a binary and a JSON encoding, and chooses its trans-
port by direction: for lateral connectivity on a local network it uses the User Datagram Protocol
(UDP), where a missing packet causes no wait for a correction, which suits time-sensitive net-
works and constrained devices; for vertical connectivity to cloud environments it uses MQTT or
the Advanced Message Queuing Protocol (AMQP) [147]. One information model, two encod-
ings, two transports, chosen by where the message is going — which is the choice this section is
about, made inside one standard.

5.8.3 Self-describing or schema-required

The distinction that organises every encoding: an encoding is either self-describing, so that a
reader with no other information can recover the field names and types from the message, or
schema-required, so that the schema must live somewhere the reader can reach. Table 5.6
sorts the encodings worked above.
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Table 5.6: Encodings sorted by whether the message describes itself. The second is smaller on
the wire and the first is smaller in the organisation: a self-describing message costs bytes, a
schema-required one costs a place to keep the schema and a rule for changing it.

Encoding Family Self-describing? Where the schema lives
A raw binary no in the binding: scale,
register offset, byte order
JSON text yes, at the level of names nowhere required; a
and types schema may be
published beside the API
XML text yes, and the schema may in a schema document
travel with it the message may
reference
Protocol binary no ina .proto file both
Buffers ends compile from
CBOR binary yes, at the level of types  as for JSON
Avro binary no, per message in a JSON schema, sent

once or kept in a registry

The second family is smaller on the wire and the first is smaller in the organisation, and the
choice is about which of the two is scarce. A turbine at sea has scarce bandwidth and a fixed set of
quantities: a schema-required encoding, with the schema versioned in the twin’s configuration,
is the right answer. A greenhouse on a local network with sensors that change every month has
scarce engineering time: a self-describing JSON message that a person can read in a browser is
the right answer, and the extra bytes cost nothing. When the schema is not in the message it
lives in one of three places — compiled into both ends, sent once when a connection opens, or
kept in a registry both ends can reach — and each of those is a thing to version, because a schema
that changes under a stored message makes the message unreadable. The Avro reading above is
the sharpest case: 37 bytes that mean a bearing temperature under one schema and nothing at
all under another.

5.8.4 Units as fields or as convention

Units travel either as a field in the message or as a convention between the people who wrote the
two ends, and only the first can be checked by a program. A JSON reading with "unit": "degC"
beside its value can be validated; one whose unit is understood because the sender’s documen-
tation says so cannot, and the documentation is the first thing to go stale. A unit that travels as
a field should be a code from a list rather than a free string: the AutomationML practical guide
recommends the United Nations Economic Commission for Europe (UNECE) Recommenda-
tion 20 codes for units of measure, using each unit’s common code rather than the unit’s own
symbol, so that a program can compare two units by comparing two codes [148]. The handler
attaches the unit once; a code list is what lets the validate function check it.

5.9 Functions: The Computations Between Reading and State

Chapter 4 defined functions as stateless, testable, reusable across twins, and said they were the
software engineer’s home turf. This section first sorts the functions a twin has by what they
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do, because only some of them belong to this chapter, and then builds the ones the upward leg
needs.

5.9.1 Shadowing, augmentation, and the other things a function does

A twin’s functions are named by what they do for the twin, and the survey the platform litera-
ture most often builds on lists what a twin does beyond holding a model: it reflects its physical
object, representing its properties, conditions and behaviours through models and data and re-
maining its virtual counterpart across the object’s whole lifecycle [149]. That reflection needs a
link, which the same survey calls entanglement: the exchange of status information between the
physical object and its logical counterpart, in real or near-real time, with connectivity as its first
property and a direction that is typically physical to logical but valuable in both [149]. Around
those two it names the rest: memorisation, so that the twin can be represented and controlled
over a large part or the whole of the life cycle; composability, the grouping of several objects
into a composed one whose behaviour is observed and controlled as a whole and by component;
augmentation, which turns an object whose functionalities and services were fixed for its whole
life into a programmable one; and predictability, which with memorisation lets the twin project
its behaviour into the future [149].

The platform work that followed turned two of those into named functions. The shadowing
function is the one Chapter 4 put in its pipeline: it subscribes to the events arriving from the
physical side, processes them against one or more models, and computes and maintains the
twin’s state [150]; in the Web of Digital Twins the same process also runs downward, propagating
an action requested on the twin to the physical asset by a further shadowing function, so that a
twin may mirror a lamp’s switch as well as its brightness [115]. Augmentation is the other: a
twin is a software replica whose responsibility is to clone the physical asset’s available resources
and functionalities and to extend existing behaviours with new capabilities, and a design that
treats twins as passive data structures, each without its own shadowing process, forgoes exactly
the augmentation and composition capabilities the recent literature describes [83]. Table 5.7
sorts the functions a twin runs by those names, and says which of them this chapter builds.

Table 5.7: The functions a twin runs, sorted by what each does. This chapter builds the first and
fourth rows and reads the second from a distance; the rest are named so that the reader can tell,
when a later chapter builds one, which kind it is.

Function type =~ What it computes Reads, and writes Where in this book
Ingestion valid, clean, transformed frames and the binding; this chapter, below
tuples from protocol writes the store
frames
Shadowing the twin’s belief about the store, the model, the = Chapter 4’s pipeline;
the asset, from tuples and last state; writes the state  the state and
a model and as_of estimator chapter
Augmentation  what the asset cannot the state and the models; the derive function
compute about itself: a writes derived data and here; the models
residual, a forecast, an the services and services
alarm chapters
Memorisation  the history, kept and the tuple stream; writes this chapter’s

summarised the stores Storage section
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Function type =~ What it computes Reads, and writes Where in this book
Composition a fleet’s belief from its other twins’ states; writes the manager and
members’ a composed state platforms chapters
Reflection a command for the asset  the state and the the manager
downward from a request on the command path’s checks;  chapter
twin writes the physical
interface

Read Table 5.7 for what each row writes and the line this chapter draws is visible. Every-
thing the first and fourth rows write is data: a five-year history of bearing temperatures is data,
however it is stored. The twin’s current belief about the bearing - its estimated temperature, the
time that estimate describes, and whether the twin is currently shadowing the turbine at all - is
state, and the second row is the only one that writes it. Chapter 4 said data is not state; this table
says which function makes the difference. The ingestion functions built below are the part of
shadowing that runs before any model is consulted, and nothing in this chapter writes the state
document. It fills the store the shadowing function reads, and the state and estimator chapter is
about how well that function reads it.

5.9.2 Five functions, five ways to fail

The ingestion pipeline is five functions, and they fail five different ways. Figure 5.5 draws them
in order.

| quarantine |
! kept, labelled ;
4
- " f validate ] [ clean ]
b nges 1 type, range, dedupe, order,
U t.o A time, quality  |—» fill (labelled)
f ‘?”S e fails by fails by
silence ; , .
refusing inventing
transform | [ derive
scale, unit, residual, . .
resample —> rolling stats «--- osion pinned
) with the configuration
fails by fails by
applying twice version drift

Figure 5.5: The ingestion pipeline as five functions. Each has a different failure: ingest fails
by silence, validate by refusing, clean by inventing, transform by being applied twice, derive by
drifting from the version that made yesterday’s numbers. A refused tuple goes to quarantine,
not to the bin.

Ingest turns bytes into a tuple: the handler of the Transports section. It fails by silence — a
source that stops, a subscription that lapses — and its test is the heartbeat and the age of twin.
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Validate checks the tuple against what the binding says it should be: the value is a num-
ber, inside the sensor’s range; the event time is plausible, not 1970 and not tomorrow; the unit
matches the binding’s; the quality is one of the six states. It fails by refusing, and refusal is its
job. Here it is, in the shape it takes for a temperature binding:

def validate(t, binding, now):
if not isinstance(t.value, float):
return refuse(t, "not a number")
if not binding.range_lo <= t.value <= binding.range_hi:
return refuse(t, "out of range")
if t.event_time > now + binding.clock_slack:
return refuse(t, "event time in the future")
if t.event_time < binding.commissioned:
return refuse(t, "event time before the sensor existed")
if t.unit != binding.unit:
return refuse(t, "unit mismatch")
return accept(t)

Every threshold in it comes from the binding, none is a literal, and refuse writes the tuple
to quarantine with the reason rather than dropping it.

Clean repairs what validate let through but the store cannot take: it removes duplicates,
puts out-of-order tuples in event-time order, and fills a short gap if the binding says a gap may
be filled. It fails by inventing - a filled value stored as if measured - and the Quality section’s
substituted state is the guard.

Transform applies a scale, converts a unit, resamples a stream to a common interval. It fails
by being applied twice, which is the Encodings section’s register turned into 6.12 degrees, and
its guard is that a transform records what it did in the tuple’s provenance so a second application
can see the first.

Derive computes new quantities from clean ones: the residual of Chapter 2, a rolling mean,
a rate of change, a spectral peak. It fails by drifting from the version that produced yesterday’s
numbers, and its guard is the versioning below.

Quarantine, do not discard. A burst of readings that fail validation is a diagnostic signal
about the sensor, the link or the firmware - a gateway that rebooted to 1970 produces a thou-
sand refusals in a row, and those thousand tuples, with their reasons, are the evidence of what
happened. A pipeline that drops them has thrown away the evidence of its own fault and will
report a gap it cannot explain.

5.9.3 Which run where

Chapter 4’s table of blocks on layers put functions in two places, the adapter and the core, and
the pipeline splits along that line. Decoding, scaling, unit attachment and validation run in the
adapter, because they need the binding and nothing else, and because the tuple that leaves the
adapter must already be a tuple. Residuals, rolling statistics and everything that needs the model
or the state run in the core, because they read the state. The Industrial Internet Reference Archi-
tecture draws the same line from the edge side: the edge performs protocol adaptation, syntactic
translation from binary readings to JSON and semantic translation such as unit conversion, and
may run edge computing functions such as a fast Fourier transform on vibration data, while
the information domain’s functions ingest, check quality, augment with metadata, persist and
distribute data as it arrives [19]. The placement is not fixed for all time: fluid digital twins re-
locate computational functions along the edge-to-cloud continuum as conditions change [150],
and serverless platforms package a function as a unit the platform places and scales on its own
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- function as a service, in the cloud-native survey’s terms [151]. The Processing section takes up
where; here the rule is what: a function that needs only the binding is the adapter’s, a function
that needs the state is the core’s.

5.9.4 Testing and versioning

Test a function with a reading and a number. A validate function is given a tuple with a value
of 612 degrees and a binding whose range ends at 150, and is expected to refuse; a transform
is given the bytes 02 64, a big-endian binding with a scale of a tenth, and is expected to return
61.2. There is no ceremony and no fixture beyond the binding, and that is the reason functions
are the block where ordinary unit testing applies without argument.

Version them with the configuration, because a threshold is a decision somebody made.
When the range in a binding changes, or the residual’s formula changes, the derived data in
the store changes meaning from that moment, and a row that does not say which version made
it cannot be compared with a row that does. Every derived tuple carries the version of the func-
tion that made it; every function’s parameters live in the configuration Chapter 4 put in version
control; and the digital thread of the Vocabulary section is, for functions, exactly this habit.

5.9.5 The check no adapter function can make

One fault defeats every function in this section. A stuck sensor reports the same value, forever.
The value is a number, inside the range, with a plausible time, in the right unit - valid, clean and
well formed - and it is wrong, because the bearing’s temperature is not holding to a hundredth
of a degree through a day’s operation. No adapter function can catch it, because catching it
requires knowing what the reading should have done, and that is a question for the model. This
chapter states the fault, gives it the uncertain quality state when a person notices, and hands
the detection to the state and estimator chapter, where that estimator compares what arrived
with what was predicted and can say that a value that never moves is the one value it did not
expect.

5.10 Processing: Streams, Windows and Placement

The functions of the previous section run over the stream of tuples, and three decisions govern
how: whether they run as the tuples arrive or over a batch later, over which span of tuples, and
on which machine.

5.10.1 Stream or batch

A stream computation runs on each tuple, or each small window of them, as they arrive; a batch
computation runs over a stored span later. The rule for choosing: if the answer changes the
physical system’s behaviour within that system’s own time constant, the computation belongs
on the stream; if not, a batch is cheaper and easier to test. The turbine’s vibration alarm must fire
within a second of the tower exceeding its load, because the turbine can be damaged in seconds:
stream. Its daily fatigue summary changes a maintenance plan measured in months: batch,
run at night over the day’s Parquet files. The residual per check interval sits between: a stream
computation on a warm path whose window is one check interval.

5.10.2 Windows

A window is the span of a stream over which one result is computed, and there are three shapes.
Figure 5.6 draws them on one timeline.
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a late reading, event time 1.7, arrives after 3.0
- > time

][ ] tumbling: fixed, no overlap
[

sliding: fixed length, overlapping
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Figure 5.6: Three windows on one stream. Tumbling windows are fixed and do not overlap,
so each reading is in exactly one; sliding windows are fixed and overlap, so each reading is in
several; session windows are closed by a gap in the readings rather than by the clock. The late
reading belongs to a window that has already closed.

Tumbling windows are fixed in length and do not overlap: the ten-minute mean of the
bearing temperature, one result per ten minutes, each reading in exactly one. Sliding windows
are fixed in length and overlap: a one-hour rolling mean recomputed every minute, each reading
in sixty results. Session windows are bounded by a gap in activity rather than by the clock: one
result per start-up of the turbine, from the first reading after a stop to the last before the next.
Choose by the question - a per-interval summary tumbles, a trend slides, a per-episode statistic
is a session - and note that the three windows are defined on event time, not arrival time, which
is what makes the next problem a problem.

5.10.3 Late data

A tuple whose event time falls in a window that has already closed is late, and every stream
system does one of three things with it. Drop it. Hold each window open for a grace period
after its end and accept late tuples until then. Or emit corrections: close the window on time,
and when a late tuple arrives, recompute and publish the window’s result again with a note that
it supersedes the first.

Drop is the silent default. A window that closed before a reading arrived, in a system that
never said what it does with late readings, has dropped it, and the record shows nothing. The
gateway that buffered an hour through an outage and replayed it delivers an hour of late tuples,
and a pipeline built without a late-data policy discards the hour while reporting every window
on time. The policy belongs in the configuration, per binding, because the right answer differs: a
hot-path alarm drops, because a late alarm is no alarm; a warm-path residual uses a grace period
of one check interval; a cold-path summary emits corrections, because a fatigue total that omits
an hour is wrong for the rest of the turbine’s life.

5.10.4 Edge, fog and cloud

Where a function runs is a placement decision on a continuum: on or beside the asset (the edge),
on asite or regional node (the fog), or in a datacentre (the cloud). The placement literature treats
it as an optimisation with measured constraints: one study places the components of a compo-
nentised application across edge, fog and cloud segments, deploys the result on a testbed, and
derives guidelines under infrastructure constraints and response-time targets [152]; the twin
middleware work envisions a twin as an ecosystem of microservices and serverless functions
whose activation, mobility and replication along the continuum are driven by cyber-physical
metrics, and observes that mature orchestration for that is still being sought [112]. There is mea-
sured evidence that offloading can win: a model of edge-only against edge-to-cloud completion
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time, as a function of link speed, task complexity and edge processor load, shows conditions
under which shipping a big-data job to the cloud finishes sooner than running it at the edge,
and conditions under which it does not [153]. For the upward leg the rule of thumb follows the
paths: hot-path functions run at the edge, because the round trip to the cloud is longer than the
budget; cold-path functions run in the cloud, because the data is already there and the compute
is cheap; and warm-path functions go wherever the bandwidth argument of the Storage section
allows.

5.10.5 The durable buffer

Between the adapter and everything downstream sits, in most twins of any size, a durable log
- the Kafka of the Transports section or something like it. Its job on the upward leg is to make
a slow consumer harmless: because the log keeps every tuple and each consumer reads from
its own offset, a consumer that falls behind or restarts continues from where it was and loses
nothing [146], and because the adapter writes to the log rather than to the consumer, a slow
consumer never applies back-pressure to a sensor. Without the buffer a slow dashboard slows
the adapter, and a slowed adapter drops readings, and the record has a gap whose cause was
a chart. With it, the gap becomes a lag, measured by the age of twin, and lags are recoverable
where gaps are not.

State estimation — combining the stream with a model to produce the state Chapter 4 put
at the centre - is the next computation the stream feeds, and it is the state and estimator chap-
ter’s subject. This section ends where the tuples are clean, windowed, placed and buffered; that
chapter begins by reading them.

5.11 Storing Twin Data

One twin, several stores, and none of them owned by the twin: Chapter 4 said the store is a neigh-
bour the twin reads and writes, and this section says how to lay it out. It carries the Transports
section’s bearing temperatures through every store they land in, so that the same three readings
can be seen as rows, as columns, as a point in a time-series database, as an object in a bucket,
and as the metadata record that says what they mean.

5.11.1 Several stores, none owned

A twin of the turbine has, at the least, a time-series database for the hot and warm paths, an
object store for the cold path and for anything that is not a row, and a metadata store for what
the readings mean. Each is read by other software than the twin and outlives any one version
of it. The volume is in the first two, the meaning is in the third, and the shape the data takes in
each - rows, columns, arrays - is the first thing to settle.

5.11.2 Rows and columns

Most telemetry is a table: one row per reading, columns for the tuple’s fields. The three readings
as a table are three rows under one header:

binding,event_time,value,unit,quality

wt07/gen-bearing/temp,2026-06-09T06:00:00Z,61.1,degC,good
wt07/gen-bearing/temp,2026-06-09T06:10:00Z,61.2,degC,good
wt07/gen-bearing/temp,2026-06-09T06:20:00Z,61.4,degC,good
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That is a comma-separated values file (CSV), the universal export and the interface a super-
visory control and data acquisition (SCADA) system will give you when nothing else is offered.
It has no types, no units and no schema beyond its header row - nothing in the file says that
61.1 is a number and degC is not — and every one of those is supplied by the person who reads
it. Treat a CSV export as a transport in disguise — resumable if the file is dated, ordered only if
sorted — and land it in something better. JSON Lines, one JSON object per line, is the same idea
with types and names on every row; the Transports section’s stream was written in it, and it is
what many pipelines write when they need an append-only text file.

The same three rows, stored by column instead:

event_time: 06:00:00Z 06:10:00Z 06:20:00Z . 144 values a day
value: 61.1 61.2 61.4 e neighbours alike
quality: good good good ce one distinct value
binding: wt07/gen-bearing/temp stored once

A row-oriented store keeps each reading’s fields together, so writing one reading is one write
and reading one reading is one read. A column-oriented store keeps each field’s values together,
so the mean of one field over a month touches one column and skips the rest. Telemetry is
columnar at rest because the questions asked of it are columnar: nobody asks for “the reading at
06:10:00”, everybody asks for “the bearing temperature over June”, and a column of temperatures
compresses far better than a row of mixed fields because its neighbours resemble each other -
the value column above changes by a tenth of a degree per entry, the quality column does not
change at all, and the binding is written once for the whole file. The hot path, which writes one
reading at a time and reads the latest, is row-shaped; the cold path, which writes once and reads
columns, is column-shaped; and a twin holds both.

Parquet is the columnar file the cold path lands in. Turbine owners generally store their sen-
sor data as Parquet files in an object store and analyse it with Julia, Matlab, Python or R [154];
the ModelarDB system writes Parquet or Optimized Row Columnar (ORC) files to the local file
system at the edge and to a distributed file system in the cloud [155]; and practitioners’ first an-
swer to compressing high-frequency turbine data is lossless big-data formats such as Parquet or
ORC written at the edge and transferred [156]. Arrow is the in-memory column format that lets
tools share data without copying. The same time-series system returns query results in Arrow so
that programs can consume them directly, and transfers compressed segments between its edge
and cloud instances over Arrow’s own transport protocol rather than as rows [155].

5.11.3 Arrays and fields

Not everything is a row. Some data is a grid, an image or a cloud of points, and forcing it into
rows destroys the structure a model needs.

Gridded environmental data - temperature over a sea surface, rainfall over a catchment
- is a multidimensional array with named axes, and NetCDF is its file format: a marine twin
of a coastal lagoon gathers its feeds from several providers, one of which delivers its datasets
in NetCDF over HTTP [106]. Labelled multidimensional arrays are the working form for
simulation inputs and outputs: a plant-modelling environment builds its inputs and outputs
as labelled arrays and data sets so that index- and label-based selection and interpolation are
available on every one of them, and stores its parameter values the same way [157]. Raw video
is an integer array with sidecar metadata: high-speed camera recordings in structural dynamics
reach hundreds of gigabytes and are decoded from proprietary formats into a three-dimensional
array of images, height and width, read as a memory-mapped unsigned sixteen-bit array beside
a dictionary of metadata from a sidecar file [158]. Point clouds from 3D scanners are product-
quality data: the manufacturing review names coordinate measuring machines, 3D scanners and
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computer tomography as the technologies that measure how well parts meet their specification,
with one study storing point clouds of individual components and their deviation from nominal
[91]. Images travel as files: the data-analytics reference architecture publishes camera images
as compressed image files on a Kafka topic and consumes them from it [138].

What these share is that the value is not a number but an array, and the tuple’s value field
holds a reference - a file path, an object key - with the array’s shape, type and axes in the meta-
data beside it. The event time, binding and quality fields are unchanged. A thermal image of the
bearing housing at 06:10:00 is still a tuple; its value is an object in the store the Object storage
subsection describes.

5.11.4 The time-series database

Chapter 2 introduced the shape when it described InfluxDB’s point: a measurement name,
tags, fields and a timestamp. The shape is general to time-series databases, and the reading at
06:10:00 takes it like this:

measurement: bearing_temp

tags: turbine=wt07 component=gen-bearing quality=good
fields: value=61.2
timestamp: 2026-06-09T06:10:00Z

The one design decision is which of the tuple’s parts became tags and which became fields.
Tags are what you filter by, and the store indexes them; fields are what you aggregate, and the
store scans them. The binding’s parts - turbine, component - are tags, because the questions
are “this turbine’s bearings” and “all turbines’ generator-side bearings”. The value is a field. The
quality is a tag if you filter on it (“only good readings”) and a field if you do not; here it is a tag.
The unit is in neither: it is fixed per measurement and lives in the metadata below. A fleet of
two hundred turbines with a handful of monitored components each makes the turbine and
component tags a few hundred distinct pairs, and the index stays that size for the life of the fleet.

The high-cardinality tag is the mistake that is hard to reverse. A tag with a new value on
every message — a message identifier, the MQTT sample’s seq, the event time itself - gives the
store a new distinct value to index on every write, so the index grows with the data instead of
with the fleet: 144 new series per binding per day for this stream, and the store slows and swells
until the tag is removed, which means rewriting the data. The test before making anything a
tag: count its distinct values, and ask whether the count is the size of the fleet or the size of the
history.

5.11.5 Retention and downsampling

A store keeps raw points for a retention period and then either drops them or replaces them with
summaries - downsampling. Chapter 2’s rig keeps seven days and drops; a turbine’s twin keeps
the raw stream for weeks at the edge and summaries for years in the cloud. Turbine owners’
second answer to volume, after lossless files, is exactly this: keep simple aggregates such as ten-
minute means at the edge, which is fast and compresses well and loses quality with no bound
on the loss [156].

The loss that matters is which summary is kept. Downsampling that keeps only the mean
destroys the very thing a fault detector needs: a vibration spike that lasted a second is averaged
into a ten-minute mean and vanishes, and the record of the month shows a calm turbine. Keep
min, max and count beside the mean, so that a spike survives the summary that averaged it away
and a gap shows as a count below the expected number of readings. After thirty days the three
readings above and the three that followed them become one row for the hour:
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bearing_temp turbine=wt07 component=gen-bearing
mean=61.3 min=61.1 max=61.6 count=6 2026-06-09T06:00:00Z

Four numbers per window instead of one, and the month’s record can still say that something
happened on the ninth: a max far above the mean is a spike, a count of five is a missing reading.

5.11.6 Model-based compression within a bound

There is a third answer to volume, between lossless files and lossy means. Model-based com-
pression represents a span of readings by a fitted model — a constant, a line, a small polynomial
- within a declared error bound, and stores the model’s parameters instead of the points. The
three readings climb by a tenth of a degree per ten minutes and a fourth at 61.5 would too; a
line through them, stored as a start value, a slope and a span, reproduces all four within the
sensor’s resolution and replaces four points by three numbers. The time-series system built for
turbine data does this at scale: it compresses groups of series within a user-defined pointwise
error bound, which may be zero, by trying several model types and keeping the one that com-
presses best, falling back to a lossless encoding where the values move more than the bound
allows [155]. On real turbine data it outperformed the lossless big-data formats even at a zero
bound, a tiny bound of one hundredth of a per cent improved compression significantly, and at
a five per cent bound it was nearly thirty times smaller than the lossless files [156].

Why a bounded loss can be free: recall Equation 5.1. The ten-bit temperature reading was
already rounded to a third of a degree by its converter, so a compression that reconstructs it
within a tenth of a degree has lost nothing the sensor ever had. A bounded loss smaller than
the sensor’s own quantisation step is free, and the datasheet’s resolution row is where the bound
comes from. The same system’s authors note that the edge hardware at renewable installations
resembles a low-end commodity desktop computer, so a high compression ratio is worth more
there than a low processor load [155] - the Sampling section’s ceiling, set by the gateway, showing
up in the store.

5.11.7 Object storage: the cold path

The cold path in one paragraph: Parquet files in an object store, partitioned by time and then
by asset, with the raw data kept so that it can be reprocessed when a function’s version changes.
An object store holds named blobs and answers two questions quickly - give me this key, list the
keys under this prefix — and nothing else, so the layout of the keys is the whole of its design. The
day’s readings for the bearing land under

telemetry/year=2026/month=06/day=09/turbine=wt07/bearing_temp.parquet

with the 144 readings of the day as columns inside it. Partition by time first because every
cold-path query is bounded by a span — June, last year - and a time-first layout lets the query skip
whole prefixes; by asset second because the next filter is always “this turbine”. Keep the raw data
because the derive functions will change, and a summary computed by version 3 of the residual
cannot be recomputed by version 4 from the summary. Industrial cyber-physical systems have
adopted data lakes on distributed file systems, and what those lakes hold is raw data [159]; the
turbine systems above write their compressed segments continuously to an object store in the
cloud [154]. What an object store cannot answer quickly is “the latest reading”, because finding
it means listing keys and opening a file; that is the time-series database’s question, which is the
reason a twin holds both.
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5.11.8 Metadata

Every store above holds the readings; none of them holds what the readings mean. The 612 in
the register, the 61.2 in the column and the value field of the point are the same number, and
nothing about any of them says that it is a temperature in degrees Celsius of the generator-side
bearing of turbine 7, read every ten minutes by a gateway on network time from a sensor accurate
to half a degree and last calibrated in March. That is metadata, and for the bearing stream it is
one record:

{"binding": "wt07/gen-bearing/temp",
"device": "wtO7-plc-1", '"register": 42,
"scale": 0.1, "offset": 0.0, "byte_order": "big-endian",

"quantity": "bearing temperature", "unit": "degC",
"range": [-40.0, 150.0], "resolution": 0.1, "accuracy": 0.5,
"sampling_interval_s": 600, "clock_source": "gateway, network time",

"calibrated": "2026-03-14", "firmware": "4.2.1",
"schema_version": 3,
"valid_from": "2026-03-14T00:00:00Z"}

Read it against the chapter: the first three lines are the binding the Transports section’s han-
dler applies; the next two are the Sensors section’s datasheet numbers, which the validate func-
tion reads its range from; the next is the Sampling and Time sections’ interval and clock; schema _
version is what the Encodings section said must be kept when the schema is not in the message;
and firmware is the Vocabulary section’s digital thread, written down. The last line is the one
that makes it metadata rather than configuration: a reading is interpreted by the record that was
valid at its event time, so when the sensor is recalibrated or the firmware changes, a new record
with a new valid_from is written and the old one is kept. A reading from March is then still
readable in November after both have changed. The record is small, read rarely and versioned
in the configuration Chapter 4 put under version control; it lives in a document store or a table
keyed by binding, and the arrays of the Arrays and fields subsection carry the same thing as a
sidecar beside each object. Without it, every store in this section is a store of numbers.

5.11.9 Sizing the volume

Size the volume before it is a problem, from the sampling interval, the number of bindings and
the bytes per point. A published figure gives the arithmetic: a wind turbine generating 2,500
time series sampled at 100 Hz produces over 321 GiB per day if timestamps and values take
eight bytes each [156]. Check it:

Vay = 2500 X 100 X 86,400 X 16 = 3.456 x 10! (5.4)

bytes, which is 321.9 GiB. Equation 5.4 is one turbine, one day, raw. Now set it against the
link. The same paper reports that bandwidth between edge and cloud can be as low as 512 kbit/s
[156]; a day’s raw data is 3.456 x 10! x 8/86,400 = 3.2 x 107 bits per second averaged over the
day, thirty-two megabits a second against a link of half a megabit - more than sixty times too
much. That single division decides the architecture: the raw high-rate streams cannot leave the
turbine, so the edge stores them, compresses them within a bound, and sends segments; the twin
in the cloud sees compressed segments and summaries, and the faded turbine example works
the consequence. Do this division for every twin on the day the sampling intervals are chosen,
because it is the cheapest architectural decision in the chapter and the most expensive to discover
late.
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5.12 Quality: The Field the Pipeline Carries

The tuple’s sixth field has waited until the pipeline that fills it was built. Quality is the adapter’s
statement about how far the value may be trusted, and it takes one of six states.

5.12.1 Six states

Table 5.8 names the six and what each does downstream, in the three components that read it:
the estimator of the state and estimator chapter, the calibration that fits the model to the data,
and the alerting service.

Table 5.8: The six quality states and what each does in the three components that read it. The
fourth and fifth rows say nothing about the asset and everything about the instrument; the last

two are different failures pointing at different teams.

State Meaning Estimator Calibration Alerting

good measured, in uses it fits to it alerts on it
range, on time

uncertain measured, but the  uses it with a excludes it alerts, with the
sensor is suspect: wider variance state shown
drift,
disagreement,
stuck

substituted filled in, not uses itasa must exclude it  never alerts on
measured: an prior, not an it alone
interpolation, a observation

out of range

no reading

not attempted

last-known value

measured, outside
the sensor’s stated
range

the adapter asked
and nothing came
back

the adapter did not
ask: not bound,
paused,
misconfigured

ignores the
value, notes the
event

none; the age of
twin grows

none

excludes it

none

none

alerts on the
sensor, not the
asset

alerts on the
link or sensor

alerts on the
twin itself

Two rows need a sentence. A substituted value must never lose its label. The moment a

filled-in number is stored as if it were measured, the calibration that later fits to it is fitting to the
twin’s own guess, and the model learns to predict its own interpolation. The clean function may
fill a gap; it may never fill it with a good. And no reading and not attempted are different
failures pointing at different teams: the first says the sensor or the link failed and belongs to
whoever owns the hardware; the second says the adapter never asked - the binding is unbound,
the poll loop is paused, the configuration names a sensor that was removed - and belongs to
whoever owns the twin. A monitoring service that merges the two into “missing” has thrown
away the one fact that says who to call.
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5.12.2 What the adapter can decide

The adapter can decide quality from two sources and no more: the sensor and the transport.
From the sensor it can read a status register or a confidence the sensor itself reports; from the
transport it can see a timeout, a checksum failure, a sequence gap, a will message. Those give
it out of range, no reading, not attempted, a substituted label on anything the clean
function filled, and uncertain where a second sensor disagrees or a calibration date has passed.
What it cannot decide is whether a valid, in-range, on-time reading is plausible, because plausi-
bility needs a model of what the reading should have been - the stuck sensor of the Functions
section, the temperature that rose faster than any bearing can. That quality is decided in the
core, by the state and estimator chapter, and the adapter’s honest state for a reading it cannot
judge is good, meaning “nothing I can see is wrong”.

5.12.3 Gaps, duplicates, out of order

Three defects in the stream itself are the adapter’s and the clean function’s to detect, and Table 5.9
gives each its detection and its cost.

Table 5.9: Gaps, duplicates and out-of-order arrival: how each is detected in the adapter or the
clean function, and what each costs when it is not. All three are properties of the transport that
the tuple’s event time and a sequence number make visible.

Defect How it is detected What it costs if missed
Gap a sequence number skips; the a window computed over fewer
interval between event times readings than it claims; a trend

exceeds T by more than the slack; a fitted across a hole
heartbeat is missed

Duplicate two tuples with the same binding every count and sum doubled for
and event time; a repeated the span; a spike that is only a retry
sequence number after a reconnect

Out of order an event time earlier than the last a correction applied before the
one stored for the binding reading it corrects; a rate of change

with the wrong sign

The operational-metrics study of the Time section is the experimental form of this table:
packet loss with jitter, replay and out-of-order delivery each left a measurable mark on the twin’s
timeliness, reliability and consistency metrics [113]. The sensor-side counterpart is the drift and
calibration trouble of the Sensors section, which reaches the store as noise and inconsistency
[140] and is the reason uncertain exists.

5.13 How to Choose

Everything above collapses into one table and one checklist. The table is organised by the path
of the Vocabulary section, because the path is the decision that fixes the rest.
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Table 5.10: How to choose, by path. Assign a service to a path and read down its column; every
row is a decision the path has already made.

Hot path

Warm path

Cold path

Latency budget

Sensing rate

Transport

Encoding
Layout at rest
Placement

Store

Late data

milliseconds to
seconds

at the ceiling the
event allows

a broker at the edge,
or a direct
subscription

binary,
schema-required
rows: the latest
reading per binding
edge

in memory, or a
time-series store with
short retention

drop

seconds to minutes

derived from the
check interval

a durable log

binary or JSON, with
a sequence number

rows and short
windows

edge or fog

a time-series store
with downsampling

grace period

hours to months

whatever the hot and
warm paths produced

files: Parquet
segments over a
metered link

columnar files

columns, partitioned
by time then asset

cloud

an object store, raw
kept

emit corrections

Read Table 5.10 down a column, not across a row: a hot-path alarm is a binary message on
an edge broker into an in-memory latest-value store with late data dropped, and none of those
choices needs separate argument once the path is chosen.

Then the checklist, in order of leverage — each question changes more of the design than the
one after it:

1. What is the latency budget? The decision’s latency from Chapter 1, which chooses the
path, which chooses the column.

2. Who initiates? Whether the source can push, or must be polled, and whether either is
resumable.

3. How many consumers, and do they grow? One consumer can poll; ten need a broker;
ten that will become a hundred need a durable log.

4. What are the power and bandwidth? A battery-fed gateway and a metered link push
toward binary encodings, long sampling intervals and compression at the edge.

5. What must the payload mean to other systems? If another team’s software will read
the messages, the encoding must be self-describing or the schema must be published, and
the units must be a code list.

Two cautions close the section. Published protocol benchmarks use workloads unlike real
devices: the benchmark literature’s own critique is that existing publish/subscribe benchmarks
stress systems with static configurations of homogeneous publishers, where real IoT devices
publish at heterogeneous rates, with varied payload sizes, under intermittent connectivity [160].
And latency is a property of the deployment, not of the protocol: a measurement study across
the network stack found that core routing, the access network, the transport protocol and the
application protocol each contribute, that a new connection costs a handshake of about eighteen
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milliseconds and a security setup of about twenty-eight more, and that moving computation
close to the user is only a small part of the latency problem [161]. The same protocol on the
same hardware gives different numbers on a different network. Measure your own.

5.14 The Plant Demonstrator’s Data Path

Everything above used the turbine, a building or a generic instance. This section applies the
chapter, in order, to the one system the previous chapters put on the desk, and it is the only
place the plant demonstrator appears in this chapter. It is built against Chapter 2’s API and
Chapter 3’s stages, and it makes no claim about the rig beyond what Chapter 2 established.

5.14.1 The rig’s sensors, read as a designer

Recall Chapter 2’s table of quantities. The STEMMA soil sensor reports a ten-bit count scaled lin-
early to a percentage, every T, = 10 seconds in the shipped configuration; the light sensor reports
nine wavelength bands every fifteen seconds; the air sensor reports temperature and humidity at
a configurable interval, with a stated confidence of plus or minus 0.2 degrees; the RS-485 probe
reports moisture, temperature and conductivity from three registers; and the controller records
a watering event per dose. Read those as a designer with the Sensors section in hand.

The soil sensor’s per cent is a relative scale, as Chapter 2 warned: its range is the converter’s
ten bits, its resolution is one count in 1,024, and its accuracy against water content is unstated, so
the datasheet’s accuracy row is empty and the uncertain state is the honest quality for it until
the calibration chapter fills that row. Its binding is not one address but a pair — the multiplexer’s
channel, then the sensor’s address - so the multiplexer channel is part of the binding, and a
sensor moved to another channel is a new binding, not a changed value. One poll of the light
sensor produces nine tuples, one per band, sharing one event time. And the watering events are
ingest, not actuation: the controller records what it did, and the twin reads that record through
the same API as a reading, with quality good and a unit of millilitres. Chapter 2’s warning stands
- that column is a record of the pump schedule, not of the pot.

5.14.2 The REST API against the five properties

Score the API of Chapter 2 against Table 5.4. Event time preserved: yes, every point carries the
time the controller stored it at, which is the gateway record of the Time section and the best
event time the rig offers. Connection state observable: yes, every GET returns a status code or
fails, and GET / is a liveness check. Gap survivable: yes, since_timestamp on the sensing and
watering endpoints returns everything since a given time. Ordering knowable: yes, points come
newest first with their times. Deduplication possible: yes, unit, parameter and time identify a
point. Five out of five, and the one parameter that earns the scoreis since_timestamp: it makes
polling resumable, so a twin that was down for an hour asks for the hour and gets it — within
Chapter 2’s seven-day retention, which is the one limit on the property.

5.14.3 Bindings and the tuple mapping

Table 5.11 maps the rig’s quantities to bindings and tuples.
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Table 5.11: The rig’s bindings and the tuple each produces. The multiplexer channel is inside
the first binding’s configuration, not in the tuple; the nine light bands are nine bindings sharing
one poll.

Binding, and the endpoint Quality the adapter
behind it Quantity and unit ~ Event time can decide

soil moisture of plant_1, from soil moisture, the point’s time uncertain
/sensing/plant_1/ relative, in per cent (uncalibrated
moisture of full scale scale)

soil conductivity of plant_1, conductivity, in the point’s time good

from the soil_electrical _ microsiemens per

conductivity parameter centimetre

air temperature of the air temperature, in  the point’s time  good, with the
greenhouse, from the air_ degrees Celsius stated confidence
temperature parameter carried

nine light bands of the photon flux per one time for good

greenhouse, from light_ band, in photons nine tuples

level_415nm and eight more  per second

watering of plant_1, from / dose delivered, in the event’s time good; an event, not
actuation/plant_1/ millilitres a sample

watering_events

5.14.4 The encoding at each hop

The soil reading is a ten-bit integer in an I2C register — a number at an address, schema in the
driver. On the Raspberry Pi it becomes a Python float, then an InfluxDB point with the value,
its units and a confidence as fields. Through the API it becomes a JSON object, {"time": ...,
"physical_unit": "plant_1", "parameter": "moisture", "value": 41.2, "units":
...} - self-describing, with the unit as a field, which is why the adapter can validate it. In the
adapter it becomes the tuple. Three encodings, one scale factor, applied once, on the Pi; the
adapter applies none, and its transform function for this binding is the identity.

5.14.5 The poll loop and its watermark

The adapter polls each binding at its own interval with since_timestamp set to a watermark:
the event time up to which everything has been durably stored in the twin’s own store. The loop
is: read since the watermark; validate each point; write the accepted tuples to the store; and
only when the write has succeeded, advance the watermark to the newest event time written.
A watermark that advances on a successful read loses every reading the write then fails to keep.
The loop is resumable by construction - after an outage it asks since the old watermark - and
idempotent, because a point returned twice has the same unit, parameter and time and the clean
function drops the second.

5.14.6 The numbers

Table 5.12 sizes the path for one pot, from Chapter 2’s intervals and an assumed sixty-second air
interval, with a JSON object of about 150 bytes per point.

H%II ,
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Table 5.12: The rig’s data path for one pot and one day. Ten megabytes a day is a hundred kilobits
a second averaged over the day - nothing, on a desk network — and the light sensor is four fifths
of it.

Quantity Interval Points per day Bytes per day, as JSON
soil moisture 10s 86,400/10 = 8640 about 1.3 MB

light, nine 15s 5760 X 9 = 51,840 about 7.8 MB

bands

air temperature 60 s, assumed 1440 x 2 = 2880 about 0.4 MB

and humidity

watering events per dose two or three negligible

total for one pot about 63,000 under 10 MB

Two more numbers. The age of twin, by Equation 5.3, depends on which reading the state
rests on: if the adapter polls the moisture every T, = 10 seconds, A sits between zero and about
ten seconds plus the poll’s latency, and a fault detector checking every T, = 6 hours has a state
that is at most a few seconds old when it reads it. That is far better than the decision needs; the
sampling section’s five steps would say the moisture could be read every few minutes with no
loss to the decision, and the aliasing check has not been run to say so.

5.14.7 Limitations the credibility chapter will inherit

Five, stated plainly. The soil sensor’s accuracy against water content is unknown, so every mois-
ture tuple is uncertain until calibrated. No aliasing check has been run on any of the rig’s
quantities; the ten- and fifteen-second intervals were chosen as reasonable, not derived. The
event time is the controller’s record time, not the sensor’s read time, and the gap between them
is unmeasured. A stuck soil sensor is undetectable on this path, because nothing here has a
model of how fast a pot can dry. And the seven-day retention below the API bounds the gap the
twin can survive. Each of these is a sentence the credibility chapter will have to carry into its
argument about how far the rig’s twin can be believed.

5.15 Faded Examples

Three, decreasing in how much is worked, none of them the demonstrator.

5.15.1 Example 1, worked in full: the offshore turbine’s ingest

The turbine that has carried this chapter, made concrete. It is consistent with the models chap-
ter’s running example, which uses the same turbine.

Three sampling rates and a fourth timescale. The turbine’s SCADA system reports opera-
tional signals — wind speed, power, rotor and generator speed, and the temperatures of the shaft
bearing, brakes, generator and gearbox oil — at a rate that averages a few tenths of a hertz on a re-
search turbine and is often available only as ten-minute statistics on a commercial one [22, 162].
Its condition-monitoring system samples bearing and gearbox vibration at hertz to tens of hertz.
Its structural sensors - tower and blade accelerometers — sample at kilohertz. And its fatigue
summary is computed once a day. Four timescales, four decisions: a ten-minute mean serves “is
the turbine producing as expected”, a hertz stream serves “is a bearing degrading over weeks”, a
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kilohertz stream serves “did the tower exceed its design load in this gust”, and the daily summary
serves “when does this turbine need inspection”.

Clocks. Apply the ratio of the Time section. The ten-minute SCADA statistics tolerate a clock
a second wrong. The two-kilohertz accelerometers do not: one second is two thousand samples,
and comparing two accelerometers to find a vibration’s direction needs the two clocks within
a sample of each other, which is hundreds of microseconds. Network time cannot hold that;
precision time over the turbine’s wired network, or a satellite reference at the gateway, can. That
is a purchase, and this paragraph is where it is justified.

Volume and the boundary. By Equation 5.4, a turbine with a few thousand series at a hundred
hertz produces over 321 GiB a day, against an edge-to-cloud link that may be as slow as half a
megabit a second [156]. The high-rate streams do not leave the turbine intact. So the boundary
sits at the edge: the gateway in the turbine ingests everything, runs the hot-path alarms locally,
compresses the streams within a bound set from each sensor’s resolution, and sends compressed
segments and per-window summaries to the cloud as Parquet, where the turbine owners’ object
store already lives [154]. The twin in the cloud sees the ten-minute statistics in full, the hertz
streams within their bound, and the kilohertz streams as summaries and as segments it can
request. The raw kilohertz data stays on the turbine for as long as its disk allows, and a request
for it is a cold-path job.

Scoring the transports. The SCADA export is a CSV file per day: gap survivable and ordered,
connection state unobservable, deduplication by timestamp. The condition-monitoring system
publishes MQTT with a sequence number and a timestamp in every payload and a will message
registered at connection: all five, by convention. The accelerometers write to the edge’s local
store directly: all five, because the adapter is the writer. Three transports, one tuple, and the age
of twin is computed for each.

5.15.2 Example 2, one step left to you: a battery bus fleet

A city runs two hundred electric buses. Each bus’s battery management system takes voltage,
current and temperature from every cell in the pack every one to five seconds and estimates the
pack’s state of charge and health, neither of which can be measured directly [163]. The buses
are mobile and intermittently connected: in the depot they have wireless network access, on the
route they have a metered cellular link that drops in tunnels and at the edge of the city.

The data path is mostly settled by those two facts. The bus is the edge, and it stores every-
thing it measures; the transport is store-and-forward, with the bus publishing to a depot broker
whatever it could not send on the route; late data is therefore central rather than exceptional, and
every window in the fleet twin must have a grace period or emit corrections; and the cell voltages
are the smooth, high-volume channel - a few hundred cells at a hertz - for which model-based
compression within a bound set by the voltage sensor’s resolution is the right answer, while the
current, which spikes with every acceleration, is kept at full rate.

Your step: the fleet twin’s state-of-health estimate is recomputed nightly from the day’s data,
and a bus that was out of coverage for the last hour of its route uploads that hour at 01:00, after
the nightly computation has run. Say which late-data policy the nightly computation must use,
what the store must keep for that policy to be possible, and what the age of twin for that bus
should have shown at midnight. A check appears in the exercise solutions.

5.15.3 Example 3, posed as a problem: a district heating network

A district heating utility has three generations of equipment from three vendors. The newest
substations publish MQTT with timestamps from gateways whose clocks are known to drift by
minutes. The older substations speak MODBUS to a SCADA system that will export a CSV file
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of ten-minute averages once a day. The oldest have no telemetry at all, and a technician reads
their meters by hand once a quarter and types the readings into a spreadsheet. The utility wants
one twin of the network.

Design its upward leg, in eight parts: (1) the tuple that all three sources are normalised to,
and what the quality field says for each; (2) the event time each source can offer, and which
of the four timestamp questions each fails; (3) how the MQTT clock drift is detected and what
is done with a reading whose event time is impossible; (4) the transport score of each source
against the five properties, and what convention or component repairs each missing one; (5) the
sampling interval each source imposes, and which decisions of the utility’s each interval can and
cannot support; (6) the store and layout for the quarterly manual readings, and whether they are
sampled data or events; (7) the store’s schema - which parts of the binding are tags, and what
retention each source needs; (8) the age of twin per substation, and what the twin’s dashboard
should show for a substation whose newest reading is three months old.

5.16 Summary
Back to the objectives this chapter opened with.

1. Read the datasheet for six numbers. Range, resolution, accuracy, drift, response time
and maximum sample rate, each changing something downstream; resolution is how finely
a sensor reports and accuracy is how far it may be wrong, and a threshold finer than the
accuracy fires on the sensor. Calibration is the number the datasheet cannot give and the
cost most often skipped.

2. Derive the interval from the decision. Five steps — the decision, the event, several sam-
ples across it, the ceiling, the floor - give the sampling interval; aliasing is fast behaviour
appearing as slow behaviour, checked by sampling fast once and decimating; the theorem
fits on one line; quantisation puts a floor of half a count under every use of a reading.
Sample the state, capture the events, align them on time.

3. Ask five things of a transport. Event time preserved, connection state observable, gap
survivable, ordering knowable, deduplication possible — and before all five, can I ask you
for what I missed. HTTP with a history parameter, MQTT with a sequence number and
a will message by convention, OPC UA with its address space and two timestamps, and
Kafka with its offsets each answer differently; MODBUS carries two bytes and needs a
gateway to answer for it. One handler per protocol, one tuple upstream, and the tuple of
six fields is the adapter’s output contract.

4. Carrytwo times and compute three numbers. The tuple carries event time, the adapter
records ingest time, and their difference is a measurement; clock error matters as a frac-
tion of the sampling interval; twinning rate, age of twin and time discrepancy per binding
say whether the twin is current, how current, and whose fault it is not. Age of twin is the
best single health number a twin has, and as_of is what makes it computable.

5. Encode in flight, count the bytes. A register is three conventions applied once; one
reading is 124 bytes as JSON, 101 as CBOR, 42 as Protocol Buffers, 37 as Avro and 2 as a
register, and every byte saved is a fact moved into a schema somebody must keep; encod-
ings are self-describing or schema-required, and the choice is about which is scarce, bytes
or engineering time; units travel as a code or cannot be checked.

6. Sort the functions, then build five of them. Shadowing computes state from readings
and a model, augmentation computes what the asset cannot about itself, memorisation
keeps the history; this chapter’s ingestion functions are the part of shadowing that runs
before any model. Ingest, validate, clean, transform, derive fail by silence, refusal, inven-
tion, double application and version drift; quarantine rather than discard; the adapter runs
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what needs only the binding and the core runs what needs the state; test with a reading
and a number, version with the configuration. The stuck sensor is the check no adapter
function can make.

7. Lay the readings out five ways and size the volume first. Rows for the latest, columns
for the history; tags are filtered, fields are aggregated, and a high-cardinality tag is hard to
undo; keep min, max and count beside the mean; a bounded loss smaller than the sen-
sor’s quantisation is free; Parquet in an object store keyed by time then asset, raw kept; a
versioned metadata record beside it all, without which every store is a store of numbers;
and one division — bytes per day against bits per second on the link — decides where the
boundary sits. On the rig, the whole path is ten megabytes a day and since_timestamp
earns the API five out of five.

The sentence to carry forward: every number the twin will later reason about is a tuple
this chapter’s components produced, and a large part of whether the twin deserves to
be believed is settled before any model runs.

5.17 Exercises

Solutions or hints follow the exercises; each says which. The objective each exercise serves is
given in brackets. None of the exercises uses the demonstrator.

Exercise 1 (Objective 1, easy). A datasheet for a pressure sensor gives: range 0 to 10 bar,
resolution 0.01 bar, accuracy plus or minus 0.1 bar, drift 0.05 bar per year, response time 50 ms,
maximum sample rate 100 Hz. A colleague proposes an alarm when the pressure changes by
more than 0.05 bar between consecutive readings. Say what is wrong with the proposal, and
what the smallest defensible threshold is.

Exercise 2 (Objective 2, easy). A cold-storage room’s compressor cycles every 20 minutes.
Its temperature is sampled every 20 minutes. Say what the record will show, then propose two
different sampling intervals that would show the true cycle, and say which of the two you would
use and why.

Exercise 3 (Objective 2, medium). A twelve-bit converter reads a sensor that outputs 0 to
5V over alevel of 0 to 2 metres of water. Compute the quantisation step in metres and the worst-
case rounding error. Then say whether a compression bound of 1 mm would lose anything the
sensor had.

Exercise 4 (Objective 4, medium). A gateway’s clock is 3 seconds fast. For each of three
bindings — a room temperature every 5 minutes, a motor current every 100 ms, and a power-
quality waveform at 10 kHz - compute the clock error as a fraction of the sampling interval and
say whether network time synchronisation is enough.

Exercise 5 (Objective 3, medium). Score each transport against the five properties, giving
ayes, ano, or “by convention, if the payload carries X”: (a) a vendor’s REST endpoint that returns
only the latest value; (b) bare MQTT with quality-of-service level 1; (c) MQTT whose publisher
puts a sequence number and an event time in every payload and registers a will message; (d) a
nightly CSV file named by date; (e) a Kafka topic written by the gateway.

Exercise 6 (Objective 4, medium). A twin’s state document shows as_of of 06:10:00 and
the wall clock reads 06:47:30. The binding’s sampling interval is 10 minutes and the configura-
tion’s staleness bound for issuing a command is 15 minutes. Compute the age of twin, say what
the lifecycle field should read, and say what a command-path check does.

Exercise 7 (Objectives 5 and 7, medium). For each data shape, choose an encoding in
flight and a store and layout at rest, and say what each preserves and loses: (a) forty tempera-
tures per second from a kiln over a metered satellite link; (b) a maintenance report typed by a
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technician; (c) a thermal camera’s frames once a minute; (d) the record that says which sensor
sits on which pump of a pumping station, with its register, scale, unit and calibration date.

Exercise 8 (Objective 6, medium). Write, in the shape of the validate listing, a clean func-
tion for a binding whose readings arrive over MQTT with a sequence number in the payload.
It must detect a gap, a duplicate and an out-of-order tuple, and say what quality state, if any, it
attaches in each case. Then write the three tests, each a tuple and an expected outcome.

Exercise 9 (Objective 7, medium). A fleet of 300 pumps each has 12 sensors sampled every
second, with 16 bytes per point. Compute the raw volume per day for the fleet. Then propose a
retention and downsampling policy with three tiers, say which summaries the second tier keeps
and why, and compute the volume of the third tier after a year.

Exercise 10 (Objective 7, medium). A colleague proposes a time-series schema with tags
for site, pump, sensor, firmware version, and the sequence number of each message. Say which
tag is the mistake, why it is hard to reverse, and where that value belongs instead.

Exercise 11 (Objectives 3 and 4, hard). Finish Example 2 of the Faded Examples section:
the late-data policy for the nightly state-of-health computation, what the store must keep for it,
and the age of twin at midnight for the bus that was out of coverage.

Exercise 12 (Objectives 1 to 7, hard, open-ended). Do Example 3 of the Faded Examples
section, the district heating network, in all eight parts.

5.17.1 Solutions and hints

Exercise 1 (solution). The threshold is below the sensor’s accuracy (0.1 bar) and at half its
drift per year; a change of 0.05 bar between readings is inside the sensor’s own uncertainty and
the alarm fires on the instrument. The smallest defensible threshold is above the accuracy - a
change of more than 0.1 bar, and in practice a multiple of it — and it should be a change sustained
over several readings, since response time and noise make a single-step test unreliable.

Exercise 2 (solution). The record shows a nearly constant temperature, or a slow phantom
drift as the sample instant walks round the compressor’s cycle — aliasing. Any interval well under
half the cycle shows the true cycle: every 2 minutes gives ten samples per cycle; every 5 minutes
gives four. Use 2 minutes if the decision is about the compressor’s health (the shape of the cycle
matters) and 5 minutes if the decision is about the room’s mean temperature (an average over
the cycle is enough); either way run the check — sample every 10 seconds for a day and decimate
- before trusting the choice.

Exercise 3 (solution). 2'2 = 4096 counts across 5 V is 1.22 mV per count; across 2 metres
it is 2/4096 = 0.00049 metres, about half a millimetre per count, and the worst-case rounding
error is a quarter of a millimetre. A compression bound of 1 mm is two counts, larger than the
quantisation step, so it loses something the sensor had - a small something, and defensible, but
not free. A bound of 0.2 mm would be free.

Exercise 4 (solution). Room temperature: 3/300 = 0.01, one per cent of the interval; net-
work time is ample. Motor current: 3/0.1 = 30 samples displaced; network time, which holds
tens of milliseconds, is enough for the interval but the 3-second error itself is not acceptable and
says the gateway is not synchronised at all. Waveform: 3/0.0001 = 30,000 samples displaced;
network time cannot serve this binding and a precision time source at the gateway is required.

Exercise 5 (hint). (a) None of the five for free; event time only if the payload carries it; not
resumable, so a gap is unrecoverable. (b) Delivery at least once gives duplicates with no way to
tell them apart unless the payload carries a sequence number; connection state only via the will;
no gap recovery. (c) Four by convention - the will message for state, the event time for time, the
sequence number for ordering, duplicates and the visibility of a gap — and gap recovery only if
the publisher also keeps a buffer it can be asked to resend from. (d) Gap survivable and ordered
by construction; connection state unobservable until the file fails to appear; event time preserved
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if the rows carry it. (e) Ordering, deduplication and gap recovery from the log’s offsets; event
time and connection state still depend on what the gateway wrote.

Exercise 6 (solution). The age of twin is 37 minutes 30 seconds. Against a 10-minute
interval that is nearly four missed updates, so the lifecycle field should read out of sync; against
a 15-minute staleness bound the command path must refuse, hold the last safe command, and
raise the inward alert — Chapter 3’s staleness row, computed from Chapter 4’s as_of by this
chapter’s Equation 5.3.

Exercise 7 (hint). (a) A binary schema-required encoding with a sequence number, com-
pressed at the edge within the sensor’s resolution; columnar at rest; loses nothing the sensor had,
costs a versioned schema. (b) Self-describing text, since a person wrote it and a person will read
it; a document store; loses nothing, gains nothing from compression. (c) The frame as a file with
aJSON sidecar; an object store; the tuple’s value is the object key. (d) Metadata: a self-describing
JSON record per binding with a valid_from, in a document store or a table keyed by binding,
versioned rather than overwritten; loses nothing, is read rarely, and is what makes every other
store’s numbers mean something.

Exercise 8 (hint). Keep the last sequence number and last event time per binding. A se-
quence number more than one ahead is a gap: pass the tuple, record the gap, and mark the
window’s count short. The same sequence number twice is a duplicate: drop the second, attach
nothing. An event time earlier than the last stored is out of order: buffer it for the grace period
and insert it in order, or emit a correction if the window has closed. Only a filled value gets
substituted; the other two attach no quality state, because the tuple itself is good - it is the
stream that had the defect.

Exercise 9 (solution). 300 X 12 X 86,400 X 16 = 4.98 x 10° bytes a day, about 4.6 GiB for
the fleet. Three tiers: raw for 30 days; one-minute windows with mean, min, max and count for
two years; hourly windows with the same four for the asset’s life. The second tier keeps min and
max so a spike survives and count so a gap is visible. The third tier after a year: 300 x 12 X 8760
windows of four 8-byte values plus a timestamp, about 3.15 x 107 x 40 = 1.26 x 10° bytes, a little
over a gigabyte — four thousand times smaller than the raw year.

Exercise 10 (solution). The sequence number: its distinct values grow with every mes-
sage, so the index grows with the history rather than with the fleet, and removing it later means
rewriting every point. It belongs as a field, or better in the clean function’s own state, since its
only job is gap and duplicate detection. Firmware version is a legitimate tag — a handful of values
per fleet — and the digital thread wants it there.

Exercise 11 (solution). The nightly computation must emit corrections: it runs at midnight
over the day’s data, and when the missing hour arrives at 01:00 it recomputes that day’s state of
health and publishes it again, marked as superseding the first. For that to be possible the store
must keep the raw cell data for at least the day, not only the nightly result, and the result must
carry the version and the data span it was computed from. At midnight that bus’s age of twin
should have read about one hour and its lifecycle out of sync, and a dashboard showing its state
of health with that age beside it is telling the truth.

Exercise 12 (open). Assessed on whether the three sources reach one tuple with three
different quality vocabularies rather than one; on whether the quarterly readings are treated
as events with a stated uncertainty rather than as samples; on whether the MQTT clock drift
is detected from the time discrepancy and impossible timestamps are quarantined rather than
corrected; and on whether the dashboard for the oldest substations shows an age of twin of three
months rather than a number.
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5.18 Further Reading

Sensing and sampling: [139] for a published twin whose sensor array is specified with
ranges and accuracies, the real form of the datasheet table; [140] for calibration and wear
as sources of bad data reaching a twin; [91] for the distinction between a sensor’s sampling
frequency and the twinning rate. The sampling theorem, aliasing and quantisation are
textbook material and the mathematics appendix has the argument.

Time and synchronisation: [141] for time discrepancy between digital and physical twins
studied in its own right; [113] for timeliness, reliability and consistency metrics as indica-
tors that something is wrong; [121] for twinning rate and age of twin defined as platform
metrics.

Transports and industrial protocols: [80] and [142] for HTTP and MQTT side by side and
for MQTT’s broker features; [143] and [25] for MODBUS and OPC UA as twins actually
use them; [144], [145] and [91] for OPC UA’s information model, address space and two
messaging patterns; [146] for Kafka against other publish/subscribe systems; [83] for one
handler per protocol at scale; [137] for heterogeneity as middleware’s problem. The pro-
tocol samples are this book’s own construction.

Encodings: [121] for the encoding family and payload size as latency; [147] for OPC UA
PubSub with a binary and a JSON encoding over UDP and MQTT; [148] for the UNECE
unit codes as a code list. The six encodings of one reading and their byte counts are this
book’s own construction.

Functions: [149] for the properties of a twin - reflection, entanglement, memorisation,
composability, augmentation and predictability — that the platform literature builds on;
[150] and [115] for the shadowing function computing state and propagating actions; [83]
for augmentation and composition as the capabilities a passive twin forgoes; [19] for edge
functions in the Industrial Internet Reference Architecture; [151] for function as a service.
Stream processing and placement: [138] for hot, warm and cold paths and Kafka as the
ingest stream; [150] and [112] for functions relocated along the continuum; [152] for com-
ponent placement measured on a testbed; [153] for when offloading to the cloud wins.
Storage: [155], [156] and [154] for model-based compression within an error bound, the
turbine volume and bandwidth figures, Parquet and Arrow in an edge-to-cloud pipeline;
[159] for data lakes that keep raw data; [106], [157], [158], [91] and [138] for NetCDF,
labelled arrays, video arrays with sidecar metadata, point clouds and images on a topic.
The metadata record is this book’s own construction.

Data quality: [113] for the experimental form of the gaps, duplicates and out-of-order table;
[140] for the sensor-side causes. The six quality states are this book’s own construction.
The lifecycle view: [129] for the digital thread as the Digital Twin Consortium defines it and
[17] for the twin as shadow of the present and thread of the past.

The faded examples’ sources: [22] and [162] for what a turbine’s SCADA system reports
and at what rate; [163] for what a battery management system measures per cell and how
often.
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Chapter 6

Models

6.1 Before You Start

What you are assumed to know. You write software for a living, you read a function signature
and know what its arguments and return value commit it to, and you remember basic probability
from a first course: what a probability is, what “given” means, and that a distribution is a spread
of values rather than one value. You have read the previous five chapters. From Chapter 3 you
have three words, recalled here in one clause each: a model is a description of how something
behaves, and it does not run; a simulation is one execution of a model over time from a start-
ing state; a simulator is the software that performs simulations. From Chapter 4 you have the
seven building blocks, in particular the models block, which that chapter gave a slot behind an
interface — given a state and a horizon, return a predicted state — and the state block, the twin’s
current belief about the physical twin. From Chapter 5 you have the tuple, the sampling interval
T, and the event time, and the offshore turbine whose generator-side bearing temperature ran
through that chapter as its worked stream. From Chapter 2 you have the plant rig’s four equa-
tions and its dose rule, which reappear once, in the one section of this chapter where the rig is
allowed.

What you are not assumed to know. Calculus, linear algebra, numerical methods, any
modelling tool and any control theory. Every result this chapter leans on from those subjects
is recalled in one clause and pointed at the section of the mathematics appendix that builds it
from a loop, a record or a table: Quantities, Rates and Equations for what a rate is and what an
equation with a rate in it says; From an Equation to a Loop for Euler’s step and what a solver does;
Many Quantities at Once for vectors, matrices, the state-space form and modes; Probability and
Distributions for Bayes’ rule and the Gaussian; State Machines with Probabilities for the Markov
chain and the hidden state seen through a noisy sensor; and What a Solver and a Simulator Do
for the event queue and the real-time factor. If a paragraph below feels like it is skipping a step,
the appendix section named beside it is where the step is.

What this chapter covers. Chapter 4 named the model as one of seven blocks and gave it
a slot: given a state and a horizon, return a predicted state. This chapter is about what goes in
that slot. It first says what every model has - a state, an input, a parameter set, a step function
and an output function — and gives the four criteria a model inside a twin is judged on. It then
introduces one running example, an offshore wind turbine, and models it five ways, once per
model type: a lumped first-principles model of the rotor and the gearbox oil; a state machine
of its operating modes and a discrete-event model of the vessel that repairs it; a finite-element
model of its tower and blades; a reduced and a surrogate version of that model; and a probabilistic
model of a wearing bearing, updated by Bayes’ rule. Each model type closes on the same two sub-
headings, what it costs and how it is kept current, and one section then generalises the second of
those into the three rates at which a twin’s model changes. A choosing table, the rig, five faded
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examples, a summary, exercises and further reading close the chapter.

What this chapter deliberately does not cover. How a solver chooses its step, which
belongs to the simulators half of this part and to the appendix, and co-simulation, which belongs
with the interface standards it is built on to the standards chapter. State estimation - how the
twin corrects the model’s state from readings — which is the state and estimator chapter’s; this
chapter hands it the discrete state-space form and stops. Neural networks, hybrid physics-plus-
network models, generative models and foundation models, which are parked for the AI chapter
and named here only as parked. Whether a model deserves to be believed, which is the credibility
chapter’s. Structural change to the model set, which belongs to configuration and the manager
chapter.

Learning objectives. By the end of this chapter you will be able to:

1. Name the state, inputs, outputs and parameters of a described system and write its step
function.

2. Classify a modelling need onto the five model types and defend the choice against the
four criteria.

3. Turn a rate rule into a loop and say what the step size costs.

4. Explain in words what a mesh, a mode and a reduced basis are and judge when each is
worth paying for.

5. Write a degradation model as a random process and update one of its parameters from a
reading with Bayes’ rule.

6. State the three rates at which a twin’s model changes and name which chapter owns each.

Every section that follows serves at least one of those six, and the exercises at the end say
which.

6.2 What Every Model Has

Every model in this chapter, whatever its physics and whatever its size, is the same five things to
a software engineer. Figure 6.1 draws them, and this section names them, because once the five
are named the five model types that follow are five ways of writing one of them.

Output record z,

sl el 2 | Output function g

the smallest —> what a sensor
. z = 8(xx,0)
sufficient record would see
Xk X1, One tick
Step function f Parameter record 6

Xep1 = fOp, Uy, 6, h) fixed during a run

!

Input record u
wind, command, load

J

Figure 6.1: The anatomy of a model. Four records and two functions: the step function advances
the state record by one interval from the input and the parameters, and the output function reads
from the state what a sensor would report.
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6.2.1 Four records and two functions

The state record x is the smallest set of numbers that, together with everything done to the
system from now on, fixes everything the system will do from now on. That definition is worth
reading twice, because it is a test, not a description. A turbine’s rotor speed is state: if you know it
now and you know the wind and the generator command from now on, you know the speed from
now on. Last week’s mean wind speed is not state: knowing it adds nothing once the present
speed is known. The word is the same as Chapter 4’s state block, and the relation is exact: the
model’s state is what the twin’s state block holds an estimate of.

The input record u is what is done to the system from outside during a run - the wind, a
command from the grid operator, a load on a bridge, a dose of water. The model reads inputs; it
never predicts them. A quantity the model predicts is state; a quantity the model is told is input.
The same physical thing can be either, depending on where the model’s boundary is drawn: the
wind is an input to a turbine model and a state of a weather model.

The parameter record 6 holds the numbers that stay fixed during one run and may change
between runs - an inertia, a resistance, a heat-transfer coefficient, a wear rate. The distinction
from state is one of time scale and of who changes them: a solver changes the state every step; an
engineer, or later in this chapter a Bayesian update, changes a parameter between runs. Chapter
2’s drying rate d and dose response g were parameters in exactly this sense, and the whole of the
Keeping a Model Current section is about how parameters move.

The step function f takes the state, the input and an interval & and returns the state one
interval later:

Xiy1 = (g, ug, 6, h) (6.1)

Equation 6.1 is the whole of what a simulator calls, in a loop, to produce a simulation. Chap-
ter 3 said a model does not run and a simulation is one execution of it; the step function is the
model’s half of that bargain, and the loop is the simulator’s.

The output function g reads from the state what a sensor would report:

zi = §(x, 6) (6.2)

The output z in Equation 6.2 is a separate record from the state because a sensor rarely reads
the state directly. An accelerometer on a tower reports an acceleration, not the tower’s displace-
ment; a thermocouple reports the temperature at one point of a gearbox, not the temperature of
the oil as a whole. The output function is where the model says what its state would look like
through the sensors Chapter 5 described, and it is the half the state and estimator chapter will
lean on hardest: a residual is z predicted minus z measured.

Table 6.1 collects the five with the turbine’s rotor as the instance, so that each has a concrete
face before the sections that follow give it several.

Table 6.1: The five parts of a model, with the turbine’s rotor as the instance. The right-hand
column is the test that separates state from parameter: what changes it, and how often.

Part Written as For the turbine’s rotor Who changes it

state record  x rotor speed the step, every interval

input record u wind speed, generator the world, every interval
command

parameter 3] rotor inertia, blade an engineer, or an

record geometry update, between runs
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Part Written as For the turbine’s rotor Who changes it
step X1 = f(xp, ug, 6, h) new speed from torque never during a run
function imbalance and inertia

output z = 8(xg, 0) the speed the SCADA never during a run
function counter reports

6.2.2 Three notions of time, three signatures for the step

The interval & in the step function hides a choice. There are three ways a model can think about
time, and they give the step three different signatures.

Continuous time. The model says how fast each state is changing right now - a rate rule,
this chapter’s plain word for what the mathematics appendix builds under Quantities, Rates and
Equations and calls an ordinary differential equation (ODE). A rate rule has no step in it; a solver
supplies one, and the appendix’s From an Equation to a Loop shows Euler’s step doing so: new
value equals old value plus rate times step. The step function of a continuous-time model is
therefore “call the solver for h seconds”, and h is the solver’s choice as much as the modeller’s.

Sampled time. The model is written directly as a rule from this sample to the next, at a
fixed interval - the difference equation of the appendix. Chapter 2’s dose rule is one: it reads
the moisture every T, hours and never asks what happened in between. Here h is fixed by the
sensor or the controller and the step function is exactly Equation 6.1 with h constant.

Event-driven time. Nothing happens until something happens. The model’s step is “ad-
vance the clock to the time of the next event and apply it”, and h is whatever gap the events
leave, different every step. The appendix’s What a Solver and a Simulator Do runs this step from
a priority queue, and the Discrete-State and Discrete-Event Models section builds a model that
lives in it.

The three are not rivals. A twin of a turbine holds a continuous-time model of the rotor, a
sampled-time model of the ten-minute SCADA statistics and an event-driven model of the vessel
that comes when a gearbox fails, and the simulators half of this part is largely about making the
three tick together.

6.2.3 Deterministic or stochastic

A deterministic step returns one next state. A stochastic step returns a distribution over next
states — or, in code, one draw from it, with the understanding that a different draw was pos-
sible. The difference is not in the physics but in what the model admits it does not know. A
wearing bearing wears at a rate nobody can pin down to three decimal places, and a model that
returns one wear level next month is overstating what it knows; a model that returns a spread is
not. The Probabilistic Models and Bayesian Updating section is where the step starts returning
distributions, and the fourth criterion below is why.

6.2.4 White, grey and black box

The literature sorts models by how much of the physics is written in them. A white-box model
is written from physical laws - first principles such as Newton’s second law, closed with con-
stitutive relations for friction, damping and boundaries; a black-box model is fitted from mea-
sured data with no law inside; and a grey-box model sits between, with the physics guiding a
structure whose parameters, or whose correction terms, are fitted from data [6]. The structural-
health-monitoring literature reads the digital twin itself as the middle position: the model-based
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approach is the white box, the vibration-based approach the black box, and the twin stands be-
tween them [40]. The first three model types in this chapter are white-box models that become
grey the moment a parameter is fitted to this asset, which every one of them is. The black end
of the spectrum - a network trained to map inputs to outputs - is parked for the AI chapter, and
the Reduced-Order and Surrogate Models section says what a fitted function may and may not
stand in for.

6.2.5 The four criteria

A model can be a good model and a bad model for a twin. What makes the difference is not
accuracy alone but four properties, and every model type in this chapter is judged against the
same four. They are the book’s own framing, distilled from what the published twins in the
sections below had to get right.

1. Evaluable from this asset’s state with today’s readings. The model’s inputs must be
things the twin actually has: the SCADA stream, the accelerometers, the bearing temper-
ature Chapter 5 carried. A model that needs a wind field measured at fifty points along
the blade, when the twin has one anemometer, is a good model of a turbine and a useless
model for this twin.

2. Updatable. When the asset changes — wears, is repaired, is re-commissioned - the model
must be able to follow. A model whose parameters are baked into a compiled binary no-
body can rebuild fails this criterion however accurate it was on delivery.

3. Inside the decision’s time budget. Chapter 1 priced each value pattern by the latency
of its decision. A model that takes four hours to run cannot serve a decision due in ten
minutes, and the appendix’s What a Solver and a Simulator Do gives the one number, the
real-time factor, that says whether it can.

4. Honest about uncertainty. The model must say how sure it is, so that a decision taken
on its output can weigh the risk. A remaining life of “fourteen months” is less useful than
“between nine and twenty months, most likely fourteen”, and often less true.

The fourth is the one software engineers find strangest, because most functions we write
return values, not distributions. It is also the one the last of the five model types exists to satisfy.

6.2.6 What the six value patterns ask of a model

Chapter 1’s six value patterns - monitor, diagnose, predict, decide, control, certify — each stress
a different subset of the four criteria, and Table 6.2 says which. Read it down a column to see
which criterion is most often decisive: the time budget appears in every row from predict onward,
which is why the two cheap model types carry most of the chapter’s decisions.

Table 6.2: The six value patterns of Chapter 1 against the four criteria each stresses most. A
model chosen for monitoring may fail the moment the twin is asked to predict.

Value pattern What the model must do Criteria stressed

Monitor read the state as the sensors would: the evaluable
output function

Diagnose predict what the readings should have been, evaluable, updatable
to form a residual
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Value pattern What the model must do Criteria stressed
Predict run forward from the estimated state, witha  time budget, honest about
spread uncertainty

Decide run forward many times, once per option time budget, honest about
uncertainty

Control run forward inside the actuator’s loop time budget, evaluable,
updatable

Certify stand in for the asset with a stated error honest about uncertainty,
updatable

One reading of Table 6.2 to carry forward: the same twin usually climbs Chapter 1’s ladder
over its life, from monitoring to prediction to decision, and the model that served the first pattern
on that ladder is rarely the one that serves the last. The Choosing a Model Type section returns
to this, once the five types are on the table.

6.3 The Running Example: An Offshore Wind Turbine

One asset carries the five sections that follow, so that each model type is met as an answer to a
question about the same machine rather than as a technique in the abstract. The turbine is the
one Chapter 5 used for its worked stream, made concrete enough to model.

The machine. Three blades on a hub turn a low-speed shaft at around one revolution every
four seconds in a good wind. A gearbox steps that up by a factor near a hundred to a generator,
which the turbine’s controller loads with a torque that sets how much power leaves. The nacelle
holding all of this sits on a steel tower some eighty metres tall, and the tower stands on a founda-
tion: a monopile driven into the seabed for a fixed turbine, or a floating spar or semi-submersible
held by mooring lines for one in deep water. The two published twins this chapter leans on are
both of floating turbines - a physics-based twin validated on a full-scale floating prototype that
estimates the tower’s loads and its fatigue life from a handful of standard measurements [164],
and a diagnostic twin of an operational floating turbine that watches its gearbox temperatures
for anomalies [22] - and the offshore-structures literature treats the tower and foundation as a
structure whose measured dynamics should be compared with a predictive model [165]. Noth-
ing in the sections below depends on whether the foundation floats; where it matters, the text
says so.

What the operator sees. The turbine is in one of a handful of modes at any moment: idle
below the cut-in wind speed, starting up, producing, curtailed when the grid operator asks for
less than the wind would give, stopped on a fault, or under maintenance. Those six words are
the whole of the turbine to the control room, and a section below models them as exactly that.

What happens when something breaks. Nobody drives to an offshore turbine. A crew-
transfer vessel, or for a heavy component a jack-up vessel with a crane, is dispatched from port,
and it sails only when the wave height and wind are below the vessel’s limits, a weather win-
dow that in a North Sea winter may not open for days. A fault therefore costs the lost production
from the moment of the fault to the end of the repair, and most of that time is spent waiting for
a vessel and a window. That waiting is the thing a discrete-event model is for.

What the twin can read. Table 6.3 lists the sensors, at the rates Chapter 5 gave them. The
supervisory control and data acquisition (SCADA) system reports wind speed, active and reactive
power, rotor and generator speed, blade pitch and the temperatures of the shaft bearing, brakes,
generator and gearbox oil [22]; on a commercial turbine those arrive as ten-minute statistics
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[162]. A condition-monitoring system samples drivetrain vibration at hertz to tens of hertz.
Tower accelerometers, and on a floater inclination and position sensors, sample at kilohertz, and
the published structural twin needs only those plus the SCADA power, pitch and rotor speed to
estimate the loads along the tower [164].

Table 6.3: What the turbine’s twin can read, and which model each stream feeds. The rates are

Chapter 5’s; the right-hand column is this chapter’s map from data to model.

Sensor Reads Rate Feeds the model of
SCADA power, rotor and ten-minute rotor and drivetrain;
counters generator speed, pitch statistics; hertzon  operating mode
a research turbine

SCADA shaft bearing, brake, ten-minute gearbox oil; bearing wear
thermocouples  generator and gearbox oil  statistics

temperatures
condition drivetrain vibration hertz to tens of bearing wear
monitoring hertz
tower tower acceleration at two  kilohertz tower and blade
accelerometers  or three heights structure; loads
floater sensors  inclination, position hertz structure, on a floating

control room
log

mode changes, alarms,
vessel dispatches

on each event

foundation

operating mode; vessel
dispatch

The decisions. Each model type below serves one decision, and Table 6.4 states them in
advance so that each section can open on its question. The decisions are chosen so that no
single model type could serve them all, which is the chapter’s argument in one table: a twin of
a real asset carries several models, and choosing among the types is choosing per decision, not
per asset.

Table 6.4: The turbine’s five decisions and the model type that serves each. The Choosing a
Model Type section returns to this table with the reasons.

Model type that
Decision Question the operator asks serves it
power and is the rotor speeding up as it should, and will the lumped
thermal gearbox oil overheat in the next ten minutes? first-principles
expectation

discrete-state and
discrete-event

high-fidelity field

which mode is the turbine in, and when will a
vessel get to it?

availability and
repair planning

structural
integrity

has the tower’s stiffness changed since
commissioning?

reduced-order and
surrogate

load monitoring
every second

what load is the tower carrying right now, and how
much fatigue did this gust cost?
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Model type that
Decision Question the operator asks serves it
bearing how long before the main bearing must be probabilistic,
replacement replaced, with what confidence? Bayesian updating

6.4 Lumped-Parameter First-Principles Models

Is the rotor speeding up as it should, and will the gearbox oil overheat in the next ten minutes? Both
halves of that question are “how much” questions about a few quantities, and the model type
that answers them is the oldest one: write down what the physics says about how each quantity
changes, and step it forward.

6.4.1 Conservation is where rate rules come from

Every rate rule in this section, and most in engineering, comes from one sentence: what flows
in, minus what flows out, is what accumulates. Energy into a gearbox minus energy out is
energy stored in its oil, which is a temperature rise. Torque turning a rotor minus torque resisting
it is stored angular momentum, which is a speed rise. Water into a pot minus water out is stored
moisture, which was Chapter 2. The sentence is a rate rule as soon as “accumulates” is read as
“the rate of change of the stored quantity is”, and the mathematics appendix’s Quantities, Rates
and Equations is where that reading is built.

Lumped means the quantity is treated as one number for a whole component — one tem-
perature for the gearbox oil, one speed for the rotor — rather than a value at every point. When
a component’s properties are close enough to uniform over its geometry, its parameters can be
aggregated over the whole object and the object reduced to a point, and such lumped-parameter
models are written as ordinary differential equations, or as differential-algebraic equations when
constraints join them [166]. The High-Fidelity Field Models section is what happens when that
assumption is dropped.

6.4.2 Three roles, four domains

Once the rate rules are written for a few systems a pattern shows. Every element plays one of
three roles: it stores a quantity, it dissipates it, or it supplies the effort that drives it. A ca-
pacitor stores charge, a resistor dissipates it and a battery supplies the voltage; a mass stores
momentum, friction dissipates it and a force drives it; a tank of oil stores heat, a cooler dissi-
pates it and the gearbox’s losses supply it. Table 6.5 lays the analogy out across the four domains
a turbine’s twin will meet. This is the observation the bond-graph formalism is built on - it uni-
fies the physical domains at the lumped level by recognising the analogy between energy storage
and dissipation across electrical, mechanical, thermal and hydraulic systems, and connects ele-
ments by the power that flows between them [166] - told here without its notation, because the
observation is what a software engineer needs and the notation is not.
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Table 6.5: Storage, dissipation and effort in four domains. Each row is one idea in four costumes;
the last row is the rate rule each domain’s conservation sentence becomes.

Mechanical
Role (rotation) Electrical Thermal Hydraulic
stores inertia holds capacitor holds  thermal mass tank holds
angular charge holds heat volume
momentum
dissipates friction, drag resistor cooler, pipe friction,
conduction to leak
ambient
supplies effort applied torque voltage source heater, losses as  pump
heat
the stored torque current over net heat flow net flow over
quantity’s rate imbalance over  capacitance over thermal tank area
inertia mass

The payoff of Table 6.5 is that a software engineer who has understood one column has
understood the others. The turbine’s rotor is the first column and its gearbox oil is the third, and
the two rate rules below are the last row of each.

6.4.3 Equations, not assignments

A programmer’s instinct is to write the rotor model as assignments: compute the torque, then
the acceleration, then the new speed. A modeller in an equation-based language writes rela-
tions instead - torque equals inertia times acceleration — without saying which side is computed
from which. This is the acausal style: a declarative style based on equations rather than as-
signments, in which which variables are inputs and which are outputs is left unspecified and is
fixed only when causality is assigned before the model runs [166]. The point is reuse. A gearbox
model written acausally can be driven from its input shaft or from its output shaft without be-
ing rewritten, because the equations do not know which end is upstream; an assignment-based
model would need a second version.

The price is a translator. Before an acausal model can run, something has to sort its equa-
tions into an order in which each unknown is computed from things already known - which
is exactly the assignment program the programmer would have written by hand, generated in-
stead. Modelica is the language most twins in the literature use for this, and a Modelica model
reaches a twin as a compiled unit: TwinOps, for instance, exports Modelica models as functional
mock-up units, generates the interface and glue code for each, and co-simulates them with an
architecture model while the same pipeline builds the real system [167]. Sorting happens at that
compile step, and when it fails — because the equations do not determine the unknowns, or de-
termine them twice - the failure is a compile error and not a wrong number at run time, which
is the second reason engineers accept the translator.

Constraints are equations with no rate in them, holding at every instant beside the rate
rules. The gear ratio is one: the generator’s speed is the rotor’s speed times the ratio, always, not
“eventually”. A published architecture for cyber-physical twins decomposes the system level by
level from the whole to the components, writes each component’s physics as ordinary differential
equations and the connections between components as algebraic equations, and the model is the
coupling of the two [168]. The appendix’s Stiff Equations for Digital Twins is where the solver’s
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side of that coupling is discussed; here it is enough that a constraint is a relation the state must

satisfy, and a translator uses it to eliminate a variable rather than to step one.

6.4.4 The turbine: six lines and a step function

Two states, two rate rules, one constraint, and a step. The symbols are in Table 6.6.

Table 6.6: The turbine’s lumped model: two states, four inputs, four parameters and the step.
The values are illustrative for a turbine of about two megawatts and are used in the worked step.

Value used
Symbol Meaning Unit Role below
W, rotor speed radians per state 1.70
second

Toin gearbox oil degrees Celsius  state 48.0
temperature

Q. aerodynamic newton metres input, from 1.50 x 10°
torque on the wind and pitch
rotor

Q, generator newton metres input, from the 1.44 x 10°
torque, referred controller
to the rotor shaft

Pioss gearbox loss watts input, from the 4.0 x 10*
power, as heat power flowing
into the oil through

Tamb nacelle air degrees Celsius  input 12.0
temperature

J rotor and kilogram square  parameter 6.0 X 10°
drivetrain metres
inertia, referred
to the rotor shaft

Cin thermal capacity joules per kelvin  parameter 2.0 x 10°
of the oil and
gearbox casing

kg heat-loss watts per kelvin ~ parameter 1.0 x 103
coefficient from
oil to nacelle air

Mgear gear ratio - parameter 97

h step size seconds the loop’s 1

The rotor. Torque in minus torque out is stored angular momentum; angular momentum
is inertia times speed; so the speed’s rate is the torque imbalance over the inertia:

dow,

J =Qa_Qg

dt

(6.3)
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The oil. Heat in minus heat out is stored heat; stored heat is thermal capacity times temper-
ature; heat out is the loss to the nacelle air, proportional to the temperature difference:

d;;ﬂ = Ploss = kin (Toit = Tamb) (6.4)

Equation 6.3 says that a rotor left alone keeps its speed, and Equation 6.4 that oil left alone
settles where loss equals gain; the step below moves both by one second.

The constraint. The generator turns at the gear ratio times the rotor speed, w, = Ngeqr @y,
and the generator torque the controller sets on the fast shaft appears at the rotor as Qg, the fast-
shaft torque times the ratio. Two algebraic lines, no rates.

The output function. The SCADA counter reports the rotor speed in revolutions per minute,
z, = 60 w,/(27), and the oil thermocouple reports z, = T.;. Two more lines, and the model is
six lines long.

The step. Apply Euler’s step of the appendix — new value equals old value plus rate times
step — to each rate rule, with the values of Table 6.6:

Cin

def step(x, u, theta, h):
omega_r, T_oil = x
Q_a, Q_g, P_loss, T_amb = u
J, C_th, k_th = theta
d_omega = (Q_a - Q_g) / J # the rotor's rate
d_T = (P_loss - k_th * (T_oil - T_amb)) / C_th # the oil's rate
return (omega_r + h * d_omega, T_oil + h * d_T)

Run it once by hand. The torque imbalance is Q, — Q; = 6.0 X 10* newton metres, so the
rotor’s rate is 6.0 X 10*/6.0 x 10® = 0.010 radians per second per second, and after one second
w, = 1.71. The oil’s excess over the air is To; — Tymp, = 36 degrees, the loss is kg, X 36 = 3.6 X 10*
watts against 4.0 X 10* watts coming in, so the oil warms at 4.0 X 103/2.0 x 10° = 0.002 degrees
per second and after one second T,; = 48.002. The oil is heading for the temperature at which
loss equals gain, T, + Pioss/kq, = 52 degrees, and at this rate it will take most of the next ten
minutes to get close: that is the “will it overheat” half of the question answered, with numbers,
from six lines.

Two things to notice, because they recur. First, the two states move on wildly different time
scales — the rotor changes by a per cent in a second, the oil by a hundredth of a degree — and the
step size was set by the fast one. The appendix’s Stiff Equations for Digital Twins explains why
that is forced and what a better solver does about it; the cost here is that the oil rule is stepped
six hundred times per SCADA reading to advance a fraction of a degree. Second, the model
predicts T,;, and the SCADA system measures it: the difference between the two, once a reading
arrives, is a residual, and a residual that grows is a bearing warming or a cooler failing. That is
the diagnostic twin’s whole method, and it is why the published diagnostic twin of a floating
turbine chose the gearbox temperatures as the quantities to model: they change slowly, so they
need only the low SCADA rates, and an abnormal temperature is a component misbehaving [22].

6.4.5 Where else this model type appears

The rotor-and-oil model is small. The same model type scales to a whole system by composition.
The cyber-physical architecture cited above builds a lunar probe’s power system as a library of
lumped component models — environment, solar array, battery pack, controller, load, distribu-
tion - each a set of rate rules, joined by algebraic constraints into a system model that can be
simulated at several levels of granularity [168]. In buildings, Spawn couples an equation-based
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Modelica model of the heating, ventilation and control systems to EnergyPlus’s envelope simula-
tion, taking from the acausal side the flexibility to model novel heat-pump and storage systems
that the sequential simulator’s fixed loop topologies cannot express, and accepting in return
longer translation and simulation times [169]. In both, the lumped model type is the frame that
holds the rest together.

6.4.6 Whatit costs

Domain knowledge to write, and almost nothing to run. Writing the six lines above needed
someone who knew that torque imbalance over inertia is an acceleration and that heat loss is
proportional to a temperature difference; those are undergraduate physics, but they are physics,
and a software engineer either learns them for the domain at hand or works with someone who
has. Running them costs microseconds a step. The model passes the time-budget criterion for
every value pattern in Table 6.2, and it passes the evaluability criterion because its inputs are the
SCADA stream. What it does not do, alone, is say how sure it is: it returns numbers, not spreads.

6.4.7 How it is kept current

Two things drift, and they are kept current by two different mechanisms. The state — the rotor
speed and the oil temperature the model thinks it has - drifts from the truth with every step,
because the inputs are measured imperfectly and the model is not the turbine; it is corrected
from every reading by an estimator, which is the state and estimator chapter’s whole subject.
The parameters - J, Cy,, ky, — drift as the turbine ages, a fouled cooler lowering k;, over months,
and they are refit from accumulated residuals on a slow schedule, which is the Keeping a Model
Current section’s subject. Nothing about the structure of the six lines changes until the turbine
itself does.

6.4.8 One Euler step gives the state-space form

- . w
Close by writing the step once more, as a table. Stack the two states into a vector x = [ r ] and

Toil
Qa - Qg
P loss + kth Tamb
flow in with the oil at nacelle temperature. Both rate rules are then weighted sums of the states
and inputs, and one Euler step of both at once is:

the two driving quantities into u = ], the second entry being the heat that would

Xk+1 = ka + Guk, F = [(1) 1— hzth/cth:l s G = [héj h/(éth] (65)

Equation 6.5 is the discrete-time state-space form the appendix builds under Many Quantities

at Once and the state and estimator chapter runs its filter on. The turbine’s F has a one in the

corner because the rotor speed, left alone, keeps its value, and 1 — h ky;,/Cy, = 0.9995 in the other
because the 0il’s excess decays half a thousandth per second; multiply x by F, add G times u,

and you have the two numbers computed by hand above. That a six-line physics model and a

two-by-two table are the same model, written twice, is the fact this section hands on: the physics
gives the twin its expectation, and the tables are the form in which the next chapter corrects it.

6.5 Discrete-State and Discrete-Event Models

Which mode is the turbine in, and when will a vessel get to it? Neither half of that question is “how
much”. The first asks which of six words describes the turbine; the second asks when a sequence
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of things — a fault, a dispatch, a weather window, a sailing, a repair — will have happened. Both
are questions about discrete states and the events that move between them, and this is the model
type for them.

6.5.1 Home turf: a finite state machine with guards and actions

A software engineer has written this model many times without calling it one. A finite state
machine is a finite set of modes, exactly one of them active, and a set of transitions, each
fired by an event, each with a guard - a condition on the state or the inputs that must hold
for the transition to fire — and an action, what is done on firing. Figure 6.2 draws the turbine’s
operating modes as one. Idle becomes start-up when the wind rises above the cut-in speed; start-
up becomes producing when the rotor reaches its rated speed; producing becomes curtailed on
a grid command and returns when the command is lifted; any operating mode becomes fault on
an alarm; fault becomes maintenance when the vessel arrives; maintenance becomes idle when
the repair is done.

wind below cut-in or above cut-out

wind above rated speed
—cutin start-up reached »| producing

alarm
repair
p alarm

grid

done command

command
lifted

maintenance | +—— < curtailed
vessel alarm
arrives

Figure 6.2: The turbine’s operating modes as a finite state machine. Each arrow carries its guard;
the actions - log the change, set the generator torque to zero, raise a work order - are not drawn.
Alarms lead to the fault mode from every operating mode.

—

In the terms of the What Every Model Has section: the state record is one value from an
enumeration of six; the inputs are the wind speed, the grid command, the alarm flags and the
vessel’s arrival; there are no parameters yet; the step function is “if the guard of any outgoing
transition holds, move and perform its action”; and the output function is the mode itself, which
iswhat the control room log records. The state is one word, which is why this model type answers
“which” and not “how much”.
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6.5.2 Adding time, twice

A plain state machine has no clock. It moves when an event arrives and otherwise waits, and it
cannot say how long start-up takes. Time enters in two steps.

Timed transitions. Give a transition a duration: start-up takes ninety seconds; a repair
takes eight hours. The step function now has a clock, and a transition fires when its duration
has elapsed as well as when its guard holds. That is enough for a single machine.

Timestamped events in a queue. The moment there are two machines - the turbine and
the vessel - or one machine and a world that sends things at its own pace, the clean way to
run them is to put every pending event on a priority queue ordered by its timestamp, pop the
earliest, advance the clock to it, apply it, and let the application schedule new events onto the
queue. This is the discrete-event abstraction: the step is “pop, advance, apply”, and the state
of the whole model is the modes of its machines plus the queue. The appendix’s What a Solver
and a Simulator Do runs exactly this loop under An event scheduler runs the discrete version. It
is also the view the discrete-event system specification (DEVS) formalises: each atomic model
has a time-advance function that says how long it will stay in its state if nothing arrives, an
internal transition for when that time runs out and an external transition for when an input
arrives first, with the elapsed time since the last transition available so that an interrupted process
can resume with the time it has left [166]. A twinning system’s design passes through a stage of
choosing such formalisms - differential equations, DEVS or Petri nets — to match its goals, before
deployment [12]; the choice this section teaches is the second of those, with the third next.

6.5.3 Petri nets: the thing state machines do badly

A state machine has one active mode. Two vessels, four turbines, one spare gearbox and two
weather windows have no single mode; they have counts, and the question is which activities
can proceed at once and what they compete for. A Petri net answers it. Its state is a mark-
ing: a count of tokens in each place, where a place may stand for a process step (“waiting for
a vessel”) or a resource (“spare gearboxes in port”) alike; a transition fires when every place
feeding it holds enough tokens, consuming them and producing tokens in the places it feeds.
Petri nets treat processes and resources as the same kind of thing, encode the state as a vector of
natural numbers, and are built for concurrency and synchronisation - and, because they cover
all possible behaviours rather than one run, they are used mostly for analysing properties, such
as showing that two activities can never both hold the same crane, rather than for simulation
[166]. A repair that needs a vessel and a spare and a window is three tokens consumed by one
transition, and a state machine would need a mode for every combination.

Queues are the special case a software engineer meets most: things arrive, wait in a line, are
served one at a time. Turbines with faults are the arrivals, the vessel is the server, and the waiting
line is the lost production. The formalisms’ own literature lists suitability for competition over
shared resources — which is what leads to queueing — among the properties a modelling language
is chosen for [166]. Any queue can be drawn as a small Petri net, and most are simulated as a
discrete-event model instead.

6.5.4 The turbine: vessel dispatch with weather windows

Two machines and a queue. The turbine’s mode machine is Figure 6.2. The vessel’s machine
has four modes: in port, waiting for a window, sailing, on site. The parameters this model type
does have are durations and frequencies: the sailing time, the repair time, and the weather -
modelled here as windows that open and close as events, with a mean gap between them that
is the one number a planner most wants to know in winter. Table 6.7 pops the first five events
from the queue for one fault.
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Table 6.7: Five events popped from the queue for one gearbox fault, with the mode changes each
causes. The waiting for a window, nine and a half hours here, is the part of the twenty hours no
repair crew can shorten.

Event
Clock popped Guard checked  Action, and events scheduled
02:10 gearbox turbine 7 is turbine 7 to fault; generator torque to zero;
alarm on producing schedule “dispatch requested” now
turbine 7
02:10 dispatch vessel in port;a  vessel to waiting for a window; ask the weather
requested spare gearbox in  model for the next window
port
11:40 weather vessel waiting vessel to sailing; schedule “on site” at 11:40 plus
window the three-hour sailing time
opens
14:40 vessel on site  window still turbine 7 to maintenance; schedule “repair
open done” at 14:40 plus eight hours
22:40 repair done - turbine 7 to idle; vessel to sailing home; log
twenty hours and thirty minutes of lost
production

Read Table 6.7 down the clock column: nine and a half of the twenty hours are the vessel
waiting in port, and that is the number the model exists to produce. Run the same queue a
thousand times with the weather windows drawn from their winter distribution and the lost-
production hours per fault come out as a spread, which is the “when will a vessel get to it”
question answered honestly. Run it with a second vessel, or a spare gearbox kept on the turbine,
and the spread moves: that is the decision the operator is paying for.

6.5.5 Where else this model type appears

The manufacturing-twin literature’s own table of modelling techniques lists, under machine and
process states, the finite state machine, the hybrid automaton and the hidden Markov model,
with a hidden Markov model used for the reactive control of a robot cell’s components and a
generic hybrid automaton written for the continuous and discrete dynamics of additive manu-
facturing [91]. In production, discrete-event simulation models abstract a group of machines
into event-driven operations and can form a twin of the whole production process [49]; and the
software engineering literature on twins records the same abstraction carried into a hospital,
where a discrete-event simulation integrated with pervasive sensing forms the hospital’s twin
[170]. Patients, parts and turbines with faults are the same arrivals to the same queue.

Hybrid systems are where this model type meets the previous one. A turbine in start-up
obeys one set of rate rules, a turbine producing under torque control another, and a turbine in
fault with the brake on a third: the mode machine chooses which rate rules run, and the rate
rules’ states decide when a guard fires. A state machine whose modes each carry their own rate
rules is a hybrid automaton, and the hybrid automaton of an additive process cited above is
one. The simulators half of this part takes up how the two clocks are kept in step; here, the
design point is that the mode is state too, and belongs in the state record beside the speed and
the temperature.
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6.5.6 What it costs

Almost nothing to run: popping events from a queue is cheap, and a year of a turbine’s mode
changes is a few thousand events. The hard part is not computing but deciding. Which events
matter? A model that includes every alarm code the controller can raise has a state machine
nobody can read and durations nobody can estimate; a model that collapses them to “fault”
answers the availability question and no other. The cost is the modeller’s judgement about the
decision the model serves, and it is paid once, up front.

6.5.7 How it is kept current

Its parameters are durations and frequencies — how long a start-up takes, how often a window
opens, what fraction of faults need a jack-up vessel — and every one of them is re-estimated from
the event log the control room already keeps. This is the easiest model type to keep current,
because the log is the calibration data, and the Keeping a Model Current section’s slow schedule
can be “recompute the means from the last two winters”. The structure - which modes exist,
which transitions join them - changes only when the turbine or the operating rules do, and that
is configuration’s business.

6.6 High-Fidelity Field Models

Has the tower’s stiffness changed since commissioning? A crack at aweld, a scoured seabed around
amonopile, a loosened flange: each changes how the tower bends, and none of them is a lumped
quantity. The question is about the tower as a body, and the model type that answers it treats it
as one.

6.6.1 From a handful of states to a field

The previous two model types kept one number per component. A field model keeps a value
at every point of the component: the stress at every point of the tower wall, the temperature at
every point of a gearbox casing, the air speed at every point around a blade. The state is no longer
a record of a few quantities but a function over space, and a computer cannot hold a function
over space. So the body is cut into small cells - a mesh - and the field is stored at the cells’
corners, the nodes, with a simple rule for how it varies inside each cell, the element. Figure 6.3
shows the two views of the same tower section side by side.

Now the thing to see. Once the mesh is drawn, every node’s displacement is a state, and
the physics at each node - force in minus force out equals mass times acceleration, the same
conservation sentence as the previous section - is a rate rule relating it to its neighbours. A field
model is therefore a lumped model with a million states, written automatically by a program that
walks the mesh, rather than by hand. It has the same anatomy as everything in this chapter: a
state vector, an input (the wind and wave loads at the nodes on the surface), parameters (the
steel’s stiffness and density, the wall thickness, the soil’s stiffness at the base), a step function
and an output function that reads the acceleration at the nodes where the accelerometers are. It
is the size that changes, and with it the cost and what can be computed.

Modes are computed, not assumed. The appendix’s Many Quantities at Once introduced
a mode as a shape a structure prefers to move in, at a natural frequency, and gave the two-mass
example whose frequencies followed from two stiffnesses somebody had to supply. A field model
supplies them. From the mesh and the parameters it computes the tower’s mode shapes and
natural frequencies - the first sway, the second sway, the first twist — without anybody assuming
a stiffness for the whole tower, because the stiffness is a consequence of the wall thickness and
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(a) three lumps: three states (b) a mesh: every node a state
stiffness and mass assumed modes computed, not assumed

Figure 6.3: The same tower section as a lumped model and as a field model. In panel (a) three
masses on two springs give three states and a stiffness somebody assumed; in panel (b) a mesh
gives a state at every node and a stiffness computed from the wall thickness and the steel.

the material, element by element. That is what makes the field model the right tool for the
stiffness question: a change in stiffness anywhere moves a natural frequency somewhere, and a
natural frequency is something an accelerometer can measure.

6.6.2 Two families

Finite-element models are the field models of solids and structures: towers, blades, gearbox
casings, bridge decks. The finite element method (FEM) is the mesh-walking program described
above, and its output is displacements, stresses and modes. Computational fluid dynamics
(CFD) is the field model of fluids: the air around a blade, the water around a foundation, the
hot gas in a furnace. The same idea — mesh, conservation at every cell, a huge state vector - with
the complication that the fluid moves through the mesh, so the equations at each cell involve
what is flowing in from upstream. The two are often coupled, because the fluid’s pressure is the
structure’s load, and that coupling is one of the reasons these models are expensive.

6.6.3 The turbine: computed frequencies against measured ones

The tower and blades are meshed; the mesh, the steel’s properties, the wall thicknesses and
an assumed soil or mooring stiffness are the parameters; and the model computes the first few
natural frequencies. Meanwhile the accelerometers of Table 6.3 record the tower’s motion, and a
procedure the appendix names - operational modal analysis, which extracts natural frequencies
and mode shapes from vibration records without knowing the loads — produces the measured
frequencies. The comparison is the decision: if the computed first sway frequency was 0.31
hertz at commissioning and the measured one is 0.31 hertz today, the tower’s stiffness has not
changed; if the measured one has drifted to 0.29, something has. The offshore twin literature
describes exactly this loop for North Sea platforms, in five levels from screening and diagnostics
through finite-element model updating and wave-load calibration to quantified uncertainty and
accumulated fatigue [40], and lists the model parameters that move the frequencies - mass and
centre of gravity, element stiffness, local joint stiffness, soil stiffness and damping - as the ones
an update adjusts [165]. The diagnostic twin of the floating turbine sits on the same asset and
reads the SCADA side of it [22]; the field model is what would read the structural side.
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6.6.4 Where else this model type appears

The structural twin of a small unmanned aircraft is a finite-element model of its wing, calibrated
so that the first two bending modes’ natural frequencies match the ones extracted from strain
measurements after an initial-condition test; once calibrated, the model computes the higher
bending, torsional and skin-buckling modes that are hard to measure, and its structural-health
parameters are percentage reductions in stiffness in regions of the wing - the aircraft’s version
of the tower question [171]. In construction, a twinning platform generates building twins au-
tomatically from the building information model, exchanged as Industry Foundation Classes,
which carries the geometry a field model of the building starts from, so that the twin is instanti-
ated from the building’s own design documents rather than from a separate modelling effort [37].
Both are the same move as the turbine: the mesh comes from the design, and the parameters are
what the twin has left to learn.

6.6.5 Whatit costs

Hours per run, specialist tooling, and somebody who knows how to mesh. A tower model of
a few hundred thousand nodes takes minutes to compute its modes and hours to simulate a
storm; a blade in CFD takes days. The tooling is a commercial finite-element or CFD package
or a research code, and the meshing is a skill of its own - too coarse and the model misses the
stress concentration at the weld, too fine and the run does not finish. The manufacturing-twin
review reaches the conclusion this cost forces: high-fidelity numerical models are well suited to
twin applications in principle, but may not be appropriate in practice because fidelity comes at
the price of computational cost and simulation time, and the remedy the literature reaches for
is reduced- order modelling or simplification [91]. Against the four criteria, the field model fails
the time budget for every value pattern below certify, and the next section is how it buys that
back. It passes the others: its inputs are the loads and the accelerometers, its parameters are
updatable, and once its uncertainty is quantified it is the most honest model of the tower there
is.

6.6.6 How it is kept current

By model updating: adjusting the model’s parameters until the frequencies it computes match
the frequencies the accelerometers measure. The published twin-platform case does this for a
steel beam - vibration records are processed by operational modal analysis to extract the natu-
ral frequencies, a detailed finite-element model is built, and the measured frequencies become
the targets of an optimisation over the model’s design variables, which is finite-element model
updating [172]. The turbine’s version adjusts the soil or mooring stiffness and the local joint stiff-
nesses until the computed sway frequencies match the measured ones, and records how far they
had to move, which is the stiffness question’s answer. It is done on a slow schedule - after com-
missioning, after a storm, once a season — because each update is hours of compute; the Keeping
a Model Current section places it on that schedule beside the lumped model’s parameter refit.

6.7 Reduced-Order and Surrogate Models

What load is the tower carrying right now, and how much fatigue did this gust cost? The field
model of the previous section knows the answer, and takes hours to say it. The decision wants it
every second. There are two ways to buy that time back, and they are different enough to deserve
different names.
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6.7.1 Reduce: keep a few combinations of the million states

The field model’s million nodal displacements are not a million independent things. The ap-
pendix’s Many Quantities at Once made the point for a two-mass system: any motion is a mix
of the modes, and a handful of modes describes most of what a large linear system does. A
tower sways mostly in its first and second sway modes and twists a little in its first twist mode;
the other 999,997 combinations of its nodal displacements carry almost none of the motion. A
reduced-order model keeps only the few combinations that matter - a reduced basis, typi-
cally the leading modes - and writes the rate rules for their amplitudes instead of for the nodes.
The state vector shrinks from a million to five, the step function is a five-by-five table, and the
loop runs in microseconds. The full field can be reconstructed at any moment by mixing the five
mode shapes in the current amplitudes, which is how a five-state model still answers “what is
the stress at the weld”.

The model produced this way is a lumped model again, and everything the Lumped-Parameter
First-Principles Models section said about steps, solvers and the state-space form applies to it
unchanged. What is new is where it came from: its five states were chosen by the field model’s
modes, not by an engineer’s judgement, and its parameters were computed, not assumed.

6.7.2 Replace: fit a cheap function from inputs to outputs

The second way does not shrink the model; it stops running it. If the decision needs one num-
ber - the fatigue damage a ten-minute interval of given wind speed, wave height and turbulence
does to the tower - run the field model a few hundred times offline over the range of conditions
the turbine will meet, record the input-output pairs, and fit a cheap function through them. That
function is a surrogate. It can be a polynomial in the inputs, a response surface; a Gaussian
process, which fits a distribution over functions and so returns a spread as well as a value; or
a network. The twin literature describes surrogates in exactly these terms - response surfaces,
kriging, support vector machines and neural networks that mimic computationally expensive
physics models - and notes that they are built from training data taken from the original simu-
lation, not from the asset [92]. Once fitted, a surrogate is evaluated in microseconds, and the big
model is never run again in operation.

6.7.3 The turbine: a reduced tower and a fatigue surrogate

The reduced tower. Project the finite-element tower onto its first three sway and twist modes.
Feed the three-state model the tower accelerations and the SCADA power, pitch and rotor speed,
and itestimates the load at every section of the tower every second — which is the load-monitoring
decision. The published relative of this is the executable-twin literature’s wind-turbine blade: a
detailed finite-element model of the blade compressed into a reduced-order model and paired
with a state estimator gave a virtual sensor that shows the full strain field of the blade in real time
on a test rig instrumented with only a few strain gauges [20]. The same paper did the same for a
truck anchorage whose critical locations could not be instrumented at all, which is the general
point: a reduced model plus a few sensors reads what no sensor can reach. The state estimator
that makes it work is the state and estimator chapter’s; the reduced model is what it runs on.
The fatigue surrogate. Fatigue is the slow accumulation of damage from many small load
cycles, and computing it from a load history is a standard but expensive calculation. Run the
field model, or the reduced one, over a grid of wind speeds, wave heights and turbulence in-
tensities; compute the ten-minute fatigue damage for each; fit a Gaussian process to the table.
In operation, the twin reads the ten-minute SCADA statistics, evaluates the surrogate, and adds
the result to the tower’s running fatigue total, with a spread from the Gaussian process that says
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how well the surrogate knows this corner of the input space. That is “how much fatigue did this
gust cost”, every ten minutes, for microseconds.

6.7.4 Where else this model type appears

The aircraft twin above is built on a library of component-based reduced-order models - re-
duced models of the wing’s components, built component by component - so that any asset state
the library covers can be simulated in real time, and a classifier reads the sensor data and picks
which library models best describe this aircraft now; sharing the library across many aircraft
is what lets one modelling effort serve many twins [66]. In manufacturing, the argument has
been made for reduced-order models that are interpretable, so that an operator can see what a
reduced state means, and reusable across processes in a manufactory-as-a-service setting [173].
And a surrogate can sit inside a probabilistic update rather than replace one: a multi-fidelity
neural network trained on a finite-element model of several thousand degrees of freedom maps
damage and operating parameters to sensor readings, and a Markov chain Monte Carlo proce-
dure calls it thousands of times to update the distribution of a structure’s damage state from
noisy observations - a use that would be impossible with the full model in the loop [174]. That
last case is the bridge to the next section.

6.7.5 A surrogate mimics a computational model, not this asset

The first of two warnings, and the one the literature is most emphatic about. A surrogate is
fitted to input-output pairs from a model. It knows what the finite-element tower does; it knows
nothing about turbine seven. Its confusion with a twin comes from a surface similarity — both
use data to update what they know - but a surrogate alone is not a twin, because it maintains no
representation of the state of an instance of a physical system; it mimics a computational model,
and belongs inside a twin, where the original model is too slow for the decision interval, not in
place of one [92]. In this chapter’s terms: the surrogate is a fast output function for a model
whose state and parameters the twin still has to hold and update. Drop the state and the update
and you have a fast calculator, not a twin.

6.7.6 A surrogate is valid only where it was trained

The second warning. A response surface fitted over wind speeds from four to twenty-five metres
per second says nothing about a thirty-metre-per- second storm; it will return a number, and the
number will be confidently wrong. The Gaussian process is the honest choice among surrogates
for exactly this reason - its spread grows away from the training points, so it says “I do not know”
where a polynomial would not - but even it only knows that it does not know, not what the
answer is. Every surrogate needs a check that its inputs are inside the region it was fitted on,
and a fall-back - the reduced model, or the field model on a slower schedule - for when they are
not.

6.7.7 What it costs

The big model must exist first. A reduced model is a projection of a field model and a surrogate is
a fit to one; neither can be built without the hours of meshing and running the previous section
priced. What they buy is the time budget: after the offline cost is paid, both run in microseconds
and pass criterion three for every value pattern. Against the other criteria, the reduced model is
as evaluable and updatable as the field model it came from, and honest about uncertainty only if
the state estimator makes it so; the surrogate is honest only if it is a Gaussian process or carries
an explicit validity check.
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6.7.8 How it is kept current

When the field model is updated - the tower’s stiffness re-fitted after a storm, as in the previous
section - the reduced basis and the surrogate’s training table are both stale, and both are rebuilt
from the updated model, or the surrogate is refit on a fresh set of runs. That rebuild is hours,
on the field model’s schedule, not seconds; the twin runs the old reduced model until the new
one is ready, and should know that it is doing so. The National Academies’ report on research
gaps for digital twins lists this as open: dynamic updating and adaptation must often happen
on the fly under computational and time constraints, surrogates are what make such updating
feasible, and yet the surrogates must themselves be updated and re-validated as the twin’s virtual
representation evolves [90]. A twin that cannot say which version of its surrogate produced a
number fails the audit the Keeping a Model Current section asks for.

6.8 Probabilistic Models and Bayesian Updating

How long before the main bearing must be replaced, and with what confidence? The second half
of that question is the point. The four model types so far return numbers, and a number for a
bearing’s remaining life is a guess wearing a suit. This model type returns a distribution, and it
is the one that makes the fourth criterion — honest about uncertainty — structural rather than an
afterthought.

6.8.1 Probabilities on the arrows: the Markov chain

Start where the Discrete-State and Discrete-Event Models section left off. Put a probability on
every arrow of the turbine’s mode machine - from producing, the chance of a fault in the next
hour is 0.002, of a curtailment 0.05, of staying put the rest — and the model’s state stops being
one word. It becomes a belief: a row of six probabilities, one per mode, that sums to one. Each
step multiplies that row by the table of arrow probabilities to get next hour’s belief. This is
the Markov chain the appendix builds under State Machines with Probabilities, and it is worth
one paragraph here and no more: it is the smallest stochastic model there is, its step returns
a distribution because its state is a distribution, and the state and estimator chapter is where a
noisy reading is folded into the belief. Here the chain is the bridge from “which mode” to “how
sure”.

6.8.2 Wear as a random walk with drift

A bearing does not have modes; it has a wear level that only rises. Call it W, measured as the
vibration level the condition-monitoring system reports, in millimetres per second. The simplest
honest model of it says two things: on average it rises at a drift u per month, and month to month
it wanders around that average by an amount with spread o. Written as a step:

W(t+h)=WO+uh+oVheE,  E~N(0,1) (6.6)

Equation 6.6 is a Wiener process with drift, and the one unfamiliar thing in it is the square
root. The random part scales with the square root of the interval, not the interval, because in-
dependent random kicks add up in variance, not in size: two months of wandering is not twice
as far as one, on average, but about 1.4 times as far. Everything else is Euler’s step with a ran-
dom term. The degradation literature that twins draw on models wear this way — as a stochastic
process, with the Wiener, gamma, inverse-Gaussian and Markov processes the common choices
when the physics of the damage is not known well enough to write a rate rule for it [27].
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Remaining useful life is then a distribution, not a date. Fix a failure threshold W, the
vibration level at which the bearing must be replaced. The remaining useful life (RUL) is the
time until W first crosses Wr, and because each run of Equation 6.6 crosses at a different time, the
RUL is the spread of those crossing times. Its centre is roughly the distance to the threshold over
the drift, (W; — W)/u; its width grows with o and shrinks as the threshold nears. The predictive-
maintenance twin literature defines RUL prediction as estimating the time to a component’s
failure from the system’s data and lists the Wiener process first among its non-deep-learning
methods [26]. A twin that reports “replace in fourteen months” has thrown away the width; one
that reports “between nine and twenty, most likely fourteen” has kept it.

6.8.3 Hidden health states, noisy readings

The vibration level is not the bearing’s health; it is a reading that depends on it, with noise from
the load, the speed and the sensor. The model’s true state — the wear - is hidden, and the twin
sees it only through z = W + noise. The appendix’s A chain seen through a noisy sensor is this
situation for a Markov chain, the hidden Markov model, and the state and estimator chapter is
the machinery for estimating the hidden state from the readings. This section needs only the
idea: the reading updates a belief about something unseen, and the next paragraph does that
update for one parameter by hand.

6.8.4 Bayes’ rule on one parameter, three candidates

Recall Bayes’ rule from the appendix’s Probability and Distributions: the belief in a hypothesis
after a reading is proportional to the belief before it times how likely the reading was if the
hypothesis were true. Prior times likelihood, normalised, gives posterior. Apply it to the drift u,
which is the parameter the RUL depends on most and the one nobody knows for this bearing.

Suppose fleet history says bearings of this type wear at one of three rates — slow, normal,
fast — with u of 0.5, 1.0 or 2.0 millimetres per second per month, and that half of bearings are
slow, three in ten normal, two in ten fast. That is the prior. Last month the vibration level rose
by 1.2 millimetres per second. Taking the month-to-month scatter of a one-month rise, sensor
noise included, as a Gaussian with standard deviation 0.5, the likelihood of a 1.2 rise under each
candidate is the Gaussian density at 1.2 with mean y and standard deviation 0.5. Table 6.8 does
the arithmetic.

Table 6.8: Bayes’ rule on the bearing’s drift, with three candidate values and one month’s reading.
The posterior column is the fourth column divided by its sum; one reading has moved the belief
from “probably slow” to “probably normal”.

Likelihood of a Prior times

Candidate u Prior 1.2 rise likelihood Posterior
0.5 (slow) 0.50 0.299 0.150 0.36
1.0 (normal) 0.30 0.737 0.221 0.53
2.0 (fast) 0.20 0.222 0.044 0.11
sum 1.00 - 0.415 1.00

Read Table 6.8 across the normal row: the prior 0.30 times the likelihood 0.737 gives 0.221,
and dividing by the column sum 0.415 gives a posterior of 0.53. The reading was most consistent
with normal wear, so normal wear gained belief; it was least consistent with fast wear, which
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lost most. Next month’s reading multiplies the posterior by a new likelihood and normalises
again, and after a few months the belief will sit almost entirely on one row. Three candidates is a
teaching simplification — a real twin carries u as a continuous distribution — but the mechanism
is identical, and the appendix’s worked examples do it twice on the same bearing.

6.8.5 Model-form discrepancy, in words

Fitting u assumes the Wiener model is right and only its parameter is unknown. It is not right;
no model is. The bearing’s wear may accelerate near the end, or respond to load in a way a
constant drift cannot follow. The honest move is to admit that the model is wrong by an un-
known amount, assume that amount is smooth - it does not jump about from month to month
- and learn it from the residuals beside the parameters. The twin literature calls that amount
model-form uncertainty or model discrepancy, and the standard way to learn it beside the
parameters is the Kennedy and O’Hagan framework, in which the uncertain parameters are cal-
ibrated concurrently with a discrepancy term, which has been shown to improve prediction over
calibrating the parameters alone [11]. In this chapter’s terms: the model’s output gains a second
uncertain piece, and the update that moved x moves it too. The credibility chapter is where the
size of that piece becomes evidence for or against believing the twin.

6.8.6 The twin as a chain of belief updates

Step back and the whole twin has the shape this section has been building one piece at a time.
Figure 6.4 draws it as a probabilistic graphical model (PGM): boxes for uncertain quantities,
arrows for what depends on what. Along the top, the physical asset’s true state moves forward in
time on its own. Along the bottom, the digital state — the model’s parameters and hidden states,
held as distributions: the belief over modes, the wear level, the drift u, the stiffness reduction in
a tower section — moves forward too. Readings climb from the asset into the digital state and up-
date it by Bayes’ rule, exactly as Table 6.8 did; decisions computed from the digital state descend
onto the asset. The figure is to be read, not derived: the published version defines the asset and
its twin as two coupled dynamical systems, the upper path the physical state and the lower the

digital state, coupled by observational data assimilated to update the digital state and by control
physical
— —
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inputs chosen from it [171], and the civil-structures twin built on the same idea encodes the
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Figure 6.4: The twin as a probabilistic graphical model. The physical state advances along the
top and the digital state along the bottom; each reading climbs into the digital state and updates
it, and each decision descends from the digital state onto the asset.
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The reason to draw Figure 6.4 here rather than in the architecture chapter is what it says
about models. Every model type in this chapter is a way of writing the arrow along the bottom
row — how the digital state moves from one step to the next — and every one of them is improved
by being read as this section reads the Wiener model: with its parameters as beliefs, updated
by readings. That reading is what the phrase “digital state” means in the literature: the set of
variables that characterise a twin’s models, often not directly measurable, estimated through
noisy readings [27].

6.8.7 The turbine: a remaining-life distribution, not a date

Put the pieces together for the main bearing. The state is the wear level W, read through the
vibration trend; the parameters are the drift 4 and spread o; the step is Equation 6.6; the update
is Table 6.8, once a month. With the current level at 3.5 and the threshold W; at 7.1 millimetres
per second, the distance to failure is 3.6, and the posterior of the table says: with probability 0.36
the drift is 0.5 and the bearing has about seven months; with 0.53 it is 1.0 and about three and a
half months; with 0.11 it is 2.0 and under two months. The RUL is that mixture, widened further
by o. The operator does not get a date. The operator gets “a one-in-ten chance this needs a vessel
inside two months”, which is the number a maintenance planner can act on — book a provisional
weather window, or not — and the number no deterministic model could have produced.

6.8.8 What it costs

Where the parameter has three candidates, the update is a table. Where it is a continuous distri-
bution over several parameters and the model is nonlinear, the posterior has no closed form and
is drawn by sampling: Markov chain Monte Carlo, Gibbs sampling and slice sampling are the
names the twin literature gives for computing the posterior of uncertain parameters, and they
are costly enough that surrogates are routinely placed inside them [11]. This chapter names
them and teaches none; the cost to know is that a Bayesian update of a rich model is thousands
of model evaluations, which is why it is done on the slow schedule and why the Reduced-Order
and Surrogate Models section matters to this one. Against the four criteria, this model type is
the one built to pass the fourth, and it inherits the other three from whichever model it wraps.

6.8.9 How it is kept current

This model type is updating. Its parameters are beliefs and every reading moves them; there is no
separate “keep current” step because the step function and the update are the same machinery
seen from two sides. What the next section adds is the generalisation: the other four model types
can be kept current the same way, on three different clocks.

6.9 Keeping a Model Current

Every model type above closed on the same sub-heading, and the answers had a shape. Some-
thing changed every reading, something changed on a slow schedule, and something changed
only when the turbine itself did. This section names the three, says which chapter owns each,
and gives the middle one - the one this chapter owns - its vocabulary.

6.9.1 Three rates, three homes

Table 6.9 is the section in one table. The state changes with every reading and is corrected by an
estimator, which is the state and estimator chapter’s subject; the parameters change on a slow
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schedule or on a trigger and are re-estimated, which is this section’s; the structure — which
models exist, which states they carry, how they connect - changes when the asset changes and
is declared in the twin’s configuration, which the configuration and manager chapter owns.

Table 6.9: The three rates at which a twin’s model changes, with the mechanism and the owner
of each. A change applied at the wrong rate is the commonest way a twin drifts from its asset.

What

changes How often Mechanism Turbine instance Owned by

state x every estimation: predict rotor speed, oil the state and
reading: with the step, correct  temperature, wear  estimator
seconds to with the reading level, mode belief ~ chapter
minutes

parameters 6  slow re-estimation from kg, after cooler this chapter
schedule, or  accumulated fouling; i each
on a trigger:  residuals, or a month; soil
weeks to Bayesian update stiffness after a
seasons storm

structure when the reconfiguration: a areplaced gearbox the
asset new model, a new with a different configuration
changes: state, a new ratio; a new and manager
years, or on connection, declared  sensor; a chapter
an event repowered turbine

The last column of Table 6.9 is a rule about responsibility, and the middle column is why it
matters. An estimator that is allowed to move a parameter every reading will “explain” a faulty
sensor by re-fitting the inertia; a parameter refit that changes the structure will silently re-map
a replaced sensor onto the old model’s state. The published approaches to the third row keep it
apart deliberately: one twin architecture runs two feedback loops, a behavioural loop that adapts
the running model’s settings and an architectural loop above it that reconfigures the first when
the asset moves to a new lifecycle stage declared in an asset model [54]; another observes that a
twin’s schema must change whenever the physical system evolves, and that schema, instances
and stored time series then have to be evolved together, which the platforms surveyed did not
support [176]. Both are the configuration chapter’s material; here they fix the boundary of this
one.

6.9.2 Verification, calibration, validation

Three words the literature uses about a model’s fitness, and they are three different questions,
worth keeping apart because a positive answer to one is routinely mistaken for a positive answer
to another. Chapter 3 introduced them and cited the same source; here they are placed against
the three rates.

 Verification asks: did we build the model we meant to? Does the code implement the six
lines, does the mesh represent the drawing, does the state machine have the transitions the
operating rules specify. It is a software question, answered by tests, and it is independent
of the asset.

« Calibration asks: what parameter values make this model match this asset? It is the
middle row of Table 6.9, and this section’s business.
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« Validation asks: does the calibrated model match this asset well enough for this decision?
It is answered by comparing predictions against readings the calibration did not use, and
because a twin’s asset keeps changing, it is not a step but a continuous process, performed
periodically or on demand, and possibly at more than one level of the system [48].

Validation’s evidence — what was compared, how far apart it was, and whether that is close
enough - is the credibility chapter’s subject and is left to it. This section’s claim is narrower:
calibration is the activity, verification is its precondition, and validation is its test.

6.9.3 Parameter estimation, or discrepancy

When the residuals grow there are two things a calibration can do, and the Probabilistic Models
and Bayesian Updating section met both. Parameter estimation assumes the model’s form
is right and moves its parameters until the residuals shrink: refit k;;,, update the belief over u.
Discrepancy admits the form is wrong by a smooth unknown amount and learns that amount
beside the parameters. The choice is a judgement about the residual’s shape. A residual that is
a constant offset, or that scales with an input the model already has, is a parameter; a residual
with a shape no parameter can produce - the oil warming faster at high power than the linear
loss rule allows, at every parameter value - is discrepancy, and moving parameters to chase it
will make some other prediction worse. Recording which of the two a calibration did is part of
the audit below.

6.9.4 Triggers

A slow schedule - refit each season - is the simplest trigger and often the right one for the field
model, whose update costs hours. Two others are worth naming.

Drift indicators watch the residual for a change and start an update when one is seen. The
twin literature’s drift-based approaches compute the error between the model’s predictions and
recent measurements, track it over a window, and update the deployed model when the error
trend crosses a threshold, so that an operational change in the asset is not left unmodelled until
the next scheduled refit [27]. For the rotor-and-oil model, a drift indicator is a running mean of
the oil-temperature residual; for the bearing, it is the monthly update itself.

Evolution triggers come from the asset’s life rather than its data. A repair, a replaced com-
ponent, a firmware change in the controller, a move to a new lifecycle stage: each says the model
may need to change before any residual has had time to show it. The twin-engineering literature
places evolution at the centre of the discipline and identifies the triggers of a twin’s evolution as
the events in the actual twin’s lifecycle that the twin, as a software system with its own lifecycle,
must follow [34]. Some evolution triggers call for a parameter refit; a gearbox swap with a dif-
ferent ratio calls for reconfiguration, and the trigger’s job is to raise the question, not to answer
it.

6.9.5 What to log

A model update that cannot be audited is a model that cannot be believed, and the credibility
chapter will ask for the log. Write down, for every update, at least:

1. Which model and which version - of the code, the mesh, the surrogate’s training table.

2. Which parameters moved, from what to what, and whether a discrepancy term was
learned alongside them.

3. What data the update used - which readings, over which interval, with which quality
flags from Chapter 5 - and what it deliberately excluded.
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4. What triggered it - the schedule, a drift indicator’s value, or an evolution event.
5. What the residuals were before and after, on data the update did not use.
6. Who or what approved it, if the update was not automatic.

The log is the middle row of Table 6.9 made inspectable, and it is what lets a reviewer six
months later tell a model that learned something from a model that was quietly bent to fit a
broken sensor.

6.10 Choosing a Model Type

Five model types, four criteria, and a decision to serve. This section is one table and four ques-
tions, and it closes with the turbine’s answer.

6.10.1 The table

Table 6.10 puts the five types against the four criteria, the expertise each needs and the time each
takes to run. Read it as a menu, not a ranking: every row is the right answer to some decision
and the wrong answer to others, and the National Academies’ report says the same in its own
words — a twin’s representation should be fit for purpose in model type, fidelity and resolution,
chosen and often adapted to the decision and the computational constraints, which may mean
high-fidelity, simplified or surrogate models or a mixture [90].

Table 6.10: The five model types against the four criteria, the expertise each needs and its run time. No

row passes everything; the twin carries several.

Evaluable Honest
from Time about Expertise  Typical run
Model type Answers readings Updatable budget uncertainty needed time
lumped how much, yes, from parameters passes no, unless the microsec-
first- for a few the refit, state  every wrapped domain’s  onds a step
principles quantities operational estimated pattern physics
stream
discrete- which yes, from  durations  passes yes,once  the microsec-
stateand  mode; theevent and every probabili- operation’s onds an
discrete- when log frequencies pattern tiesare on rules event
event re- the arrows
estimated
high- how much, yes, from model fails below yes, once meshing,a minutes to
fidelity everywhere loadsand updating  certify quantified; specialist  daysarun
field accelerom- the most package
eters honest of
the tower
reduced- the field as the field rebuilt passes reduced: the field microsec-
orderand model’s model when the  every via the model’s, onds a step
surrogate answer, fast field model pattern estimator; plus
is surrogate:  projection
only a or fitting
Gaussian
process,
and only in

its training
region
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Evaluable Honest
from Time about Expertise  Typical run
Model type Answers readings Updatable budget uncertainty needed time
probabilis- how sure; asthe it is table: yes, by con- probability, a table, or
tic, how long, model it updating instant; struction and the thousands
Bayesian  asaspread wraps sampling: model it of
slow wraps evaluations
schedule

6.10.2 Four questions

Walk down Table 6.10 with these, in order; each one removes rows.

1. How much, or which mode? A question about quantities wants a rate rule or a field; a
question about modes, sequences and waiting wants a state machine, an event queue or
a Petri net. If both — which mode, and how much in each - it is a hybrid system, and the
mode machine picks the rate rules.

2. How many states does the decision need? If a handful of lumped quantities can carry
it, write the lumped model and stop; it is the cheapest to write, run and keep current. If
the decision is about a body — where a stress is, whether a stiffness has changed - it needs
a field, and the field model must at least be built.

3. Does the time budget allow the model’s run time? Take the decision’s latency from
Chapter 1 and the model’s run time from the table, and compare, with the real-time factor
of the appendix. If the field model does not fit, reduce it or replace it, and accept that the
field model still has to exist first.

4. Does the decision need a spread, or will a number do? Monitoring and diagnosis
usually take a number and a threshold. Prediction, decision and anything with the word
“when” in it needs a spread, and the answer is to wrap whatever model the first three
questions chose in the probabilistic type: parameters as beliefs, readings as updates.

The fourth question is the one most often skipped, and skipping it is how a twin comes to
report a date for a bearing that fails four months early with no warning the twin’s own numbers
could have given.

6.10.3 The turbine’s answer

Table 6.4 promised the reasons. The power and thermal expectation is a how-much question
about two quantities on a ten-minute budget: lumped, and the diagnostic residual falls out of it.
Availability and repair planning is a which-mode-and-when question: the mode machine and
the vessel’s event queue, with weather windows as random events so that the lost-production
answer is a spread. Structural integrity is a question about the tower as a body on a seasonal
budget: the field model, updated from the accelerometers. Load monitoring every second is the
field model’s question on a one-second budget: the reduced tower, with the fatigue surrogate for
the ten-minute totals. Bearing replacement is a “how long” question with money riding on the
confidence: the Wiener model with Bayesian updating of the drift. Five decisions, five model
types, one turbine — and the published twins split the same way, the structural twin running
a Kalman filter over a linear model of the structure to estimate loads that no sensor measures
[164] while the diagnostic twin of the same class of turbine watches its gearbox temperatures
for anomalies [22]. A twin is not a model. It is the models a set of decisions needs, kept current
at three rates.
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6.11 Modelling the Plant Demonstrator

The one section where the rig of Chapter 2 appears. It is here to show that the five model types
are not reserved for turbines: the rig’s own equations already fall onto the first two, the third and
fourth are declined for a stated reason, and the fifth is what the rig’s residual has been waiting
for. Chapter 2’s symbols are used unchanged.

A lumped model, already in sampled time. Chapter 2 wrote the pot as two equations:
with no dose the moisture falls at the drying rate, and a dose raises it by the dose response times
the millilitres delivered. Read them as this chapter reads a model. The state record is one num-
ber, the moisture m. The input record is the dose V the twin asked for. The parameter record
is the drying rate d and the dose response g. The step function is the prediction rule Chapter 2
already wrote, from one check to the next T, hours later:

Mpyr =M+ 8V —dT, (6.7)

Equation 6.7 is Equation 6.1 with the rig’s names in it, and it is already an Euler step: Chapter
2’s drying rule “moisture falls by d per hour” is a rate rule, and multiplying d by the interval T,
and subtracting is Euler’s step with h = T_. The rig’s controller, in other words, was running
a lumped first-principles model in sampled time from the first chapter that described it; this
chapter has only named the parts. The output function is the identity, z = m, because the
probe reads the state directly — which is the rig’s great simplification and the turbine’s great
complication.

The controller as a state machine. The watering strategies of Chapter 2 are a state ma-
chine with four modes: waiting for the next check, reading the probe, deciding a dose, pumping.
The guard on the transition from deciding to pumping is m < my;; its action is to compute V
by the dose rule and hold the relay for the pump time the stored calibration gives. The transi-
tion from pumping back to waiting is timed, by that pump time. Nothing about this needed a
queue, because there is one plant and one pump; the moment the rig has two plants sharing one
pump, the shared pump is a resource and the Petri net’s tokens are the right picture, which is
the exercise this chapter declines to set on the rig and sets on a lift instead.

Why no field model of the soil. Moisture in a pot is a field: wetter at the bottom, drier at the
surface, drier again near the roots that drink. A field model of the soil would compute it at every
point, and the sensor reads one point. The decision - dose or do not dose, once every six hours,
from one probe - cannot use a field’s worth of information, and the field model’s parameters, the
soil’s conductivity and the roots’ uptake, are not things the rig can measure to calibrate. By the
second and third of the four questions the field model is declined: one state carries the decision,
and the cost of the model would buy nothing the decision can spend. The published greenhouse
twin that is this rig’s closest relative makes the same choice, running a simulation model of the
greenhouse that calibrates the frequency or duration of watering to how quickly the soil in the
pots dries, with an asset model and a time-series database beside it, rather than a model of the
soil as a body [53].

Why no surrogate. A surrogate stands in for a model too slow for the decision interval.
Equation 6.7 runs in a microsecond on a six-hour interval. There is nothing to replace, and
building a surrogate would add the validity-region warning of the Reduced-Order and Surrogate
Models section for no gain.

The dose response as an uncertain parameter. Chapter 2’s residual, r = i1 — mg,,, was
left as a number to watch. This chapter says what to do with it. The dose response g is not known
for this pot; it depends on the pot’s volume, the soil and the season. Give it three candidates, 0.08,
0.10 and 0.12 percentage points per millilitre, equally likely to begin with. Deliver an 80-millilitre
dose and predict the rise under each: 6.4, 8.0 and 9.6 points. Observe a rise of 8.9 points, with
the check-to-check scatter, drying included, taken as a Gaussian of standard deviation 1.0. The
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likelihoods, from the Gaussian density at 8.9, are in the ratio 0.044 to 0.667 to 0.783, and with a
flat prior the posterior is 0.03, 0.45 and 0.52: two doses in, the twin already believes g is 0.10 or
above and has nearly ruled out 0.08. That posterior is what Chapter 3’s Stage 2 — the polling fault
detector whose residual a technician acts on — should feed: not a threshold on one residual, but
a belief over g that a run of residuals sharpens, and that says, when the belief drifts downward
over weeks, that the pot is responding less to each millilitre than it did, which is either roots
filling the pot or a pump delivering less than it claims. Which of the two it is, the pump-time
model of Chapter 2 and the two candidates for where the residual appears — between doses or at
them - can tell apart; the belief is what tells the technician to look.

6.12 Faded Examples

Five examples, one per model type, each on the second system chosen for that type, and each
with less of the work done for you than the one before: the first is worked in full, the next two
leave one step to you, and the last two are posed as problems. None of them is the rig.

6.12.1 Example 1, worked in full: a battery cell as an equivalent circuit

Lumped first-principles. A lithium-ion cell in a bus, whose twin must report how much charge
is left and how healthy the cell is. The cheapest model with the physics in it is the equivalent
circuit: the cell as a voltage source whose voltage depends on the state of charge, in series
with a resistor for the instantaneous losses, in series with a resistor-capacitor pair for the slower
polarisation that makes the terminal voltage sag over tens of seconds under load. Model-based
battery prognostics work on exactly such equivalent-circuit models of the cell voltage, or on
physics-based degradation models, and both generalise across cells of one chemistry because
they combine known physics with voltage, current and resistance data [177]. Table 6.11 names
the parts.

Table 6.11: The battery cell’s equivalent-circuit model. The two parameters marked “and health”
are the ones a battery twin’s digital state carries.

Symbol Meaning Unit Role Value used

SoC state of charge, - state 0.800
fraction of
capacity
remaining

|4 voltage across volts state 0
the polarisation
pair

I current drawn,

positive on
discharge

amperes input 3.0

coulombs

capacity

series resistance

ohms

parameter, and
health

parameter, and
health

10800 (three
ampere-hours)

0.020
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Symbol Meaning Unit Role Value used
R, G polarisation ohms, farads parameters 0.015, 2000
resistance and
capacitance
OCV(SoC) open-circuit volts a lookup table, 3.95at 0.800
voltage at this part of the
state of charge parameters
Vi terminal voltage, volts output -
what the pack’s

sensor reads

h step seconds the loop’s 1

Three rules from conservation. Charge out of the cell is charge no longer stored, so the
state of charge falls at the current over the capacity:

dSoC 1

d ~— Q
The polarisation capacitor stores charge that the current pushes in and its resistor lets leak
away, so its voltage rises with the current and decays with its own time constant:

i _1_ ¥
And the output function is the circuit read from its terminals: the open-circuit voltage less
the two drops,

V, = OCV(SoC) — Ry I — ¥ (6.8)

One step. With the values of Table 6.11, the state of charge falls by 3.0/10800 = 0.000278
in one second, to 0.79972; the polarisation voltage rises by 3.0/2000 = 0.0015 volts from zero,
its decay term being zero at the start; and the terminal voltage by Equation 6.8 is 3.95 — 0.020 X
3.0 — 0.0015 = 3.8885 volts. Take another step and the decay term is no longer zero: 1 rises by
0.0015 — 0.0015/30, a little less, and will level off at I R; = 0.045 volts after a few time constants
of thirty seconds. That sag, from 3.89 to about 3.845 volts under a steady three amperes, is what
the pack’s voltage sensor will show, and the model says why.

Why the parameters are the twin’s digital state. Nothing in the step moves Q or Ry;
they are parameters. But over months the cell fades and Q falls, and it ages and R, rises, and
the twin’s whole purpose is to know by how much. The twin literature names exactly these —
the capacity and the internal resistance as state-of-health parameters of a lithium-ion cell - as
the digital state a battery twin estimates through noisy voltage and current readings [27]. In this
chapter’s terms: the parameters of the lumped model are the beliefs of the probabilistic one, and
the Keeping a Model Current section’s middle row is where the battery’s value lives.

6.12.2 Example 2, one step left to you: a 3D printer’s modes

Discrete-state and discrete-event. A desktop 3D printer in a shared workshop, whose twin must
report what the printer is doing and how long the queue of jobs will take. Its modes have been
published as a Unified Modeling Language (UML) state machine: the printer starts in StandBy,
becomes Connected when a device connects, becomes Operational on receiving a print file
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and preheats before printing, can be paused and resumed or cancelled while printing, returns
to StandBy when the job finishes, can enter Error from any state, and is reset from Error back
to StandBy [178]. That is Figure 6.2 with different words on the boxes, and drawing it is the
worked half: six modes, transitions with guards (“file received”, “preheat temperature reached”,
“job finished”, “error raised”, “reset”).

The step left to you. Extend it in two directions. First, add the queue: jobs arrive at random
times with a print duration each, and the printer serves them one at a time. Write the events
- job submitted, print started, print finished, error raised, reset - as timestamped entries in a
priority queue in the manner of Table 6.7, and say what the model’s state is when the queue
holds three jobs and the printer is in Error. Second, make it hybrid: inside the printing mode,
the extruder’s temperature obeys a rate rule of the gearbox-oil shape - heater power in, loss
to the air out — and the guard “preheat temperature reached” fires when that rate rule’s state
crosses a threshold. The manufacturing-twin review records a generic hybrid automaton of the
continuous and discrete-event dynamics of additive processes as precisely this construction [91].
Write the rate rule, name the mode in which it runs, and say which transition its state fires.

6.12.3 Example 3, one step left to you: an industrial oven with a conveyor

High-fidelity field. Steel bars ride a conveyor through a furnace and must leave at a target tem-
perature. A twin of such a furnace has been published for testing: the furnace is divided into
five zones of induction heaters, four coils each, with a pyrometer between coils reading the
bar temperature, and when the line downstream stalls the furnace drops into a holding mode
with reduced coil power and the bars oscillating slowly to hold their temperature [179]. The
engineering-design literature describes the model such a furnace’s remaining-life twin needs: a
computational fluid dynamics model of the temperature distribution in the furnace chamber, a
finite-element model of the stress in its weld seams, qualified reduced-order versions of both,
and real temperature sensors near the hot parts feeding virtual sensors inside them [62].

Worked half. The field is the temperature at every point of the chamber’s gas and the bars’
steel; the mesh covers both; the inputs are the coil powers and the belt speed; the parameters
are the steel’s conductivity and heat capacity and the gas’s flow properties; the output function
reads the temperature at the pyrometers’ spots.

The step left to you. Two judgements a meshing engineer makes, made here in words. First,
where must the mesh be fine? Consider where the temperature changes fastest in space - at a
bar’s surface as it enters a zone, around each coil - and where the decision needs the value -
at the pyrometer spots and at the weld seams - and say where you would spend the nodes and
where a coarse mesh will do. Second, what does the belt speed do to the field? A faster belt
gives each bar less time in each zone, so the same coil power produces a lower exit temperature
and a steeper gradient from a bar’s surface to its core; say what the holding mode, with its slow
oscillation, does to that gradient, and why the twin’s operators might prefer it to stopping the
belt.

6.12.4 Example 4, posed as a problem: reduced models and a surrogate for ca-
pacity fade

Reduced-order and surrogate. Return to the battery. Over hundreds of charge-discharge cycles its
capacity Q fades. The battery prognostics literature’s earliest models of that fade are algebraic
reduced-order models: a formula for capacity against cycle number with two or three fitted pa-
rameters, assumed to follow an algebraic trajectory such as a power law, which, paired with sam-
pling over its parameters, captures model-form and parameter uncertainty in a way a network
ensemble does not [163]. A recent framework goes one step further and fits a machine-learning
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model that predicts the fade model’s parameters from early-life features - a few numbers com-
puted from the first hundred cycles - so that a cell’s whole capacity trajectory is predicted before
most of it has happened, with under two per cent error on cells like the training set and under
four on cells unlike it [180].

The problem. (a) Write a two-parameter algebraic fade model, Q(n) = Q, (1 — an®), with n
the cycle number, and say which of this chapter’s model types it is and what it reduced — what
is the “field model” it stands in for, and what did it keep. (b) The machine-learning model from
early-life features to a and b is a surrogate. Say what computational model it mimics, and then
apply both warnings of the Reduced-Order and Surrogate Models section to it: what is it not,
and where is it valid. (c) State what the twin must still hold and update for the pair to count as
part of a twin rather than as a calculator.

6.12.5 Example 5, posed as a problem: capacity fade as a Wiener process

Probabilistic, Bayesian updating. The same fade, modelled the way the Probabilistic Models and
Bayesian Updating section modelled bearing wear. Capacity falls on average by a fade rate u per
cycle and wanders by o per square-root cycle; the cell is retired when Q falls below eighty per
cent of its rated value.

The problem. (a) Write the step, in the form of Equation 6.6 with the battery’s names. (b)
Give u three candidate values from a fleet — say 0.010, 0.015 and 0.025 per cent of rated capacity
per cycle — and a prior, observe a fade of 0.8 per cent over the last fifty cycles with a scatter you
choose, and fill in a table of the shape of Table 6.8. (c) From the posterior, describe the remaining-
life distribution in cycles for a cell now at ninety per cent: three centres, their weights, and what
o does to each. (d) Say in one sentence why the answer to (c) is more useful to the bus operator
than the single number Example 4’s fade model returns, and in a second sentence what Example
4’s model gives that this one does not.

6.13 Summary

Six items, returning to the six objectives.

1. Every model is four records and two functions (objective 1). A state — the smallest
record that, with the future inputs, fixes the future - an input, a parameter set and an
output, a step function from state, input and interval to next state, and an output function
that reads what a sensor would see. Time enters the step three ways, continuous, sampled
and event-driven; a step returns a value or a distribution; and a model is white, grey or
black by how much physics is written in it. Four criteria judge a model inside a twin:
evaluable from this asset’s readings, updatable, inside the decision’s time budget, honest
about uncertainty.

2. Five model types, chosen per decision (objective 2). Lumped first-principles for how
much about a few quantities; discrete-state and discrete-event for which mode and when;
high-fidelity field for how much everywhere; reduced-order and surrogate for the field
model’s answer inside the time budget; probabilistic with Bayesian updating for how sure.
The turbine needed all five, one per decision, and the choosing table’s four questions walk
from a decision to a row.

3. A rate rule becomes a loop by Euler’s step, and the step size is set by the fastest
state (objective 3). The rotor’s speed and the gearbox oil’s temperature share one step, so
the oil is stepped six hundred times per reading to move a hundredth of a degree; that is
what a small step costs, and the appendix’s better solvers are the remedy. One Euler step of
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a linear lumped model is the discrete state-space form, handed to the state and estimator
chapter.

4. A mesh turns a body into a million states; a mode is a shape the body prefers to
move in, now computed rather than assumed; a reduced basis is the few modes
that carry the motion (objective 4). The field model is worth paying for when the deci-
sion is about the body — a changed stiffness, a stress at a weld — and the reduced model or
the surrogate is how its answer fits a one-second budget, with the two warnings: a surro-
gate mimics a model, not the asset, and is valid only where it was trained.

5. Degradation is a random walk with drift, remaining life is a distribution, and a
reading updates a parameter by Bayes’ rule (objective 5). Prior times likelihood, nor-
malised: one month’s vibration rise moved the bearing’s drift from probably slow to prob-
ably normal, and the remaining life became a weighted mixture of three centres rather
than a date. Model-form discrepancy is the admission that the form is wrong by a smooth
unknown amount, learned beside the parameters; the probabilistic graphical model is the
whole twin drawn as a chain of such updates over a digital state.

6. Three rates, three homes (objective 6). State changes every reading and belongs to the
estimator in the state and estimator chapter; parameters change on a slow schedule or a
trigger and belong to this chapter, under calibration, with drift indicators and evolution
triggers to start an update and a six-line log to audit it; structure changes when the asset
changes and belongs to configuration. Verification, calibration and validation are three
questions, and the credibility chapter takes the third.

The sentence to carry forward: a model gives the twin its expectation; the estimator,
next, is how the twin corrects that expectation with what the sensors say.

6.14 Exercises

Solutions or hints follow the exercises; each says which. The objective each exercise serves and
its difficulty are given in brackets. None of the exercises uses the plant demonstrator.

Exercise 1 (Objective 1, easy). A water tower is filled by a pump and drained by a town’s
demand. Name its state, inputs, parameters and output, and write its step function for an interval
h in the style of the turbine’s step function. Say which quantity you were tempted to call state
and is not, and why.

Exercise 2 (Objective 1, medium). A lift in a ten-storey building serves calls from the
floors. Name the state record of a model that answers “how long will I wait”, and say which of
the three notions of time its step should use and why. Then name the state record of a model
that answers “how hot is the motor”, and say why the two records share nothing.

Exercise 3 (Objective 3, easy). The gearbox oil’s rate rule has a time constant Cy,/ky, =
2000 seconds. Step it with h = 1, h = 600 and h = 3000 seconds from T,; = 48 towards its
steady value of 52 degrees, for one step each, and say what goes wrong at the largest step. Which
appendix section explains it?

Exercise 4 (Objective 3, medium). Rewrite the turbine’s two-state step as the matrix form

Equation 6.5 with h = 600 seconds, compute F, and apply it once to x = [411873] with u =
6.0 x 10*
4.0 X 10* + 1.0 X 10°> x 12
steps of the worked example, and say which is closer to the truth and why.
Exercise 5 (Objective 2, medium). For each decision below, choose a model type and
defend it against the four criteria in one sentence each: (a) a data centre’s cooling plant must

decide every minute whether to start a second chiller; (b) a bridge owner must decide, once a

. Compare the oil temperature you get with six hundred one-second
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year, whether a deck can carry a new heavier vehicle class; (c) a hospital must estimate how
many beds will be free at 08:00 tomorrow.

Exercise 6 (Objective 2, hard). Draw the Petri net for one lift serving two floors whose
doors cannot both be open while the car is moving. Name the places, the transitions and the
tokens, and say what the marking is when the car is at floor 1 with its door open and a call is
pending at floor 2. Then say, in one sentence, why a finite state machine of the same system
needs more modes than the Petri net has places.

Exercise 7 (Objective 4, easy). Explain to a colleague, in three sentences and no equations,
what a mesh, a mode and a reduced basis are, using the tower of Figure 6.3 as the instance.

Exercise 8 (Objective 4, medium). A twin’s fatigue surrogate was fitted on runs with wind
speeds from 4 to 25 metres per second and wave heights up to 6 metres. A storm arrives with
32 metres per second and 8-metre waves. Say what the surrogate will return, what a Gaussian
process surrogate would return that a polynomial would not, and what the twin should do for
the duration of the storm.

Exercise 9 (Objective 5, medium). A pump’s seal leaks at a rate modelled by Equation 6.6
with drift ¢ in millilitres per hour per week and a replacement threshold of 60 millilitres per
hour. The current leak is 24 millilitres per hour. Fleet history gives u three candidates, 3, 6 and
12, with prior 0.4, 0.4 and 0.2. Last week the leak rose by 7 millilitres per hour; take the weekly
scatter as a Gaussian of standard deviation 3. Fill in a table of the shape of Table 6.8 and describe
the remaining-life distribution in weeks.

Exercise 10 (Objective 5, hard). Repeat Exercise 9 for a second week in which the leak
rose by 2 millilitres per hour, starting from the posterior you found. Then say, in two sentences,
why the two-week result is not the same as a single update with a two-week rise of 9, and what
that says about the value of frequent readings.

Exercise 11 (Objective 6, easy). Sort the following into the three rows of Table 6.9, naming
the owning chapter for each: the rotor speed; the gear ratio after a gearbox swap; the heat-loss
coefficient after a cooler is cleaned; the belief over the turbine’s mode; a new accelerometer
added at mid-height; the bearing’s drift.

Exercise 12 (Objective 6, medium). A colleague proposes that the state estimator be al-
lowed to adjust the rotor inertia J at every reading “so the model always fits”. Using the three
rates and the verification-calibration-validation distinction, say what will go wrong, which trig-
ger and schedule you would propose instead, and which of the six log entries would let a reviewer
catch the problem after the fact.

6.14.1 Solutions and hints

Exercise 1 (solution). State: the water level, or equivalently the volume stored. Inputs: the
pump’s flow when on, and the town’s demand. Parameters: the tank’s cross-section, which
turns a volume into a level, and the pump’s rated flow. Output: the level the tank’s float sensor
reports. Step: level + h (pump flow — demand)/area. The temptation is to call the pump’s on-or-
off status state; it is an input, decided outside the tank, unless the model includes the controller,
in which case it becomes a mode in a hybrid model.

Exercise 2 (hint). For waiting time the state is the car’s floor and direction, its door state,
and the set of pending calls - discrete things — so the step is event-driven, popping calls and
arrivals from a queue. For the motor’s heat the state is a temperature and the step is a rate rule
in continuous or sampled time. They share nothing because the decisions share nothing; a twin
of the lift holds both.

Exercise 3 (solution). The rate is (52 — 48)/2000 = 0.002 degrees per second. With h = 1
the oil reaches 48.002; with h = 600, 49.2, still short of 52 and plausible; with & = 3000 it reaches
54, overshooting the steady value it can never physically exceed, and the next step would swing
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back below it. A step longer than the time constant makes Euler’s step unstable; the appendix’s
From an Equation to a Loop, under Worked example 2 and Better Solvers, shows it and the implicit
step that cures it.
Exercise 4 (hint). With & = 600 seconds the two tables are:
1 1.0 x 1074
Fe [ 0 ] ’ G- [10x10 0

0 0.7 0 3.0x 107%

The second diagonal entry of Fis 1 — 600 x 1000/(2.0 x 10%) = 0.7. One step gives w, =
1.704+600x0.010 = 7.70 —which is absurd, because the torque imbalance would not stay constant
for ten minutes; the controller would act — and T,;; = 0.7 X 48 + 3.0 X 107% X 5.2 X 10* = 49.2.
Six hundred small steps give about 49.1, and the smaller-step answer is closer because it follows
the decaying rate rather than holding the initial rate for the whole interval. The rotor row is the
lesson: a step must be short compared with how fast the inputs change, too.

Exercise 5 (hint). (a) A lumped thermal model of the plant, possibly wrapped in a mode
machine for chiller states: evaluable from the plant’s sensors, refit as the plant fouls, microsec-
onds against a one-minute budget; honest about uncertainty only if wrapped. (b) A field model
of the deck, updated from accelerometers on a yearly schedule: the decision is about the body,
the budget is a year, and the field model’s quantified uncertainty is what a certification needs.
(c) A discrete-event model of admissions, discharges and transfers with durations from the log,
run many times for a spread: which-mode-and- when, cheap, and honest once the durations are
distributions.

Exercise 6 (hint). Places: car at 1, car at 2, car moving, door 1 open, door 1 closed, door
2 open, door 2 closed, call pending at 1, call pending at 2. Transitions: open door 1 (needs car
at 1 and door 1 closed), close door 1, depart 1 for 2 (needs car at 1, door 1 closed and door 2
closed), arrive at 2, and their mirrors; serve call 2 consumes the pending-call token when the car
arrives with the door open. The marking asked for has one token in car at 1, door 1 open, door 2
closed and call pending at 2. A state machine needs one mode per reachable combination of car
position, both doors and both calls, which multiplies where the Petri net adds.

Exercise 7 (hint). A mesh cuts the tower into small pieces and keeps a number at each
corner, so that the tower’s motion is described by many numbers instead of one. A mode is a
way the tower likes to sway or twist, with its own tempo, and a tall tower has a few slow ones that
carry almost all its motion. A reduced basis keeps only those few, so the twin tracks a handful
of tempos instead of a million corners and can still rebuild the whole picture from them.

Exercise 8 (solution). A polynomial surrogate will return a number extrapolated from the
edge of its fitted region, with no sign that it is outside it; the number is untrustworthy in either
direction. A Gaussian process will return a number with a spread that has grown large, signalling
that it does not know. Either way the twin should flag the inputs as out of the validity region,
stop adding the surrogate’s fatigue increments to the running total for the storm, and fall back
to the reduced model driven by the accelerometers, or to a field-model run afterwards on the
recorded loads, to fill in the storm’s damage.

Exercise 9 (solution). Likelihoods of a rise of 7 with standard deviation 3: for u = 3, the
reading is 1.33 deviations away, density about 0.055; for 6, 0.33 away, about 0.126; for 12, 1.67
away, about 0.033. Prior times likelihood: 0.022, 0.050, 0.007; sum 0.079; posterior 0.28, 0.64,
0.08. Distance to the threshold is 36 millilitres per hour, so the centres are 12, 6 and 3 weeks
with weights 0.28, 0.64 and 0.08: most likely about six weeks, a real chance of twelve, a small
chance of three, each centre widened by the scatter.

Exercise 10 (hint). Start from the posterior 0.28, 0.64, 0.08 as the new prior; a rise of 2
favours the slow candidate. The two-week result differs from one update on a rise of 9 because

the two-week scatter is not 3 but 3\/5, and because two readings constrain the path — a fast week
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then a slow one is evidence against a steady fast drift that a single two-week total cannot see.
Frequent readings buy shape, not just total.

Exercise 11 (solution). State, the estimator’s chapter: the rotor speed; the belief over the
mode. Parameters, this chapter: the heat-loss coefficient after cleaning; the bearing’s drift. Struc-
ture, the configuration and manager chapter: the gear ratio after a gearbox swap, because the
constraint changes and so may the model; the new accelerometer, because the output function
gains a row.

Exercise 12 (hint). An inertia that moves every reading will absorb sensor noise, a stuck
speed counter and controller transients into a physical constant that cannot change on that time
scale, so the model “fits” and predicts nothing; the state should be estimated every reading and
J refit on a schedule, or on a drift indicator over the speed residual, with the residual checked on
held-out data before the new value is accepted. Log entries 2 and 5 — which parameters moved,
and the residuals before and after on data the update did not use — are what a reviewer would
use to see that J had been chasing noise.

6.15 Further Reading

Grouped by model type, saying where a worked example is the book’s own construction rather
than a source’s.

« What every model has: [6] for the white, grey and black box sorting as the twin litera-
ture uses it; [40] for reading the twin itself as the grey position between model-based
and vibration-based monitoring. The four-records-two-functions view, the three notions
of time and the four criteria are the book’s own framing.

+ The turbine: [164] for the physics-based twin of a floating turbine validated on a full-scale
prototype, whose estimator and virtual sensing the state and estimator chapter will return
to; [22] for the diagnostic twin of an operational floating turbine and the SCADA signals it
reads; [165] for the offshore-structures programme of predictive modelling; [162] for what
SCADA data looks like at farm scale. The six-line rotor-and-oil model, its numbers and
the vessel-dispatch table are the book’s own.

« Lumped first-principles: [166] for lumped-parameter models, the bond-graph analogy across
domains and the acausal style, at book length; [167] for Modelica models reaching a twin
as compiled units in a DevOps pipeline; [168] for a whole system decomposed into lumped
component models joined by constraints; [169] for an equation-based building model cou-
pled to a sequential simulator and what each side gives up.

« Discrete-state and discrete-event: [166] again, for DEVS and Petri nets with worked code;
[12] for choosing a formalism as a design stage; [91] for hidden Markov models and hybrid
automata of machine states in manufacturing twins; [49] and [170] for discrete-event twins
of production and of a hospital.

« High-fidelity field: [165] and [40] for finite-element model updating of offshore structures
from measured modal parameters; [171] for the aircraft wing calibrated on its first two
bending modes; [37] for building twins generated from the building information model;
[172] for model updating from operational modal analysis on a twin platform; [91] for the
finding that fidelity’s computational price often makes such models unsuitable inside a
twin.

 Reduced-order and surrogate: [92] for what a surrogate is and the argument that a surro-
gate alone is not a twin; [20] for reduced models with a state estimator as virtual sensors,
including the turbine blade; [66] for a library of component reduced models; [173] for in-
terpretable, reusable reduced models in manufacturing; [174] for a multi-fidelity surrogate
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inside Bayesian updating; [90] for fit-for-purpose fidelity and the open problem of adapting
surrogates under time constraints. The fatigue surrogate is the book’s own construction.
Probabilistic and Bayesian: [27] for the digital state and the stochastic-process degradation
models; [11] for Bayesian updating, the Kennedy and O’Hagan discrepancy framework
and the sampling methods named here and taught nowhere in this book; [26] for remain-
ing useful life in predictive-maintenance twins; [171] and [175] for the probabilistic graph-
ical model of a twin, the figure this chapter redrew in its own terms. The three-candidate
table and the bearing’s numbers are the book’s own.

Keeping a model current: [54] for architectural self-adaptation when the asset changes
stage; [176] for evolving a twin’s schema and data together; [48] for verification and val-
idation as a continuous process; [27] for drift-based updating; [34] for evolution triggers.
The three-rates table and the six-line log are the book’s own.

The faded examples: [177] and [27] for the battery’s equivalent circuit and its health pa-
rameters as digital state; [178] for the 3D printer’s published state machine; [62] and [179]
for the furnace’s field model and its zones and coils; [163] and [180] for algebraic capacity-
fade models and the early-life surrogate. The battery’s circuit values and the worked step
are the book’s own.

The rig: [53] for the published greenhouse twin whose watering calibration is the rig’s
closest relative.



Chapter 7

Simulation Techniques and
Simulators

7.1 Before You Start

What you are assumed to know. You write software for a living, you read a function signature
and know what its arguments and return value commit it to, and you remember basic probability
from a first course. You have read the previous six chapters. From Chapter 3 you have three
words: a model is a description of how something behaves, and it does not run; a simulation
is one execution of a model over time from a starting state; a simulator is the software that
performs simulations. From Chapter 4 you have the seven blocks, in particular the simulators
block - the block that executes models — and the models block, which that chapter reduced to
one interface: given a state and a horizon, return a predicted state. From Chapter 5 you have
the tuple, the sampling interval T, the event time, the hot, warm and cold paths, and the age of
twin. From Chapter 6 you have the five model types - lumped first-principles, discrete-state and
discrete-event, high-fidelity field, reduced-order and surrogate, and probabilistic with Bayesian
updating - each with its step function, the four criteria a model is judged on, and the choosing
table. The offshore wind turbine of that chapter is this chapter’s running example too, with the
same numbers. From Chapter 2 you have the plant rig, which reappears once, in the one section
where it is allowed.

What you are not assumed to know. Numerical analysis, queueing theory, statistics be-
yond a first course, and any simulation tool. Every mathematical result this chapter leans on
is recalled in one clause and pointed at the section of the mathematics appendix that builds it:
From an Equation to a Loop for what a solver is and what Euler’s step does; Better Solvers for
Heun’s step, the implicit step and adaptive stepping; Stiff Equations for Digital Twins for why
a step size is forced; Many Quantities at Once for the state-space form, dimension and modes;
Probability and Distributions and State Machines with Probabilities for the Gaussian, Bayes’ rule
and the belief that leaks away as a chain is predicted forward; and What a Solver and a Simulator
Do for the event queue, the cost of a run and the real-time factor. If a paragraph below feels like
it is skipping a step, the appendix section named beside it is where the step is.

What this chapter covers. Chapter 6 said what goes in Chapter 4’s model slot. This chapter
says what executes it. It first takes a simulator apart into four pieces — an engine, a step, a clock
and an input-output contract — and gives four criteria a simulator is judged on, parallel to the
four that chapter gave a model. It then walks the five model types again, in the same order, as
five execution problems: running rate rules, running an event queue, running both at once,
running one model many times, and running a field model that cannot be run at all inside a
twin - followed by the section on how the field model’s answer is bought back cheaply. Three
sections then make the chapter usable: time, where the real-time factor stops being a definition
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and becomes a placement decision; the concrete interface a twin calls a simulator through, with
five run modes; and a choosing table with four questions and the numerical checks that make a
run trustworthy. The rig, three faded examples, a summary, exercises and further reading close
the chapter.

What this chapter deliberately does not cover.

« Co-simulation, its standard interfaces, and distributed or federated simulation.
Running two or more simulators together, exchanging values at agreed instants, is a large
and well-standardised subject, and it belongs with the standards it rests on: the Functional
Mock-up Interface and the High Level Architecture live in the platforms and standards
chapter of Part III, and co-simulation is taught there. This chapter is about one simulator,
and says nothing further about joining two.

+ The mathematics of any solver. Recalled in one clause each, with a pointer to the ap-
pendix section that builds it.

« State estimation, the Kalman filter and the correction step. The state and estimator
chapter’s. This chapter produces the prediction that an estimator corrects, and stops at the
handover.

« Whether a run deserves to be believed. The credibility chapter’s. This chapter covers
numerical verification only - did the arithmetic converge, is the answer the model’s and
not the step size’s — and hands validation on in one sentence.

+ Model updating and parameter re-estimation. Chapter 6 kept them.

« Neural, hybrid physics-plus-network and generative surrogates. Parked for the Al
chapter; named here only as parked.

« Anysimulation tool’s syntax. Named where a published system used one, taught nowhere.

Learning objectives. By the end of this chapter you will be able to:

1. Name the parts of a simulator and state what a twin asks of one.

2. Choose a solver and a step size for a rate-rule model and defend the choice against stiff-
ness and a time budget.

3. Decide whether a model needs a solver, a scheduler or both, and say what a mode switch
costs.

4. Design an ensemble run — how many replications, which seeds, and what the output is.

Compute a run’s real-time factor and place the simulator as embedded, edge or batch.

6. State what a run’s provenance must record and name the numerical checks that make a
run trustworthy without claiming it valid.

w

Every section that follows serves at least one of those six, and the exercises at the end say
which.

7.2 'What a Simulator Is, Architecturally

Chapter 4 gave the models block one interface - give me a state and a horizon, return a predicted
state — and said nothing about what sits behind it. Behind it is a simulator, and a simulator is
four things. Figure 7.1 draws them.

The engine owns the loop. It holds the current simulated time and the current state, decides
when to stop, decides when to record, and calls the step. Nothing else in the simulator knows
what time it is.

The step advances the model once. It comes in exactly two kinds, and the whole of this
chapter is a consequence of that fact. A solver takes a state, asks the model for its rate, and
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Figure 7.1: The four parts of a simulator, and the two interchangeable step kinds. Panel (a):
the engine owns the loop and the clock, calls the step, and writes outputs through the contract.
Panel (b): the step is either a solver, which asks the model for a rate and advances by an interval,
or an event scheduler, which pops the earliest pending event and advances the clock to it.

returns the state an interval h later; the appendix’s From an Equation to a Loop is a solver with h
chosen once, up front. An event scheduler takes a priority queue of pending events, pops the
earliest, advances the clock to its timestamp, runs its handler, and pushes whatever the handler
schedules; the appendix’s What a Solver and a Simulator Do writes the loop out in seven lines. A
simulator has one, the other, or - the Hybrid Simulation section below - both, with one driving
the other.

The clock decides what one second of simulated time costs in wall-clock time. It is the part
areader new to simulation does not expect to exist, because in an ordinary program there is only
one clock. In a simulator there are two, they run at different rates, and the ratio between them is
the real-time factor RTF the appendix defines: simulated time covered per unit of wall-clock
time. The Time section below is entirely about that ratio.

The input-output contract is Chapter 4’s interface, written out: how the initial state gets
in, where the inputs over the horizon come from, what the outputs look like on the way out, and
what the run records about itself. The Driving a Simulator from a Twin section below gives it as
a function signature.

7.2.1 The four criteria

Chapter 6 judged a model on four criteria. A simulator is judged on four of its own, and they are
about execution rather than about representation.

1. It finishes inside the decision’s time budget. Chapter 1 gave every value pattern a
latency; a simulator that answers after the decision was due has not answered. This is
the RTF question, and it is the one criterion that can be computed in advance rather than
argued about.
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2. It is restartable from a state the twin supplies. A simulator written for design runs
starts from a designed initial condition and runs for hours. A simulator inside a twin is
handed the state block’s current belief every cycle and asked for the next few minutes. If
setting the state costs more than the run, the simulator is the wrong one, however fast its
inner loop is.

3. Itis deterministic enough to be compared with itself. Two runs from the same state
with the same inputs and the same seed must give the same answer, or the difference
between yesterday’s prediction and today’s says nothing about the asset. This is weaker
than bit-reproducibility and stronger than “close enough”: what it rules out is a simulator
whose answer depends on thread scheduling, on an unseeded random source, or on wall-
clock time leaking into the model.

4. Itsays what it ran. The model and its version, the solver and its settings, the initial state,
the inputs, the seed, and what the run cost. A number a twin cannot reproduce is a number
a twin cannot defend, and the Driving a Simulator from a Twin section makes this a record
the run returns rather than a logging convention.

Criteria 3 and 4 are software-engineering criteria, not numerical ones, and they are the two
most often missing from a simulator that was written for a design office and then pointed at an
asset.

7.2.2 The simulator is usually something you are handed

Chapter 4 observed that a digital twin framework names the blocks it implements and imple-
ments the loop rather than the solver. That is worth restating here, because it decides what
a software engineer’s job on this chapter actually is. You will rarely write a solver. You will
choose one, configure it, work out whether it fits the budget, wire the twin’s state into it, and
be responsible for the answer. The executable-twin literature names the artefact this produces:
a self-contained executable digital behaviour of an asset, to be used by anyone at any point in
the lifecycle, which requires the model to be fast enough - often real-time — and in most cases
requires the model order reduction the Making an Expensive Simulator Cheap section below de-
scribes, with the packaged model carrying its execution engine with it and an explicit link back
to the parent twin that keeps the two consistent [20]. A simulator, in other words, is increasingly
shipped rather than written; the four criteria above are what you check it against on arrival.

7.3 Continuous-Time Simulation: Running the Rate Rules

The execution problem of Chapter 6’s lumped first-principles model type. The model is a
handful of rate rules; the simulator is a solver; the only real decision is the step, and it is worth
more thought than it usually gets.

7.3.1 Four steps, priced

The appendix’s Better Solvers builds these; this section prices them. The price is in rate eval-
uations per step, because for a small model almost all the work is evaluating the right-hand
side.
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Table 7.1: The four step kinds a twin’s solver will offer, priced in rate evaluations. The error
column is how the error at the end of a run shrinks when the step is halved; the stability column
is what forces a short step whether or not the accuracy needs one.

Rate evaluations

Step What it does per step Error falls as Stable for
explicit Euler uses the rate at 1 h h below about
the start of the twice the fastest
interval time constant
Heun averages the rate 2 h? roughly the
at both ends, same bound

guessing the end
with an Euler

step
classical samples the rate 4 h* a somewhat
Runge-Kutta four times across larger bound

the interval

implicit Euler uses the rate at 1, plusan h any h
the end, so each  equation solve
step solves a
small equation

adaptive estimates its varies to a tolerance it chooses
own error and you set
changes h as it
goes

Read Table 7.1 as an engineering menu. Going from Euler to Runge-Kutta costs four times
the work per step and buys a step that can be roughly ten times longer for the same accuracy
- a net win, and the reason nobody uses fixed-step Euler in production. Going from explicit to
implicit costs an equation solve per step and buys the removal of the stability column, which
is the only thing that helps when the model is stiff. Going adaptive replaces “choose h” with
“choose a tolerance”, which is a better question to ask a domain expert; solvers of this kind take
long steps where the dynamics are slow and short ones where they are fast or where the instant
something happens has to be located properly, and they are the family customarily used on stiff
systems [169]. What a tolerance costs is measurable: one study sweeping a general-purpose
solver’s relative tolerance from 1072 down to 107'? on the same model reports the step count
rather than the elapsed time, because on a small model the elapsed time is buried in operating-
system noise — and notes that on a larger model the same effect does appear in the time [181].
That is the honest way to measure a solver setting, and it is worth copying.

7.3.2 Stiffness, on the turbine’s own numbers

Chapter 6 wrote the turbine’s rotor and gearbox oil as two rate rules:

dw,
J dt —Qa_Qg (7-1)

dT,;
Cin Tml = Piogs — kth (Toil - Tamb) (7.2)
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with J = 6.0 x 10° kilogram square metres, Cy, = 2.0 X 10° joules per kelvin, kg = 1.0 x 103
watts per kelvin and T,.;, = 12 degrees. Equation 7.1 has no damping term in it at all as Chapter
6 wrote it, and Equation 7.2 has one; that asymmetry is where this subsection starts. The oil’s
time constant is Cy,/ky, = 2000 seconds: left alone it closes a third of its gap to the steady value
every half hour. That is the slow process.

Chapter 6 took the generator torque Q, as an input, which is right for a model. A running
turbine sets it: below rated wind the controller holds the tip-speed ratio by commanding torque
proportional to the square of the rotor speed, Q, = K w?. Chapter 6’s operating point — Qg =
1.44 x 10% newton metres at w, = 1.70 radians per second - fixes K = 4.98 x 10°, and closing
that loop is what makes the pair stiff. The rotor now settles rather than drifting: it runs to the
speed at which aerodynamic torque equals generator torque, w, = 1/ Q,/K = 1.736 radians per
second for Q, = 1.50 x 10°, and it gets there with a time constant of

7, = J/(2Kw,) = 6.0 X 10%/(2 X 4.98 x 10° X 1.736) = 3.5 s (7.3)

Equation 7.3 is three and a half seconds against the oil’s two thousand. That ratio, near
six hundred to one, is exactly the appendix’s definition of a stiff system: a fast process and a
slow one in the same model, the fast one over almost immediately, so that stability rather than
accuracy sets the step. An explicit solver is stable only for a step below about twice the fastest
time constant — here about seven seconds — and the slow state is the one the twin actually cares
about, arriving once every ten minutes with the SCADA reading - and it arrives at that rate on
purpose, because the diagnostic twin of a real floating turbine chose the gearbox temperatures
as its modelled variables precisely on the grounds that temperatures change slowly and need
only low measurement rates [22]. So an explicit solver steps the oil rule six hundred times per
reading to move it a fraction of a degree, not because the oil needs it but because the rotor would
explode if it did not. The state the twin cares about is the slow one; the step is set by the fast one;
and nothing about the decision justifies the cost.

7.3.3 The same ten minutes, three ways

Take one SCADA interval, h = 600 seconds of simulated time, from Chapter 6’s state w, = 1.70,
T.; = 48.0. Table 7.2 runs it three ways.

Table 7.2: One SCADA interval of the turbine’s two-state model, stepped three ways. The middle
row is what stiffness looks like when it is ignored: a step chosen for the quantity you care about,
destroyed by the one you do not.

Way w, after 600 s T,; after 600 s Rate evaluations Verdict

explicit, h = 1 1.736 49.04 1,200 correct, and
cheap enough

explicit, h = 600  7.70, then 49.20 2 unstable; the oil

diverges is fine and the

rotor is
nonsense

implicit, h = 600 1.735 48.92 2, plus two small stable and

equation solves usable; the rotor
lands on its
steady value
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The middle row is worth doing by hand, because it is the failure this section exists to prevent.
At w, = 1.70 the torque imbalance is Q, — Q, = 6.0 X 10* newton metres, so the rotor’s rate is
0.010 radians per second per second and a six-hundred-second explicit step lands on w, = 7.70
- a turbine spinning four and a half times too fast. Evaluate the controller there and Q, =
K X 7.70% = 2.95 X 107 newton metres, so the next rate is (1.50 x 10° —2.95 x 107)/(6.0 X 10°) =
—4.67, and the step after that puts the rotor at minus two thousand eight hundred radians per
second. The simulation has not become inaccurate; it has become meaningless, in two steps,
while returning numbers the whole way.

The implicit row solves, per step, the small equation w, = 1.70 + 1074(1.50 x 10° — 4.98 x
10° w?), whose positive root is 1.735 - the steady value, reached in one step, from a solver that
never became unstable. The oil is even easier: the implicit step rearranges to T; = (48 + 0.3 X
12 +12)/1.3 = 48.92, against a true value of 49.04 and an explicit 4 = 600 answer of 49.20. Both
are within a fifth of a degree; the choice between them was never about the oil.

7.3.4 Algebraic constraints, and the loops they make

Not every line of a model has a rate in it. Chapter 6’s turbine had two that did not: the gear ratio,
Wy = Mgear @y, and the referral of the fast-shaft torque back to the rotor. An algebraic constraint
is an equation that must hold at every instant, and a solver handles it by solving it after each step
rather than integrating it.

That is straightforward while the constraints form a chain. It stops being straightforward
when they form a cycle - when an output feeds back to its own input within one step, with
no rate in between. That is an algebraic loop, and a solver cannot evaluate it in any order:
there is no first equation. The multi-paradigm modelling literature is precise about where these
come from. Equations written without saying which variables are known and which unknown -
the equation-based style — have their computational causality assigned afterwards, and where
causality cannot be assigned without conflict, the model needs a special implicit integration rou-
tine whose equations are solved by an iteration scheme inside the numerical integration method;
loops of this kind are named there as zero-order causal paths [166]. In practice: your tool will
either report the loop and refuse, or break it by iterating, and the second costs an inner solve per
step that nobody budgeted for. If a model that should run in microseconds runs in milliseconds,
an algebraic loop is the second thing to suspect, after stiffness.

7.3.5 Acausal tools, and what their translation step buys

There are two ways to write the six lines of Chapter 6’s turbine. The causal way is the one in
that chapter: a step function, assignments in an order you chose, the outputs computed from
the inputs. The acausal or equation-based way writes the same physics as equations without
choosing which side is the unknown, and lets a compiler work out the order - so a resistor
is written v = iR once and used in both directions, and a model is assembled by connecting
components rather than by wiring signals. Modelica is the language this style is usually met in,
and it is described exactly that way in the modelling literature: differential-algebraic equations
written without specifying the knowns, with causality assigned afterwards to produce something
executable [166].

What the translation step buys is composition: a heat exchanger written once works in any
circuit. What it costs is a compilation stage between your edit and your run, and a debugging
experience conducted in transformed equations rather than in the ones you wrote. In a twin
the compiled artefact is the thing that ships: a model-based engineering pipeline of this kind
brings Modelica and other formalisms in as compiled units with generated interface code, one
pipeline producing the simulation and another the deployed system [167]. The tools also mix.
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A production building tool chain couples an equation-based Modelica model of the heating,
ventilation and control side to a conventional envelope simulator through the slowly-changing
surface temperatures rather than the fast room air, precisely so that the interval between the
two sides can be long — and long intervals reduce simulation time, particularly for the adaptive
solvers that stiff systems demand [169]. Which is this section’s argument in one sentence: where
you put the boundary decides what step you can take, and the step decides what the run costs.

7.3.6 Consistent initialisation, every cycle

A solver cannot start from an arbitrary state. The algebraic constraints have to hold at the first
instant as well as at every later one, so before the first step the simulator solves them for whatever
the given state left undetermined. That is consistent initialisation, and in a design run it
happens once and nobody notices.

In a twin it happens every cycle. The twin hands the simulator the state block’s current belief
- Chapter 4’s state block, as corrected by the estimator — and asks for the next ten minutes; ten
minutes later it hands over a new belief and asks again. Initialisation is therefore a per-cycle
cost, not a start-up cost, and a simulator whose initialisation takes longer than its run is one you
cannot use, however good its inner loop is. This is the second of the four criteria with a number
attached to it. For the turbine’s two states it is free: the gear ratio is one multiplication. For a
model with a hundred algebraic constraints and a nonlinear solve among them, it is the whole
budget, and the usual remedy is to keep the simulator warm between cycles and re-initialise
incrementally rather than from cold.

7.4 Discrete-Event Simulation: Running the Event Queue

The execution problem of Chapter 6’s discrete-state and discrete-event model type. The
model is a set of modes and a set of things that happen; the simulator is an event scheduler;
and the decision that matters is not the step size but how many times you run it.

7.4.1 Two ways to advance a clock

The appendix’s What a Solver and a Simulator Do gives the loop: a future-event list, which is
a priority queue of pending events ordered by time, and a loop that pops the earliest, jumps the
clock to it, runs the handler, and pushes whatever the handler schedules. That is next-event
time advance. The alternative is fixed-increment time advance: step the clock by a constant
interval and process whatever fell inside it, which is what a solver does.

Figure 7.2 draws the difference on one timeline, and why the first exists is arithmetic. Chap-
ter 6’s turbine changes mode a few thousand times a year - cut-in, cut-out, curtailments, alarms,
repairs. A next-event loop over a simulated year therefore executes a few thousand iterations. A
fixed-increment loop at one-second resolution executes 365 X 24 X 3600 = 31.5 million, of which
all but a few thousand find nothing to do. The ratio is four orders of magnitude, and it is why a
year of a turbine’s operational life simulates in milliseconds while a year of its rotor dynamics
does not simulate at all.

Fixed-increment advance is not always wrong. It is the right choice when events are dense
relative to the interval, when the model is already being stepped by a solver for other reasons -
the Hybrid Simulation section below - or when the output has to be sampled on a regular grid
anyway. But the default for a model whose state is a mode is the queue.
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(a) next-event advance: 5 iterations
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Figure 7.2: The same five events under the two ways of advancing a clock. Panel (a), next-event
advance: the clock jumps to each event in turn, and the gaps cost nothing. Panel (b), fixed-
increment advance: the clock steps by a constant interval and most steps find an empty interval.

7.4.2 The event formalism you will meet by its acronym

You will meet the acronym, so here is what it is. The Discrete Event System Specification
(DEVS) is a formalism that says exactly what an atomic model owes a scheduler, and the mod-
elling literature states it as four things: an internal transition function from state to state,
fired when the model’s own time runs out; a time advance function that says how long the
model will sit in its current state, and whose access to the state is read-only; an external tran-
sition function that fires on an incoming event and sees both that event and the elapsed time
since the last transition; and an initial total state [166]. Read as a software engineer: DEVS is an
interface with four methods, and any model implementing it can be run by any DEVS scheduler
and composed with any other. That is its whole value, and it is why a design method for twinning
systems lists choosing between differential equations, DEVS and Petri nets as an explicit design
stage rather than an accident of tooling [12]. This book does not teach DEVS; it names it so that
the acronym on a tool’s front page means something.

7.4.3 One run of a stochastic model answers nothing

This is the central lesson of the section, and it is the one most often skipped by engineers arriving
from deterministic simulation.

Chapter 6’s vessel-dispatch model has randomness in it: the weather windows open and
close at times drawn from a winter distribution. Run its queue once and you get the five-event
trace that chapter tabulated, ending in twenty hours and thirty minutes of lost production. Run
it again with different weather and you get a different number. The twenty and a half hours is not
the answer. It is one sample from the answer, and reporting it as the answer is the most common
way a simulation study misleads the person who commissioned it. Computer simulation models
are widely used to replicate and analyse stochastic systems, and discrete-event simulation is the
most common technique for industrial settings [182] — which makes this a very widely available
mistake.

Four pieces of machinery follow from it.

Random variate generation, seeds and streams. The simulator’s randomness comes
from a pseudo-random generator: a deterministic sequence, fixed by a seed s, from which vari-
ates of the distributions you need are derived. Two properties matter in a twin. First, the same
seed gives the same run, which is what makes criterion 3 of the four achievable. Second, a gen-
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erator can be split into independent streams, so that the weather uses one and the repair dura-
tions another; without that, adding a vessel changes the weather, because it changes how many
numbers were drawn before the weather asked for one, and your comparison is meaningless.

Replication. A replication is one complete run with its own seed. The output of a stochas-
tic model is the sample of N replications, and the answer is a summary of that sample — a mean,
a spread, a percentile — with the uncertainty of the summary reported beside it.

Warm-up and run length. A model started in an empty state spends its first stretch in a
condition the real system is never in: no faults pending, no vessel at sea, no backlog. Statistics
collected during that stretch are biased, so the stretch is discarded as warm-up. The run length
is how much simulated time each replication then covers, and it is chosen so that the quantity
of interest has been exercised enough times to matter - for the turbine, a whole winter, because
the whole question is about winter.

Confidence intervals. Report the answer as an interval. For a mean over N independent
replications with sample standard deviation sp;, the usual ninety-five per cent interval is

mean + 1.96 SN/\/N (7.4)

and the half-width in Equation 7.4 is the number to quote, not the mean alone.

7.4.4 The vessel run, a thousand times

Chapter 6’s five-event trace, run a thousand times with the weather windows drawn from their
winter distribution rather than fixed. Suppose the sample comes out with a mean lost production
of 20.4 hours per fault and a sample standard deviation of 6.0 hours - a spread that wide because
the waiting-for-a-window part, nine and a half hours in that chapter’s single trace, is sometimes
forty minutes and sometimes three days.

The ninety-five per cent interval on the mean is then 1.96 X 6.0/4/1000 = 0.37 hours either
side: 20.4 hours, plus or minus about twenty-two minutes. If the planner wants the mean pinned
to half an hour - a quarter of an hour either side - rearrange Equation 7.4:

N = (1.96 sy/half width)? = (1.96 X 6.0/0.25)% = 2213 (7.5)

Two thousand two hundred and thirteen replications, which at a few milliseconds each is a
second of compute. Equation 7.5 is the arithmetic behind every “how many runs?” question in
this chapter, and its shape is the shape of the whole subject: the half-width falls as one over the
square root of N, so ten times the precision costs a hundred times the runs.

Two warnings the arithmetic does not carry. First, it is the interval on the mean. If the de-
cision is about the bad winters - the ninety-fifth percentile of lost production, which is what a
spares policy is sized on - the same precision needs substantially more replications, because a
percentile out in the tail is estimated from far fewer effective observations than a mean. Sec-
ond, the interval says how well you know this model’s mean. It says nothing about whether the
model’s weather distribution resembles the North Sea. That is the credibility chapter’s question,
and no number of replications answers it.

7.4.5 Trace-driven replay

The other way to run the queue is not to generate the events at all. Trace-driven replay feeds
the scheduler the control room’s own event log - last winter’s actual alarms, dispatches and
windows — and runs the model against them. It answers a different question: not “what will
happen”, but “what would this policy have done to what did happen”. It needs no distributions,
which removes the largest modelling assumption, and it is limited to the history you have, which
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is usually one or two winters and no rare events at all. Use it to check that a model reproduces
a known year before trusting its generated ones; that is the cheapest verification in this chapter.

Replay is also what makes the event queue a component of a what-if loop rather than a study.
In a published production twin the discrete-event model is called repeatedly by an optimiser:
candidate schedules are generated, each evaluated by the discrete-event model of the production
system, the best by makespan are kept, a new population is generated, and the loop runs until
a stopping criterion is met, after which the winning sequence is fed back to the operator or to
the manufacturing execution system [183]. The simulator there is not answering a question; it
is being called a few thousand times as a subroutine, which is a workload, and the Driving a
Simulator from a Twin section below names it as a run mode.

7.5 Hybrid Simulation: Where the Two Meet

Chapter 6 named the hybrid automaton - a state machine whose modes each carry their own
rate rules — and stopped, handing the execution question here. It is a real question, and it has
three mechanisms and three costs.

A turbine in start-up obeys one set of rate rules, a turbine producing under torque control
another, and a turbine in fault with the brake on a third. The mode machine chooses which
rate rules the solver runs; the solver’s states decide when a guard fires. Two loops, each driving
the other. The manufacturing-twin literature’s own table lists the hybrid automaton among the
model types used for machine and process states, with a generic hybrid automaton written for the
continuous and discrete-event dynamics of additive processes [91]; this section is what running
one costs.

7.5.1 Zero-crossing detection

A guard is a condition - the rotor speed reaching rated, the oil passing an alarm temperature.
Between two solver steps, a condition is either true or false; the switching instant is somewhere
inside a step and the solver walked straight past it.

The remedy is to write each guard as a function that changes sign at the switching point —
W, — Wpaed> Tather than w, > w,,q — and have the solver watch it. At the end of each step the
solver checks whether any guard function changed sign; if one did, it does not accept the step. It
searches inside the interval for the instant of the crossing, usually by bisection or interpolation,
truncates the step there, applies the transition, and starts again.

The cost, in Figure 7.3, is the search — a handful of extra rate evaluations per switch — and the
benefit is that the switch happens at its time. Skipping it is tempting and occasionally defensible:
if your step is a millisecond and your guard fires once a minute, the error from switching at the
end of the step is a millisecond of the wrong physics. If your step is ten minutes, it is ten minutes
of the wrong physics, and the alarm the model should have raised happens in the wrong state.
This is one reason a twin that has to detect mode changes cannot take the biggest step its accuracy
allows, and it is precisely the case adaptive solvers advertise: short steps where the dynamics are
fast and where the instant at which something happens must be found properly [169].

7.5.2 State reset, and the restart it forces

A transition may change the continuous state as well as the mode. A fault trip applies the brake
and sets the generator torque to zero; the rotor’s speed does not jump, but the torque driving it
does, so the rate is discontinuous. A contact model, or a tank that is suddenly isolated, can make
the state itself jump.
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Figure 7.3: Locating a switching instant inside a step. The solver takes a step, notices that the
guard function changed sign, searches inside the interval for the crossing, truncates the step at
it, applies the transition, and restarts from there. Without the search, the model runs the wrong
mode’s rate rules for the shaded fraction of the step.

Either way the solver’s accumulated history is now wrong. An adaptive solver has spent
the last few hundred steps learning how smooth this trajectory is and how long a step it can
afford; a multi-step method has several past points it is extrapolating from. At a switch, all of it
is discarded: the solver restarts from the new state with no history and a conservative first step,
and climbs back to its cruising step size over the next several steps.

That is the real cost of a hybrid model, and it is counted in switches, not in steps. The
declarative-modelling literature states it plainly: with a variable-step solver, events influence
the solver’s behaviour because integration must stop every time an event is triggered, and a high
number of events slows the simulation down [181]. A model with a thousand switches an hour
is not a model with a thousand extra evaluations an hour; it is a model whose solver never gets
to take a long step.

7.5.3 Chattering, and the hysteresis band

The pathological case is a guard that fires, is undone by its own transition, and fires again. A
thermostat whose switching threshold is exactly its set point switches every step. A curtailment
rule that compares an instantaneous power to a limit switches on every gust. The solver detects
a crossing, truncates, transitions, and immediately detects the reverse crossing: the simulated
clock advances by microseconds per iteration and the run never finishes. This is chattering,
and its arrival is unmistakable — wall-clock time passing with simulated time standing still.

The ordinary remedy is a hysteresis band: switch up at one threshold and down at a lower
one, so that a return trip requires a real change rather than a wobble. Mode changes then cost a
minimum amount of movement, which is also true of the physical asset, so the band is usually a
better model as well as a runnable one. The alternatives — a minimum dwell time in each mode,
or filtering the guard’s input — do the same job in the time domain.

7.5.4 The turbine through a curtailment and a trip

Chapter 6’s six-mode machine driving the two-state rotor-and-oil model, with an adaptive solver

at a cruising step of five seconds and a restart costing the solver about ten steps to climb back.
A curtailment. The grid operator caps output at noon and lifts the cap at 16:00. Two guards

fire, both on an input rather than on a state, so no search is needed; the mode changes, the
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commanded torque changes, neither state jumps. Two restarts, twenty steps of climb-back, and
nothing else. Over four hours at a five-second step that is 2,880 steps, of which 20 were slow:
under one per cent overhead.

A fault trip. A gearbox alarm at 02:10 trips the turbine. The guard is on a state - an oil
temperature crossing a limit — so the solver searches inside a step for the crossing instant. The
transition applies the brake, which sets Q, to the brake torque and Q, to approximately zero: the
rate is discontinuous, the solver restarts, and the rotor’s dynamics are now much faster than they
were, so the solver’s first attempt at its old step is rejected and it takes several tries to settle. Call
it one search and one restart costing thirty steps. Then the turbine sits in fault for twelve hours
with the rotor stopped and only the oil cooling — during which the adaptive solver stretches its
step to minutes, because nothing is happening, which is the same arithmetic as the event queue
arriving at the solver.

The lesson to keep is the arithmetic of the two together: a day with two curtailments and one
trip costs three searches and four restarts, perhaps seventy steps of overhead against seventeen
thousand steps of work. A day of a chattering guard costs everything. The number of switches,
not the number of steps, is the quantity to watch.

7.5.5 The mode belongs in the state record

Chapter 6 asked for this and this chapter can now say why. The mode is part of the state the
simulator is restarted from, so it must be part of the state the twin hands it. A simulator restarted
with the right temperatures and the wrong mode will run the wrong rate rules from the first
step, and produce a smooth, plausible, completely wrong trajectory - the failure mode hardest
to notice, because nothing crashes. Put the mode in the state block beside the speed and the
temperature, and put its as_of beside it too.

7.6 Stochastic Simulation: Many Runs Instead of One

The execution problem of Chapter 6’s probabilistic and Bayesian model type. It comes before
the field-solver section, out of the models chapter’s order, for one reason: the field section’s
verdict is that you cannot afford to run the field model, and the argument for what to do instead
needs the ensemble already on the table.

The previous section met randomness inside one model and answered it with replications.
This section is about the case where the uncertainty itself is the output: the twin is asked how
long the bearing has, and the honest answer is a distribution.

7.6.1 The ensemble

Chapter 6 modelled the bearing’s wear as a Wiener process with drift,

Wt+h) =Wwo)+uh+oVheE,  €~NO,1) (7.6)

and Equation 7.6 is the step this section runs many times. That chapter then used one
month’s vibration reading to update a belief over the drift i across three candidates - 0.5, 1.0
and 2.0 millimetres per second per month - arriving at a posterior of 0.36, 0.53 and 0.11. That
posterior is where this section starts. The execution recipe is four lines:

for i in 1 .. N:
mu_i = draw from the posterior over mu # parameter uncertainty
W = W_now # the state block's belief

t=20
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while W < W_£:

W=W+mu_i* h + sigma * sqrt(h) * normal(0, 1, stream=i)
t=t+h
record t # this member's crossing time

Each pass is one ensemble member; the recorded crossing times are the sample; their his-
togram is the remaining-life distribution. Figure 7.4 draws it.

wear W members
4 threshold W 4

N members:
one draw of u each

>

Whow

=

months crossing time

this histogram is the answer

Figure 7.4: An ensemble as a workload. Left: N trajectories started from the same state, each
with its own draw from the parameter posterior and its own random path, run until they cross
the failure threshold. Right: the crossing times collected into the histogram that is the answer.
One trajectory is not a small version of this picture; it is a single bar.

Two things to notice about the loop. The draw of mu_i happens once per member, outside
the time loop: it is a parameter, not a noise term, and re-drawing it each step would model a bear-
ing whose wear rate changes every month rather than a bearing whose wear rate is unknown.
And the two sources of spread are different in kind - the draw of mu_i is what the twin does not
know about this bearing, the £ term is the wandering the bearing will really do — which is why
the ensemble has to carry both and why a twin that reports only one of them is reporting the
wrong confidence.

Chapter 6’s three-centre mixture is this ensemble with N = 3 and the random term switched
off: three candidate drifts, three crossing times, weighted by the posterior. That is a perfectly
good answer when the parameter has three candidates. It stops being one the moment u is
continuous, the model has three uncertain parameters instead of one, or the threshold depends
on the operating condition - at which point the only tractable method is to sample.

7.6.2 Howbigis N

The same arithmetic as the last section, with the same shape. If the ensemble’s crossing times
have a spread sy and the answer wanted is the mean, the ninety-five per cent half-width is

1.96 SN/\/K], so ten times the precision costs a hundred times the runs.

Work one. Suppose the bearing’s ensemble gives a mean remaining life of 14.2 months with
a spread of 4.8 months. At N = 100 the half-width on the mean is 1.96 X 4.8/10 = 0.94 months
- the twin knows its own average to within four weeks, which is useless when the maintenance
window is monthly. At N = 2000 it is 0.21 months, about six days, which is inside the window.
Two thousand members, each a few thousand steps of four arithmetic operations, is a few tens
of millions of operations: milliseconds. For a bearing, N is free and there is no excuse for a small
ensemble.
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N is free because the step is four operations. The moment the step is a field-solver run, the
same N is a supercomputer-month, and that is the trade the next two sections are about.

One caution, the same one the vessel run carried. The decision is rarely about the mean.
“Schedule the vessel so that there is a five per cent chance of failing first” asks for the fifth
percentile of the crossing times, and a tail percentile is estimated from the handful of members
that landed out there, so it needs far more members than the mean does for the same precision.
Decide which statistic the decision needs before sizing the ensemble.

7.6.3 Variance reduction and common random numbers

Most ensembles in a twin exist to compare two options, not to measure one. Does a second vessel
pay for itself? Does replacing the bearing now beat replacing it in six months? The quantity
wanted is a difference, and a difference between two noisy estimates is noisier than either.

Common random numbers is the cheapest fix in simulation, and it is one line of code: run
both options with the same seeds, so that member i of option A and member i of option B see the
same weather, the same arrival times, the same wear kicks. The randomness then cancels out of
the difference, and what is left is the effect of the decision. Run them with different seeds and
you may need ten times the members to see the same effect. The practical requirement is the
independent streams of the previous section: option B must not consume a different number of
random draws before reaching the weather, or the runs are no longer paired.

Other variance-reduction techniques exist — antithetic variates, control variates, importance
sampling for rare events — and all of them are worth reaching for before reaching for more com-
pute. Importance sampling in particular is how a question like “what is the chance of three
simultaneous faults in a winter” is answered at all, because a plain ensemble would need mil-
lions of members to see the event once.

7.6.4 Seeds, determinism, and a run you can repeat

Criterion 3 of the four said a simulator must be deterministic enough to be compared with itself,
and an ensemble is where that criterion is either met or quietly lost. The requirement is precise:
given the same model version, the same initial state, the same inputs and the same seed, the run
returns the same numbers.

Three things break it in practice, and all three are software problems rather than numerical
ones. An unseeded generator — seeded from the clock, or from the process id - makes yester-
day’s prediction irreproducible for no gain. Parallel execution that assigns members to workers
dynamically makes the set of members reproducible but not their order, which is harmless for a
histogram and fatal for a paired comparison; give each member its own stream indexed by i rather
than drawing from a shared generator. And floating-point summation whose order depends on
thread scheduling makes bitwise comparison impossible; usually tolerable, occasionally not.

Beyond the seed sits the environment. Computational reproducibility is defined as obtain-
ing consistent and verifiable results from a computational experiment when the same input data,
code and software environment are used, and containers are the standard way to pin the third
of those - packaging a library with its dependencies so that another party can run it without a
dependency conflict and reproduce the result [184]. The twin literature makes the same point
about itself: reproducibility means a different team obtaining the results with the same exper-
imental setup, replicability a different team with a different setup, and the reason so few twin
results are either is that reproducing the physical side of the experiment is prohibitively expen-
sive — which is why affordable, fully published exemplars are built on purpose [31]. For a twin’s
simulator the practical reading is short: the seed goes in the provenance record, and so does the
container digest.
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7.6.5 When the posterior is expensive

Chapter 6 flagged where this section ends up. Its three-candidate table was a teaching simplifi-
cation; a real twin carries u as a continuous distribution, and updating a continuous posterior is
done by sampling - the twin review lists Markov chain Monte Carlo, Gibbs sampling and slice
sampling as the methods [11]. Sampling means evaluating the model once per proposal, and a
chain is thousands to millions of proposals long.

That arithmetic is what puts a surrogate inside the loop, and the structural-health litera-
ture shows the assembled result: a multi-fidelity neural surrogate maps damage and operational
parameters onto sensor recordings and is called by a Markov chain Monte Carlo procedure to
update the distribution of the structural state from noisy observations, standing in for a finite-
element discretisation of several thousand degrees of freedom that the chain could not have
afforded to call [174]. The same shape appears in clinical twins, where the output for a patient is
a family of posterior trajectories rather than one forecast, and the quantified uncertainty is what
makes the downstream decision risk-aware rather than merely optimal [185].

Hold that thought for two sections. First, the model the surrogate is standing in for.

7.7 Field Solvers, and Why They Live Outside the Loop

The execution problem of Chapter 6’s high-fidelity field model type. The answer, arrived at
honestly, is that there is no execution: this model type cannot run inside a twin’s decision loop
for any purpose, and the value of the section is in seeing exactly why and what the field model
is therefore for.

To add physical realism to a twin the governing equations of the physics have to be solved,
and for most real geometries no analytical solution exists [186]. Solving them numerically is a
four-stage pipeline, and each stage has a cost a software engineer should be able to recognise.

7.7.1 Meshing, and the mesh convergence study

The body is divided into elements. The mesh is not an input to the answer; it is part of the model,
and a coarse mesh gives a different answer from a fine one. Which raises the question the whole
discipline turns on: is this answer the model’s, or the mesh’s?

The mesh convergence study is how that is settled, and it is the one piece of field-solver
practice that belongs in a twin engineer’s vocabulary. Solve on a mesh. Refine it - halve the
element size, or double the element count - and solve again. Repeat until the quantity you care
about stops moving by more than your tolerance. The mesh at which it stopped moving is the
mesh you use; the ones before it produced answers about discretisation. The study is a fixed cost
paid once per model, before any twin runs, and it is a cost that has to be repaid every time the
geometry changes.

It is also the cleanest example in this chapter of a verification check as against a validation
one. A converged mesh says the answer is the model’s. It says nothing whatever about whether
the model resembles the turbine.

7.7.2 Assembly and the sparse solve

The elements are assembled into a system of equations — one unknown per degree of freedom,
a million of them for a tower and blades - and the system is solved. The appendix’s Dimension,
and cost growing with it costs a dense step of a million-state model at around 10'2 multiplications
and notes that a real solver exploits the zeros: the matrix of a meshed body is sparse, because
an element’s equation involves only its neighbours, and everything in the field is built on that.
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Two families do the solve. A direct solver factorises the matrix once and then solves cheaply
for many right-hand sides; it is predictable, and its memory use is the thing that stops it. An
iterative solver improves a guess until the residual is small enough; it uses far less memory,
and its convergence depends on the problem - which is what preconditioning, transforming
the system into one that converges faster, exists to fix. Choosing between them and tuning a
preconditioner is specialist work. Knowing that the choice exists, and that it is where a run’s
time actually goes, is not.

7.7.3 Eigenvalue extraction is a different, cheaper run

This is the detail Chapter 6 used without naming. That chapter compared the tower’s computed
first sway frequency against the one measured by operational modal analysis. Computing a nat-
ural frequency is not a time-domain simulation at all. It is an eigenvalue problem - find the
shapes in which the structure prefers to oscillate and the frequencies at which it does so, which
the appendix’s Modes section describes — and extracting the first few modes is far cheaper than
integrating the structure’s motion through time, because it asks a question about the structure
rather than about a particular loading.

That is why structural twins are built on it. Measured natural frequencies from operational
modal analysis serve as the target values for a parameter optimisation of a detailed finite-element
model’s design variables, which is finite-element model updating [172]; the parameters such an
update adjusts are the mass, centre of gravity, element stiffness, local joint stiffness, soil stiffness
and damping, driven by a sensitivity matrix until the analytical modal parameters match the
experimental ones [165]. And once updated, the same eigenvalue run yields what no sensor
can: an aircraft twin’s wing model, calibrated on the first two bending modes extracted from
strain data, then computes higher bending, torsional and skin-buckling modes that are hard to
characterise experimentally [171].

So the field model’s most useful run, inside a twin, is not a simulation. It is an eigen-analysis
on a schedule.

7.7.4 Where it actually runs

Batch. On a cluster or a large machine, on a schedule — quarterly, after a storm, after an in-
spection - or on a trigger, off the critical path entirely, with results delivered to the twin as a
finished artefact rather than as a service call. A run takes hours, sometimes days: the offshore
structural-health review says exactly that, adding that understanding a structure’s behaviour re-
quires repeated simulations with varying input parameters, which multiplies the cost again [40].

Two operational consequences follow from “hours to days” that a software engineer owns
rather than the analyst. Checkpoint and restart: a twelve-hour job that cannot resume from an
interruption will, on a shared cluster with a wall-clock limit, never finish. And job scheduling:
the twin’s request for a field run is a submission to a queue, so the twin’s interface to this model
type is asynchronous by construction - submit, poll, collect — and pretending otherwise is how
a twin’s architecture acquires a synchronous call that blocks for six hours.

7.7.5 The verdict

The appendix computes the number. A million-state field model whose step is 10° operations,
stepped at the resolution the physics requires, comes out at a real-time factor of about one hun-
dredth: a hundred days of compute for a simulated day.

A factor of one hundred is not closed by buying a faster computer, and it is not closed by
waiting. It rules the field model out of the loop for every value pattern in Chapter 1 — not only
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control, but monitoring and diagnosis too, because even the ten-minute SCADA cycle is a thou-
sand times faster than this model can answer. The unit-level manufacturing review states the
general case in one sentence: high-fidelity numerical models are not always appropriate for twin
applications, because fidelity comes at the price of computational cost or simulation time, and
reduced-order modelling or simplification is what is used instead [91]. Reduced-order modelling
isnamed as a key enabler for compressing high-fidelity models into much lower dimensions pre-
cisely to relieve that demand [186].

Which is the next section. The field model stays - it is what the reduced model is made from,
and what the eigenvalue run updates - but it stays outside, in batch, and something else goes in
the loop.

7.8 Making an Expensive Simulator Cheap

The execution side of Chapter 6’s reduced-order and surrogate model type. That chapter said
what the cheap model is. This section says what it costs to get one, and the argument is a single
sentence: the cheap model is bought with an expensive simulation campaign. Figure 7.5
puts the two halves of that bargain side by side: an offline half that runs once and costs weeks,
and an online half that runs every cycle and costs microseconds.

offline, once: days to weeks, in batch

: design of one field run . :
i : . ——»|  project, or fit i
I experiments per point I
. A __________________________________________________ I

i

| .

Ere.tralmng ship the model

| trigger

|
S .ttt \ A e
i vahdlty‘check cheap . answer, |
i on the inputs evaluation with a spread :

____________________________________________________________

online, every cycle: microseconds, in the loop

Figure 7.5: The offline campaign and the online model. Offline, once: a design of experiments
over the input ranges the asset will meet, one field-solver run per point, the runs collected and
either projected onto a basis or fitted to a function. Online, every cycle: the cheap model, guarded
by a validity check that refuses inputs outside the region the campaign covered, with a retraining
trigger back to the offline side.

7.8.1 The campaign, priced

The surrogate is a function fitted to the field model’s own output, so before it can be fitted, the
field model must be run - once per training point. Choosing those points is the design of ex-
periments, and it is where the money goes.

Work the arithmetic. Suppose the tower’s fatigue surrogate of Chapter 6 takes five inputs:
wind speed, turbulence intensity, wave height, wave period and yaw misalignment. Sample each
at five levels on a full factorial grid and the campaign is
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5% = 3125 runs (7.7)

At four hours a run that is 12,500 core-hours, or about 521 days on one core; on sixty-four
cores, eight days of wall-clock time and a noticeable cloud invoice. And five levels per input is
coarse: it resolves the response into four intervals per axis, which for a nonlinear quantity like
fatigue damage is not much.

Equation 7.7 is why a grid is usually the wrong design. The count grows as levels to the power
of inputs, so the sixth input multiplies the campaign by five. The usual answers are to sample
the space rather than grid it — a Latin hypercube spreads a fixed budget of points evenly over
every axis at once - or to sample adaptively, fitting after an initial batch and spending the next
runs where the fit is worst. Both turn “how many levels” into “how many runs can I afford”,
which is the question with a budget attached to it.

This is the step the literature names as a first-order obstacle rather than a detail: the pro-
hibitive cost of generating sufficient data for surrogate model training is listed among the foun-
dational challenges for twins [90], and the structural-health review, having noted that one run
takes hours or days, identifies the availability or generation of training data sets as the main
problem with substituting a surrogate at all [40].

7.8.2 Projection: the basis you already paid for

For the reduced model rather than the fitted one, there is a shortcut, and Chapter 6’s tower
is the example. The reduction projects the million-state model onto a handful of shapes and
keeps only the coefficients of those shapes. Where do the shapes come from? From the modes
- and the modes are what the eigenvalue run of the previous section already computed, for the
model-updating loop.

So the reduced tower is very nearly free once the field model exists and has been updated:
the expensive part, the eigen-analysis, was already on the schedule for a different reason. That
is the cheapest path to a fast model in this chapter, and it is available whenever the quantity of
interest is dominated by a few modes - structures, acoustics, thermal diffusion. It is not available
when the behaviour is not modal, which is when you are back to fitting.

The literature’s mature form of this is a library: physics-based reduced-order models built
component by component from high-fidelity finite-element simulations, which scale to a large
asset and, shared across assets, to a fleet of twins, with a classifier inferring from sensor data
which library models best describe the asset now - the motivation being stated exactly as this
section’s: large-scale physics-based models are intractable in a real-time or many-query con-
text [66]. Reduced models built to be interpretable and reusable across processes are argued
for on the same grounds in manufacturing [173], and the executable-twin literature reports the
finished article: a detailed finite-element model of a turbine blade compressed into a reduced-
order model which, with a state estimator, shows the full strain field in real time from a handful
of strain gauges [20].

7.8.3 Fitting, and the multi-fidelity trick

For the surrogate, the campaign’s outputs are training data and the surrogate is whatever func-
tion you fit to them - a response surface, a Gaussian process, a kriging model. Chapter 6 used
a Gaussian process for the fatigue surrogate because it returns a spread alongside its prediction,
which is the property that makes the validity check below possible. Surrogates are defined in
the twin literature as exactly this: cheaper approximations that mimic computationally expen-
sive physics models, built from training data taken from the original simulation, not a twin in
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themselves but usable inside one when the original model is too slow for the decision interval
[92].

The multi-fidelity trick halves the campaign. Run a few points on the expensive model
and many on a cheap one — a coarser mesh, a smaller domain, a simplified physics — and fit a
surrogate that learns the correction from cheap to expensive rather than the expensive function
from scratch. The structural-health surrogate cited in the Stochastic Simulation section is built
this way, and its purpose is precisely to survive being called thousands of times by a sampler
[174]. When the cheap model is ten times faster and the correction is smooth, the campaign cost
falls by most of an order of magnitude.

7.8.4 The validity check, as code

Chapter 6 gave the warning: a surrogate is valid only where it was trained. This section turns it
into something a simulator executes, because a warning in a book does not stop a twin extrapo-
lating on a February morning.

def predict(surrogate, u, run_log):
"""Evaluate the surrogate, or refuse. Never extrapolate silently."""
if not surrogate.domain.contains(u):
run_log.record("surrogate: input outside training domain", u)
return Refused(reason="outside training domain",
fallback="field model, batch")
mean, spread = surrogate.evaluate(u) # the process returns both
if spread > surrogate.spread_limit:
run_log.record("surrogate: spread above limit", u, spread)
return Uncertain(mean, spread) # usable, but flagged
return Ok(mean, spread)

Three properties of that listing are the point of it. The domain check is on the inputs, before
any evaluation, and is a box or a hull recorded by the campaign - not a guess. The spread check
is the surrogate’s own admission of ignorance, which is why the fitted model was chosen to
produce one. And the refusal is a return value, not a log line: the caller has to decide what to
do without an answer, which is the only way the twin’s behaviour outside the training region is
designed rather than discovered.

7.8.5 The retraining trigger, and the offline/online split

Two rates, and they are the reason this section is structured the way it is.

Offline, rarely: the field model, the mesh convergence study, the campaign, the fit. Days to
weeks, in batch, off the critical path, and repeated only when something makes the campaign
stale.

Online, every cycle: the surrogate evaluation and the validity check. Microseconds, in the
loop.

The retraining trigger is what joins them, and there are three honest ones. The validity
check refuses, or flags high spread, on a growing fraction of cycles - the asset has moved into
a corner the campaign did not cover. The field model has been updated, so the surrogate now
mimics a model that no longer exists. Or the asset itself has changed — a blade replaced, a foun-
dation grouted — which is a configuration change and the configuration and manager chapter’s
business, but it invalidates the campaign all the same. The National Academies’ report names
the obligation created by all three: surrogates that make dynamic adaptation feasible must them-
selves be updated and validated as the representation evolves, and it lists this among the open
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research gaps rather than among the solved problems [90]. A twin that ships a surrogate without
a retraining trigger has bought a fast model and a slow-growing lie.

7.9 Time: Simulated Clock, Wall Clock and the Twin’s Clock

Every section so far asked whether a model can be run. This one asks whether it can be run
here, and it is the pivot of the chapter.

The appendix defines the real-time factor as simulated time covered per unit of wall-clock
time,

RTF = tgm/tyan (7.8)

and that is the last time this chapter defines it. Equation 7.8 is a pure number, and the three
regimes it falls into, drawn on one axis in Figure 7.6, are three different jobs.

the lumped model, the reduced

the field model model, the queue
| | | | | | \
| | | | | | » RTF
102 0.9 1 1.1 102 106
below one about one well above one
batch only; shadow, paced predict, what-if, ensembles;
cannot even shadow how far above =

how many futures

Figure 7.6: The three real-time regimes on one axis. Below one, the simulator falls behind the
world and can only be run in batch, after the fact. Around one, the simulator is paced to consume
readings as they arrive and shadows the asset. Above one, the simulator outruns the world, and
how far above decides how many futures fit inside a decision’s latency.

7.9.1 Three regimes

RTF below one: batch only. The simulator cannot keep up with the world, so it can only ever
be run after the fact, on a horizon that has already happened or on a schedule. The field model
of the previous section, at RTF = 0.01, is here, and nothing about the deployment changes that.
Note what it rules out: not merely control, but shadowing. A model that cannot cover a minute
of asset behaviour in a minute cannot be kept in step with the asset at all.

RTF about one: shadow, and pace. The simulator runs alongside the asset, consuming
readings as they arrive and producing its expectation as the asset produces its reality. Nothing
in this regime happens by accident: a simulator whose natural RTF is 50 must be paced, or
it will run fifty minutes of simulated time in the first minute and then sit idle with nothing to
consume. Pacing is the engine deliberately sleeping — compute the next step, note the wall-clock
time it should be delivered at, wait. The twin of a floating turbine reported in the literature is
built for exactly this regime, intended to run in real time on a cloud platform beside its asset
[164].

RTF well above one: predict and explore. This is what makes a twin more than a shadow.
At RTF = 10 the simulator covers ten minutes of future in a minute, or ten one-minute futures; at
RTF = 1000, a thousand. The figure that matters is not RTF alone but RTF against the decision’s
latency: a decision with a five-minute budget and a simulator at RTF = 600 can afford 600 X
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5/60 = 50 hours of simulated future, which can be one fifty-hour forecast or fifty one-hour what-
ifs. That division is the single most useful calculation in this chapter, and it is why faster-than-
real-time simulation is reported as an enabling property rather than a nicety - the modelling
survey cites work using a faster-than-real-time twin to predict the dynamic behaviour of smart
grid systems [186].

7.9.2 Pacing, and what to do when it fails

Pacing costs nothing while there is slack. The interesting case is when there is not: the simulator
is asked for a ten-minute horizon every ten minutes, and this cycle takes eleven. A twin has four
options and they should be chosen in advance rather than discovered.

« Shorten the horizon. Predict five minutes instead of ten. Cheapest, and it degrades the
answer in a way the consumer can be told about.

» Coarsen the model. Switch to the surrogate, or a larger tolerance. Degrades accuracy
rather than reach.

« Drop the cycle. Skip this prediction and re-initialise from the next state. Acceptable for
a prediction, never for an accumulator.

« Fall behind. The worst option, and the default if the other three were not implemented:
the twin’s answers arrive later and later, describing a world that is further and further in
the past.

7.9.3 Time discrepancy, and getting back in step

Chapter 5 defined the time discrepancy D = t; — ¢, between the instant a twin holds and the
instant its asset is at. This chapter reads the same quantity as how far a running simulation has
fallen behind its asset, and the published measurements are worth quoting in numbers because
they are more sobering than the definition.

In a study that set out to measure and address exactly this, the maximum observed discrep-
ancy during a deliberately degraded period was around five seconds; when normal conditions re-
turned, the twin caught up with wall-clock time in 60.8 time steps of 100 milliseconds, averaged
over five runs — about six seconds of catching up for five seconds of falling behind, and possible
only because the twin could run faster than real time [141]. Two findings from the same work
matter more than the headline. First, the maximum step a model accepts bounds how fast
it can catch up: a component with a stricter limit on its step size slows the pace at which the
whole twin gets back in sync, so a model chosen for accuracy can prevent resynchronisation.
Second, the threshold was exceeded on occasion even during a normal run, which the
authors read as a need to estimate the threshold from the variability of normal operation rather
than from an ideal. A twin whose “behind schedule” alarm was set from a quiet afternoon will
cry wolf.

Chapter 5’s twinning rate is the other side of this: the rate at which the twin is synchronised
with its asset, which the manufacturing review is careful to distinguish from the rate at which
the data is sampled [91]. A simulator sets an upper bound on the twinning rate that no amount
of data can raise.

7.9.4 How far ahead is honest

RTF says how far ahead you can run. It does not say how far ahead you should, and the two are
not related.

The appendix’s State Machines with Probabilities has the argument in its cleanest form. Pre-
dict a Markov chain forward without looking at the world and the belief spreads at every step,



7.10. DRIVING A SIMULATOR FROM A TWIN 213

drifting towards the chain’s long-run distribution - at which point the prediction carries no in-
formation about this asset at all, only about assets of this kind. Certainty leaks away with every
step predicted without a correction, and it leaks at a rate set by the system, not by the simulator.
A prediction horizon is therefore set by how fast the belief decays, not by how fast the
simulator runs. A simulator at RTF = 10° can produce a thirty-year forecast of the turbine’s
rotor speed in a second; nobody should read it.

The practical form of the rule: run ahead to the horizon at which the predicted spread reaches
the width at which the decision flips, and stop there. For the bearing’s remaining life that horizon
is months, because the wear model’s spread grows slowly. For the rotor under a gusting wind it
is seconds.

Table 7.3 ties the two clocks to Chapter 5’s age of twin.

Table 7.3: What each of the turbine’s models can sustain. Read the last column as the smallest
age of twin the simulator does not prevent — the data usually decides, and the field model is the
one row where the simulator decides instead.

Age of twin it can

Model, on the turbine

Achievable RTF

What that allows

sustain

two-state lumped,
implicit, h = 600

mode machine and
vessel queue

bearing Wiener
ensemble, N = 2000

reduced tower, three
modes

fatigue surrogate

field model of tower
and blades

about 107
about 108 for a

simulated year

about 10°

about 103

about 10° per

evaluation

about 102

prediction, what-if,
ensembles, anything

a thousand-member
ensemble in a second

a fresh remaining-life
distribution every
cycle

load estimates every
second, with
headroom

ten-minute fatigue
totals for
microseconds

a quarterly batch run

bounded by the data,
not the simulator

bounded by the event
log’s latency

monthly readings;
the simulator is never
the constraint

one second

ten minutes

not applicable; it is
not in the loop

The shape of Table 7.3 is the shape of the whole chapter: five of the six rows are limited by

the data arriving, not by the arithmetic, and the sixth is limited so badly that it is not in the loop
at all. That is a comfortable place to be, and it is a consequence of Chapter 6 having chosen small
models for the decisions that needed speed.

7.10 Driving a Simulator from a Twin

Everything above is about a simulator. This section is about the twin calling one, and it is the
section to copy from.

7.10.1 The call

One function, four things in, two things out.
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def run(model_ref, initial_state, inputs, horizon, *, mode, seed, solver):
"""Advance a model from a state the twin supplies, and say what was run.

model_ref which model, and which version of it

initial_state the state block's current belief, with its as_of

inputs the input series over the horizon: measured,
forecast or assumed

horizon how far ahead, in simulated time

mode one of the five run modes below; fixes where
the inputs come from

seed fixes the run's randomness; recorded, never
defaulted to a clock

solver the step kind and its settings

returns (outputs, provenance)
nnn

Four things about that signature are deliberate and each corresponds to a criterion from the
What a Simulator Is section.

initial_stateisanargument, not a constructor parameter. The simulator is restarted
from the twin’s belief every cycle - criterion 2 — so setting the state is a normal call, not a set-up
phase. If your simulator can only be initialised at construction, you will pay to rebuild it every
cycle, and the Consistent Initialisation subsection above is where that cost lives.

inputs is a series over the horizon, not a value. The twin must supply the wind, the
load, the grid command for the whole interval being simulated. Where that series comes from
is what distinguishes the run modes below, and getting it wrong — feeding a forecast where a
measurement was assumed - is a category of bug that produces perfectly smooth wrong answers.

seed is explicit and never defaults to the clock - criterion 3.

provenance is returned, not logged - criterion 4. A caller that stores the outputs and
discards the provenance has stored numbers it cannot defend.

7.10.2 The output is Chapter 5’s tuple

The run does not return an array. It returns a stream of Chapter 5’s tuples, in the same shape as
a reading, with the fields read as Table 7.4 gives them.

Table 7.4: Chapter 5’s tuple, read for a simulated value. Simulated data lands in the same store, in
the same shape, as measured data; the binding is what tells them apart, and nothing downstream
has to be rewritten to accept it.

Field For a sensor reading For a simulated value
value what the sensor reported what the model computed
unit the sensor’s unit the model’s unit, which must

be the same one

as_of when the world was in this the simulated instant, not
condition the wall-clock instant of the
run
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Field For a sensor reading For a simulated value

binding which sensor on which asset ~ which model version on
which asset, plus the run id

quality the sensor’s own health flags ~ whether the step converged,
whether a surrogate refused,
whether the value is inside
the model’s validated range

provenance the acquisition path the run that produced it

Two of those rows are where mistakes get made. The as_of of a simulated value is the instant
in the simulated world, which for a prediction is in the future - and a store that silently stamps
it with the wall-clock time of the run has turned a forecast into a measurement. And quality
for a simulated value is not a sensor concept: it is the solver’s convergence flag, the surrogate’s
refusal, the ensemble’s spread. Give it a vocabulary in the twin’s own terms rather than reusing
the sensor’s.

7.10.3 Five run modes

The same simulator, the same model, and five different jobs. What distinguishes them is where
the initial state comes from, where the inputs come from, and what is done with the output -
Figure 7.7 wires all five up at once, and Table 7.5 is the table to keep.

Table 7.5: The five run modes. The mode is an argument to the call because it fixes three things
the simulator itself cannot know.

Typical RTF
Run mode Initial state from Inputs from Output goes to needed
replay an archived state the archive, comparison above 1, and the
at a pastinstant  measured against what higher the better
happened
shadow the state block, the live data the residual, about 1, paced
now stream against the live
reading
predict the state block, a forecast, or a the prediction well above 1
now persistence store, with a
assumption horizon
what-if a fork of the assumed, per a comparison above 1 times
state block scenario across scenarios  the number of
scenarios
generate sampled across sampled across a labelled data irrelevant; itis a
training data the operating the operating set batch job

envelope envelope

Replay re-runs a past interval from an archived state against the inputs that really occurred,
and compares the model’s trajectory with the asset’s. It is the cheapest verification a twin has
and the first thing to build.
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where the state what the output
and inputs come from run mode is for

archived state,
measured inputs

compared with

—>| Teplay I et happened

state block now,

live i —»| shadow |—> the residual
ive inputs

state block now, ) o
; —»| predict |— the prediction
forecast inputs store

a fork of the state, a comparison

—»>| what-if |[—

assumed inputs across scenarios
sampled state, ini

plel training a labelled
sampled inputs data data set

Figure 7.7: The five run modes. Each is the same call with a different source for the initial state
and the inputs, and a different destination for the output: replay from the archive, shadow from
the live state and live inputs, predict from the live state and a forecast, what-if from a forked state
and an assumed input, and training-data generation from sampled states and sampled inputs.

Shadow is the mode Chapter 3’s shadow twin runs continuously: the model steps alongside
the asset from the same state, and the difference between its output and the incoming reading is
the residual Chapter 2 already watches.

Predict runs from now into the future, with the inputs necessarily assumed - a wind fore-
cast, a persistence assumption, a planned schedule. The honesty of a prediction is bounded by
the honesty of its input series, and the horizon is bounded by the belief-decay argument of the
Time section rather than by the budget.

What-if is predict, forked. The state block’s belief is copied, several copies are run under
different assumed inputs or different decisions, and the differences between them are the answer.
The literature’s definition is compact: a what-if simulation inspects the behaviour of the physical
twin under given hypotheses called scenarios [187]. Two engineering points follow. The fork
must be a real copy, or scenario B starts from the state scenario A left. And the comparison
must use common random numbers, from the Stochastic Simulation section, or the difference
between scenarios drowns in the difference between their weather. A published production
twin runs this mode as an inner loop, generating candidate schedules, evaluating each with the
discrete-event model and feeding the winner back to the operator or the execution system [183].

Generating training data is the mode that is not about this asset at all. Run the model
across the operating envelope, record inputs and outputs, and use the result to train something
— a surrogate, as the previous section described, or a controller, or a perception model. The
survey of Al simulation by twins describes precisely this: virtual training environments in which
agents are developed safely and efficiently on simulated, synthetic data, offered as the response
to insufficient data volume and quality, with dataset generation the offline end of the practice
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and training inside the environment the online end [111]. For this book, the point is that it is
a batch job with no real-time requirement and a very large total compute, which is a different
operational shape from the other four and should not share their infrastructure.

7.10.4 Where the simulator runs

Chapter 5 already decided this, and this section reads it off rather than re-deciding. That chap-
ter’s hot, warm and cold paths map onto the four placements of Table 7.6.

Table 7.6: Where a simulator runs, read off Chapter 5’s path table. The row is chosen by the RTF
the decision needs and the data the model must reach, in that order.

Placement Chapter 5’s path Suits Cost shape
embedded, on the hot a step function of a fixed, tiny, and
controller few lines, at the capped by the
control rate hardware you already
bought
edge, beside the asset hot and warm the lumped model, fixed hardware, no
the mode machine, per-run charge,
the reduced model limited headroom for

an ensemble

container, in a cluster warm ensembles, what-if per-run, elastic, the
fans, replay natural home of a
bursty workload
cloud batch cold the field model, the per-core-hour,
surrogate campaign,  scheduled, and the
training-data one placement where
generation a job queue is part of
the design

Packaging is what makes a row portable. The executable digital twin is the literature’s
name for the artefact: a self-contained executable behaviour of an asset, usable by anyone at any
point in the lifecycle, fast enough for its purpose - usually through model order reduction — with
the packaged model carrying its own execution engine, and an explicit link back to the parent
twin that keeps the two consistent and traceable [20]. Platforms take the same idea further down
the stack, using containerisation, loose coupling and micro-services to compose twins dynami-
cally and naming reproducibility as one of the properties that buys [188]. For a software engineer
the reading is familiar: the simulator is an artefact with a version, a digest and a manifest, and
it is deployed, not installed.

7.10.5 Run provenance

The last of the four criteria, written out. A run records:

» the model, by identifier and version, and the digest of the model file if it has one;

« the solver, by name, with its step size or tolerance and every option that was not the
default;

« the initial state, or its digest, with the as_of it carried;
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« the inputs, by reference to the series and its version, with a note of whether they were
measured, forecast or assumed;

« the seed, and the stream assignment if the run was parallel;

+ the environment, as a container digest or the equivalent [184];

« the cost: wall-clock time, steps taken, rate evaluations, and the achieved RTF.

That is six identifiers and a cost, and it is small enough to attach to every tuple the run pro-
duces. The test of whether it is complete is simple and worth running once: hand the prove-
nance record to a colleague and see whether they can reproduce the numbers. If they cannot,
the missing field is the one to add.

7.11 Choosing a Simulation Technique

Chapter 6 closed with a table of five model types against four criteria and four questions to walk
it with. This section is the same shape for execution, and the two are meant to be read as a pair:
that table chooses what to write, this one chooses what will run it and where.

7.11.1 The table

Table 7.7: The five model types against the technique each forces, what it can achieve, where it

goes and who is needed. The third row’s RTF is the reason the fourth row exists.

Technique it Expertise
Model type forces Achievable RTF  Where it runs needed
lumped a solver; implicit  10° to 107 embedded or the domain’s
first-principles or adaptive if edge physics, plus a

stiff step size

defended

discrete-state an event 106 to 108 per edge or the operation’s
and scheduler, and run, times N container rules, plus
discrete-event replications output analysis
high-fidelity a batch field about 1072 cloud batch, off ~ a specialist
field solver; meshing, the critical path  package and a

reduced-order
and surrogate

probabilistic,
Bayesian

sparse solve,
eigen-analysis

a cheap
evaluation
online, an
expensive
campaign offline

an ensemble: N
runs of whatever
the wrapped
type uses

103 to 10° online

the wrapped
type’s, divided
by N

edge online,
cloud batch
offline

container, or
edge if N and the
step are small

specialist

the field
model’s, plus
projection or
fitting

probability, plus
seed and stream
discipline

Two entries in Table 7.7 are worth reading twice. The probabilistic row’s RTF is the wrapped
type’s divided by N, which is the whole reason an ensemble over a lumped model is free and an
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ensemble over a field model is impossible. And the reduced-order row has two placements and
two rates, because it is the one type whose cost is paid somewhere other than where its benefit is
taken. Choosing the formalism, and therefore the simulator, is a deliberate stage in a twinning
system’s design rather than something inherited from whatever tool was already installed [12].

7.11.2 Four questions
Walk the table with these, in order. Each removes rows.

1. Rates, events, or both? Quantities that change continuously want a solver; modes, ar-
rivals and waiting want a scheduler. If the answer is both — and for any asset with operating
modes it is - it is a hybrid model, and the extra question is how many switches an hour,
because switches, not steps, set the cost.

2. A number, or a spread - and can the step afford the runs? A monitoring threshold
takes a number. Anything with “when”, “how long” or “how likely” in it takes a spread,
which means N runs, which means the step function’s cost is multiplied by N before it is
compared with the budget. This is the question that most often sends a design back to a
cheaper model type.

3. Does the achievable RTF clear the decision’s latency? Take the latency from Chapter
1, the RTF from the table, and divide. If it clears, stop. If it does not, there are exactly
four remedies and they are worth naming so that the choice is made rather than defaulted:
shorten the horizon, coarsen the model, buy a surrogate with an offline campaign, or move
the decision off the critical path.

4. Where must it run, and does that placement allow the technique? An embedded
target may have no floating point worth the name, no room for an implicit solver’s inner
iteration and a hard real-time deadline that an adaptive solver’s variable cost violates. An
edge box can run the ensemble but not the campaign. Placement constrains technique,
not only the other way round, and it is the question most often asked last and answered
first.

The turbine’s answers, returning to Chapter 6’s five decisions. Power and thermal expecta-
tion: rates, a number, ten-minute latency, edge — an implicit or adaptive solver on two states, RTF
around 107, and the only real decision was the step. Availability and repair planning: events, a
spread, hours of latency, container — an event scheduler with a couple of thousand replications,
and the arithmetic of the Discrete- Event section sizes them. Structural integrity: rates over a
body, a number, seasonal latency, cloud batch - a field solver, and an eigen-analysis rather than a
time-domain run. Load monitoring every second: the reduced tower at the edge, its basis taken
from the eigen-analysis already paid for. Bearing replacement: a spread on a monthly latency,
two thousand ensemble members over a four-operation step, anywhere at all. Five decisions,
five techniques, four placements, one turbine.

7.11.3 Trusting a run, as arithmetic

Four checks make a run trustworthy as arithmetic. Each is cheap, each is mechanical, and a twin
should run them on a schedule rather than when something looks wrong.

1. Refine the step. Halve h, or tighten the tolerance by an order of magnitude, and re-run.
If the answer moves by more than your tolerance, the answer you had was the step size’s.
This is the mesh convergence study of the Field Solvers section, applied in time instead
of in space, and it is the single most informative check in the list. Measure it the way the
tolerance sweep of the Continuous- Time section was measured — reporting step counts,
not only elapsed time, on a model small enough for the elapsed time to be noise [181].
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2. Swap the solver. Run the same model with a different step kind - explicit against implicit,
one adaptive family against another. Two independent methods agreeing is evidence about
the arithmetic that neither gives alone; two disagreeing means one of them is wrong and
you do not yet know which.

3. Check a conserved quantity. Energy, mass, charge, the number of parts in the system,
the sum of the probabilities. Whatever the physics conserves, compute it at the start and
the end and compare. This catches sign errors, unit errors and dropped terms that no
amount of step refinement will, because a wrong model converges beautifully to the wrong
answer.

4. Record the seed and the versions. Which is the provenance record of the previous
section, and it is a check because it is what makes the other three repeatable next quarter.

And then stop. All four are verification: they establish that the equations were solved
correctly. None of them establishes that the equations describe the turbine. That is validation,
it is the credibility chapter’s subject, and the distinction is load-bearing enough that standards
bodies make it explicit - model credibility assessment, including verification, validation and
uncertainty quantification, is to be applied throughout a twin’s life cycle [87], and because a
twin is dynamic, verification and validation are a continuous process performed periodically
or on demand rather than a step completed once [48]. It is also a gap in practice rather than
a solved problem: a recent survey observes both that ISO 23247 does not address verification,
validation and uncertainty quantification at all, and that only about sixty per cent of the twin-
driven Al simulation techniques it reviewed do anything to maintain the simulator’s own fidelity
over time [111].

7.11.4 For readers who know control theory

One analogy, gathered here rather than scattered through the chapter, for the readers who will
find it useful; skip the paragraph if the words are unfamiliar, because nothing later depends on
it.

A twin’s simulator is doing the job the internal model does in a model-predictive controller: it
is the plant model rolled forward over a horizon to produce a predicted trajectory that something
else then acts on. The correspondences carry further than they usually do in analogies. The
prediction horizon is bounded by model quality in both cases, which is the belief-decay argument
of the Time section. The what-if fan is a candidate-input sweep. The real-time factor against
the decision’s latency is the constraint that decides how large a candidate set the controller can
evaluate per interval, which is the classic implementation limit of the method. And the residual
of Chapter 2 is the innovation. What is not shared is the closing of the loop: the controller
commits its first move and re-plans, whereas a twin at the monitor, diagnose or predict patterns
stops at the prediction and hands it to a person. The control chapter of a later part is where the
difference is taken seriously; here it only explains why so much of this chapter’s vocabulary will
sound familiar to a control engineer, and why the state and estimator chapter, next, is the other
half of the picture.

7.12 Simulating the Plant Demonstrator

The one section where the rig of Chapter 2 appears, with that chapter’s symbols unchanged. It
is here for a negative result: the rig is a perfectly good twin and it teaches almost nothing about
choosing a simulator, and knowing why is worth a section.
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7.12.1 The simulator is twelve lines

Chapter 3 named the rig’s simulator without writing it. Chapter 6 showed that the rig’s model
is already a lumped first-principles model in sampled time,

Miy1 =M+ 8V —dT, (7.9)

Equation 7.9 is the whole model; here is the whole simulator around it.

def simulate(mO, doses, n_checks, theta):

"""Run the pot forward n_checks checks. theta = (g, 4, T_c)."""

g, d, T_c = theta

m = mO

trace = [(0, m)]

for k in range(n_checks):
V = doses[k] # millilitres at this check
m=m+gx*xV-dx*T_c # the step: one line, no solver
trace.append(((k + 1) * T_c, m))

return trace

Twelve lines, and there is no solver in them. That is the section’s first point and it is a general
one: the rig’s step is already a difference equation in sampled time, so there is no solver
choice to make. The step size is not a numerical parameter at all - it is T, the check interval,
fixed by the decision to look at the plant every six hours. Chapter 6 observed that this is Euler’s
step with h = T; the consequence for this chapter is that every question the Continuous-Time
Simulation section spent pages on — explicit or implicit, what tolerance, what does stability cost -
has already been answered by somebody choosing a check interval for reasons that had nothing
to do with numerics.

7.12.2 Why no implicit solver

One state and one time constant. The moisture falls at d per hour and rises with a dose; there is
no fast process hiding behind the slow one, so the system is not stiff, so there is nothing for an
implicit step to buy. An implicit step here would solve a linear equation in one unknown to get
the answer the explicit line already gave.

Worth being precise about the accuracy, because “it is not stiff” is not the same as “it is exact”.
Drying at d per hour over a six-hour interval is treated as d T, of loss, which assumes the rate is
constant across the interval. If the drying rate in fact depends on how wet the soil is — it does, a
little - then the six-hour explicit step is inaccurate in a way a shorter step would fix. The rig does
not fix it, and it is right not to: the probe’s own resolution is coarser than the error, so refining
the step would improve a number nobody can measure. That is the honest form of “accurate
enough”, and it is a decision, not an oversight.

7.12.3 The watering schedule as an event queue

The rig has a second simulator, and Chapter 2 wrote it without naming it. The controller’s day
is a sequence of timed events: check at 06:00, check at 12:00, check at 18:00, and a pump that
runs for a computed number of seconds when a check decides to dose. As an event queue that
is three scheduled events a day, plus at most three pump-off events.

Six events a day, fifty steps of arithmetic between them. A whole growing season - one
hundred and eighty days - is about a thousand events, which runs in a millisecond. The same
season in a fixed-increment loop at one-second resolution would be 15.5 million steps of nothing.
The Discrete-Event section’s arithmetic, on a rig.
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7.12.4 The rig’s real-time factor

One step of the rig’s model is a multiplication, a multiplication, an addition and a subtraction:
call it four operations, plus the loop overhead, and call the whole step a microsecond on the
rig’s controller to be generous. One step covers T, = 6 hours of simulated time, which is 21,600
seconds. So

RTF = 21600/10° = 2.2 x 1010 (7.10)

Twenty-two billion. Equation 7.10 means the rig’s controller can simulate a full growing
season in about a millisecond, which is why nothing in Chapter 2 ever discussed performance
and why this chapter’s central tension - can it run here, in time - does not arise at all. Every
placement in the placements table is available. Every run mode is affordable. The choosing
table’s four questions all answer “anything”.

7.12.5 Why no ensemble yet, and what would change that

The rig’s twin reports a number: the predicted moisture, and the residual against the probe. It
could report a spread instead — Chapter 6 gave it a posterior over the dose response g — and the
ensemble to turn that posterior into a distribution of predicted moisture would cost a thousand
runs of a four-operation step, which is nothing.

So why not? Because nothing downstream would use it. The decision is dose or do not dose,
once every six hours, against a threshold; a spread around the predicted moisture changes that
decision only when the threshold falls inside the spread, and a technician with a watering can is
not going to act differently on “probably 22, could be 19 to 25” than on “22”. Add the ensemble
when the decision changes — when the rig grows a scarce water budget to allocate across pots,
or a plant whose cost of over-watering is not symmetric with the cost of under-watering. Then
the spread is what the allocation is computed from, and the ensemble earns its place.

Which is the honest conclusion of the section. The rig is the right scale for learning what a
twin is; the turbine is the right scale for learning what a simulator costs. This chapter needed
both.

7.13 Faded Examples

Three examples on Chapter 6’s other systems, decreasing in how much is worked. None uses
the rig.

7.13.1 Example 1, worked in full: the battery cell, stepped and then run many
times

Continuous-time, then stochastic. Chapter 6’s lithium-ion cell in a bus: an equivalent circuit
with two states, the state of charge SoC and the polarisation voltage V{, with R; = 0.015 ohms,
C; = 2000 farads, a capacity Q = 10800 coulombs and a discharge current I = 3.0 amperes.
Model-based battery prognostics work on exactly these equivalent-circuit models of cell voltage,
or on physics-based degradation models [177].

Step 1: is it stiff? Two time constants. The polarisation pair settles with R, C; = 30 seconds.
The state of charge falls at I/Q = 2.78 X 10~* per second, so from full it takes Q/I = 3600 seconds
to empty. The ratio is 120 to 1 - mildly stiff, which is the ordinary case and exactly the situation
the appendix describes: a fast process finished almost immediately, sitting inside a slow one that
is the reason the model exists.
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Step 2: choose the step. Explicit stability needs h below about twice the fastest time con-
stant, so h < 60 seconds. Accuracy on the polarisation transient needs rather better - a tenth of
its time constant, h = 3 seconds, is the usual rule of thumb, and gives a voltage sag curve accu-
rate to well under a millivolt. At h = 3 seconds an hour of discharge is 1,200 steps of about ten
operations: twelve thousand operations, microseconds. So the answer is & = 3 seconds explicit,
and the stiffness cost nothing at all.

Notice what made that painless: the fast state is the one the output depends on, so accuracy
and stability pull the same way. Compare the turbine, where the fast state was the one nobody
was asking about and the step it forced was pure overhead. That contrast is the whole of stiffness
as an engineering matter.

Step 3: the ensemble, for capacity fade. The decision is not about this hour but about
this cell’s life: when will its capacity fall to eighty per cent of new, at which point the pack is
retired? Chapter 6 gave the empirical fade law

Q(n)=Qy(1—anbd) (7.11)

with n the cycle count. Take b = 0.5 - fade proportional to the square root of cycles, the
common empirical form - and a fade coefficient a that is not known for this cell: from the fleet,
it is normally distributed with mean 0.004 and standard deviation 0.0005. End of life is Q/Q, =
0.80, which by Equation 7.11 happens at

Neol = (0.2/a)? (7.12)

At the mean a, Equation 7.12 gives (0.2/0.004)? = 2500 cycles. But the answer wanted is not
that number. Draw a from its distribution N times, compute n. for each, and the histogram is
the answer: at a = 0.0035 the cell lasts 3,265 cycles, at a = 0.0045 itlasts 1,975, so a one-standard-
deviation swing in a parameter nobody measured moves the retirement date by thirteen hundred
cycles. Reporting “2,500 cycles” would have thrown that away. Algebraic reduced-order capacity
models of exactly this form, paired with sampling methods for the parameter uncertainty, are
reported as capturing model-form and parameter uncertainty in a way a plain neural-network
ensemble does not [163].

Step 4: how many members? The spread of n., across the draws comes out at about
550 cycles. For the mean to be known to plus or minus 25 cycles at ninety-five per cent, N =
(1.96 x 550/25)* = 1860, so 1,900 members. Each member is one evaluation of Equation 7.12 -
not a simulation at all — so the ensemble costs microseconds. If instead the decision needs the
fifth percentile — “retire early enough that only five per cent of cells fail first” — size the ensemble
for the percentile, which will need several times as many members, and say in the twin’s output
which statistic was asked for.

Step 5: the retraining trigger. The fade coefficient is a parameter with a posterior, and
every month’s capacity measurement updates it by Chapter 6’s Bayes’ rule. That is the twin
working as designed. The trigger for something larger is a systematic drift - the posterior walking
steadily in one direction over many months, which says the fade law is wrong for this duty cycle
and not merely its coefficient unknown. A published framework does the same job the other
way round, fitting an empirical capacity fade model and training a machine-learning model to
predict its parameters from early-life features, reporting under two per cent error in distribution
and under four per cent out of it [180] — and that out-of-distribution number is the validity check
of the Making an Expensive Simulator Cheap section, in a battery’s clothes.

7.13.2 Example 2, one step left to you: the 3D printer as a hybrid simulation

Hybrid. Chapter 6’s desktop 3D printer, whose modes have been published as a state machine:
StandBy, Connected on a device connecting, Operational on receiving a print file with preheating
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before printing, pausing and cancelling while printing, back to StandBy when the job finishes,
Error reachable from anywhere and a reset back to StandBy [178]. That machine is the discrete
half. The continuous half is one rate rule per mode: the hot end’s temperature, rising towards
its set point under the heater’s power and falling by loss to the chamber, with the extruder’s
filament consumption running alongside it while printing.

The hybrid structure is the interesting part. Preheating ends at a guard on a continuous
state — the hot-end temperature reaching the material’s print temperature — which is a zero-
crossing to be located, not a flag to be polled. Printing to paused and paused to printing are
guards on inputs, so no search is needed, but each one changes the heater’s duty and therefore
the rate: a solver restart each time. Error can fire from any mode and applies a state reset — the
heater off, the extruder retracted — which is the expensive kind.

Your step. A four-hour print job on a printer that is paused twice by the operator, hits one
filament-jam error and is resumed, and whose chamber-temperature controller cycles a cooling
fan on and off with a guard on the chamber temperature every ninety seconds:

1. Count the solver restarts over the job, and separate them into those that need a zero-
crossing search and those that do not.

2. The fan guard is the one to worry about. If the fan’s threshold has no hysteresis and the
chamber temperature is noisy around it, describe what the simulator does. Then say what
a two-degree hysteresis band changes, in restarts per hour.

3. At an adaptive solver cruising at a one-second step and costing fifteen steps to climb back
after a restart, what fraction of the four-hour job is restart overhead, with and without the
band?

Hint. Work in restarts per hour before working in steps. The two pauses and the error are
three restarts in four hours and are not the problem; the fan at ninety seconds is forty an hour,
and a chattering fan is unbounded.

7.13.3 Example 3, posed as a problem: the industrial oven with a conveyor

Field, then reduced. Chapter 6’s industrial oven with a conveyor, whose published relative is the
induction furnace twin: steel bars passing through a furnace divided into five zones of induc-
tion heaters of four coils each, with pyrometers between the coils, entering a holding mode with
reduced coil power and the bars oscillating slowly when something downstream stops [179]. A
twin of it must answer, for each bar, whether its core reached temperature — a question about
the inside of a body, which the pyrometer cannot see and only a field model can answer. Two
small published cases, a line-following robot and an incubator, are offered in the literature as the
tractable stand-ins for an automated guided vehicle and an industrial convection oven respec-
tively, which is the right scale to prototype this at [189].

The problem. The oven runs a bar through in eight minutes. The field model of one bar is
a three-dimensional transient thermal model with about 200,000 elements, and a time-domain
run of one bar’s passage takes forty minutes on sixteen cores.

1. Size the field run. Compute the real-time factor of the field model as stated, and say
which of the placements table’s four rows it belongs in. Then say what would have to
change for it to move up a row, and whether any of those changes is available.

2. Cost a mesh convergence study. The quantity of interest is the core temperature at the
exit. Design a study over three mesh refinements, say what you would compare and what
tolerance would let you stop, and give the total core-hours.

3. Design the campaign. A reduced or surrogate model has to run at belt speed — one bar
every eight minutes, with an answer before the bar leaves the oven. The inputs are the
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bar’s diameter, its entry temperature, the five zones’ power settings and the belt speed:
eight inputs. Say why a full factorial is not available here, choose a design, and give its cost
in core-hours against the forty-minute run time.

4. Choose the run mode. Which of the five run modes does the twin use this surrogate
in during normal production, and which does it use during the holding mode the source
describes? They are not the same one, and the difference is where the inputs come from.

5. Name what is still missing. The surrogate answers for a bar whose inputs lie inside the
campaign. A bar of a new alloy arrives. Say what the validity check does, what the twin
reports, and what the retraining trigger costs in days.

7.14 Summary
Six items, returning to the six objectives.

1. Asimulator is an engine, a step, a clock and a contract (objective 1). The engine owns
the loop and the clock; the step is either a solver over rate rules or a scheduler over an event
queue, and hybrid models need both; the clock relates simulated time to wall-clock time
and their ratio is the real-time factor; the contract is Chapter 4’s interface written out. Four
criteria judge a simulator: inside the decision’s time budget, restartable from a state the
twin supplies, deterministic enough to compare with itself, and able to say what it ran.
The last two are software criteria and are the two most often missing.

2. The step size is an engineering choice, and stiffness is what forces it (objective 2).
Explicit, Heun, Runge-Kutta, implicit and adaptive, priced in rate evaluations; closing the
turbine’s torque loop puts a 3.5-second time constant in the same model as a 2000-second
one, and an explicit solver must then step at about one second - six hundred steps per
SCADA reading - or diverge in two steps. An implicit step at the full six hundred seconds
costs one small equation solve and lands on the answer. Algebraic constraints are solved
after each step; algebraic loops need an inner iteration nobody budgeted for; and a twin
re-initialises every cycle, so initialisation is a per-cycle cost.

3. A discrete model needs a queue, and one run of a stochastic model answers noth-
ing (objective 3, objective 4). Next-event advance turns 31.5 million empty seconds into a
few thousand events. Then the real work: seeds, independent streams, replication, warm-
up, run length, and a confidence interval reported rather than a mean. The vessel’s twenty
and a half hours is one sample; two thousand two hundred replications pin the mean to
half an hour, and ten times the precision costs a hundred times the runs. Hybrid models
cost switches, not steps: a zero-crossing search to locate the instant, a solver restart to pay
for the reset, and a hysteresis band to stop chattering.

4. An ensemble is a workload, and its size is arithmetic (objective 4). Draw the pa-
rameter from its posterior once per member, step to the threshold, and the histogram of
crossing times is the remaining-life distribution — Chapter 6’s three-centre mixture with
N = 3 and the noise switched off. Common random numbers are what make a compar-
ison affordable; the seed and the container digest are what make a run repeatable; and a
tail percentile needs many more members than a mean.

5. The real-time factor decides where a simulator lives, and the belief decides how
far ahead it runs (objective 5). Below one, batch only — which rules the field model out
of the loop entirely, at RTF = 0.01, and sends its answer to a reduced model bought with
an offline campaign whose grid of five inputs at five levels is 3,125 runs. Around one,
pace it. Well above one, divide by the decision’s latency to see how many futures fit. And
stop predicting at the horizon where the belief has leaked away, which is a property of the
system and not of the simulator.
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6. A run is a call that returns numbers and a provenance record (objective 6). Initial
state in, input series in, horizon in, mode in, seed in; simulated-data tuples out, with the
binding naming a model version and the as_of naming the simulated instant. Five run
modes - replay, shadow, predict, what-if, generate training data — distinguished by where
the state and inputs come from. Four numerical checks make a run trustworthy as arith-
metic: refine the step, swap the solver, check a conserved quantity, record the seed and the
versions. None of the four says the answer is right about the asset.

The sentence to carry forward: this chapter produces the twin’s expectation; the esti-
mator, next, is how the twin corrects that expectation with what the sensors actually
said.

7.15 Exercises

Solutions or hints follow the exercises; each says which. The objective each exercise serves and
its difficulty are given in brackets. None of the exercises uses the plant demonstrator.

Exercise 1 (Objective 2, easy). A thermal model of a transformer has two states: the wind-
ing, with a time constant of 90 seconds, and the oil tank, with a time constant of 4 hours. The
twin needs the oil temperature once a minute.

(a) Is the model stiff? Give the ratio. (b) What is the largest step an explicit solver can take?
(c) How many steps per minute of simulated time is that, and how many of them are there
for the oil’s sake?

(b) Name the two remedies and say what each costs.

Exercise 2 (Objective 2, medium). You are handed a solver with a relative tolerance setting
and a model you did not write. Design the experiment that tells you what tolerance to use, and
say what you will report. You have one afternoon.

Exercise 3 (Objective 4, easy). A discrete-event model of a spare parts depot gives, over
400 replications, a mean stockout duration of 11.2 hours with a sample standard deviation of 9.0
hours.

(a) Give the ninety-five per cent interval on the mean. (b) How many replications are needed
to pin it to plus or minus one hour? (c) The planner actually wants the ninetieth percentile.
Say why (b) is the wrong calculation and what you would do instead.

Exercise 4 (Objective 4, medium). Two maintenance policies are compared by simula-
tion: 500 replications each, seeds drawn independently. Policy B looks 0.4 hours better, with a
standard error on the difference of 0.5 hours - not significant. Your colleague proposes running
5,000 replications of each. Propose something cheaper that would probably settle it, say precisely
what it requires of the simulator, and say what would make it fail.

Exercise 5 (Objective 3, medium). A pump model has a guard p > 4.0 bar that switches
it from idle to running, and p < 4.0 that switches it back. The pressure signal has noise of about
0.1 bar.

(a) Describe what the simulator does when the pressure sits at 4.0.
(b) Give a hysteresis band that fixes it, and say how you chose the two thresholds. (c) Name
one alternative remedy and one case where the band is the wrong answer.

Exercise 6 (Objective 2, objective 3, medium). An adaptive solver runs a hybrid model at
a cruising step of 0.5 seconds and needs 12 steps to return to cruising after a restart. The model
switches mode 20 times an hour, and each switch needs a zero-crossing search costing 6 extra
rate evaluations.
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(a) What fraction of an hour’s rate evaluations is switch overhead?

(b) The model is changed so that it switches 2,000 times an hour. Recompute. (c) At what
switch rate does the solver spend half its effort on switching, and what would you do about
it?

Exercise 7 (Objective 5, medium). A reduced model covers 1 second of simulated time in
1.2 milliseconds of wall-clock time on the edge box it is deployed to.

(a) Give its real-time factor. (b) The decision it serves has a 30-second latency budget. How
many 10-minute what-if scenarios fit?

(b) The model is moved to a container in a cluster where it runs three times faster but the
round trip to fetch the state costs 250 milliseconds. Recompute (b) and say which place-
ment you would choose.

Exercise 8 (Objective 6, open-ended). You inherit a twin whose simulator returns arrays
of numbers and writes a line to a log file per run. Write the provenance record you would add,
field by field, and for each field say what question it answers and what goes wrong without it.
Then say how you would test that the record is complete.

7.15.1 Solutions and hints

Exercise 1. (a) 4 hours is 14,400 seconds, so the ratio is 14400/90 = 160: stiff. (b) About twice
the fastest time constant, so roughly 180 seconds - but accuracy on the winding wants perhaps
9 seconds, a tenth of its constant, and whichever is smaller governs, so 9 seconds. (c) Between
7 steps a minute (at the stability bound) and about 7 steps per minute at the accuracy bound
—at h = 9 seconds, 6.7 steps a minute, essentially all of them there for the winding, since the
oil moves by about a thousandth of its range in a minute. (d) An implicit step, which costs an
equation solve per step and removes the stability bound but not the accuracy one; or an adaptive
solver, which costs a variable per-step budget — awkward on a hard real-time target — and spends
its effort where the model needs it.

Exercise 2. Hint. Sweep the tolerance over several orders of magnitude, as the tolerance-
sweep study in the Continuous-Time section did, and at each setting record both the quantity of
interest and the number of steps. Plot the quantity against the tolerance: it will move and then
stop moving, and you want the loosest tolerance in the flat region, with a safety margin. Report
the step count rather than the wall-clock time if the model is small enough for the timing to be
noise, and report both if it is not. Then repeat once with a different solver, because a tolerance
that is fine for one is not automatically fine for another.

Exercise 3. (a) 1.96 X 9.0/\/@ = 0.88 hours: 11.2 plus or minus 0.88, so about 10.3 to
12.1. (b) N = (1.96 x 9.0/1.0)> = 311 - fewer than you already have, so the interval is already
inside one hour. (c) The formula is the interval on the mean. A ninetieth percentile is estimated
from the upper tail of the sample, so its precision depends on how many replications landed out
there — roughly forty of the four hundred - and it needs several times as many replications for
comparable precision. Estimate the percentile directly from the order statistics, put a bootstrap
interval on it, and size N from that interval rather than from the mean’s.

Exercise 4. Re-run both policies with common random numbers: the same seeds, paired
member for member, so the weather, the arrivals and the failures are identical under both poli-
cies and the difference is the policy’s. The requirement is independent random streams - policy
B must draw its weather from the same stream at the same points as policy A, which means
the streams must be indexed by what they are for and not consumed in call order. It fails when
the two policies do not consume the same random draws in the same order - for instance if B
dispatches a second vessel and thereby asks the weather model a different number of questions
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- in which case the pairing breaks and you are back to independent runs, or to restructuring the
model so that every random draw is requested from a named stream at a fixed point.

Exercise 5. (a) It chatters: the guard fires, the transition changes the state, the reverse guard
immediately fires, and the solver truncates step after step while simulated time barely advances
- wall-clock time passing with the simulated clock stationary. (b) Switch on at 4.1 bar and off
at 3.9; the band must be comfortably wider than the noise, so about two standard deviations
either side, and it should also be narrower than any pressure change the twin must detect. (c) A
minimum dwell time in each mode, or filtering the guard’s input. The band is the wrong answer
when the real asset genuinely does switch at a single threshold and the rapid switching is a real
behaviour the twin exists to report — a relay welding shut, for instance - in which case the fix is
to model the switching, not to suppress it.

Exercise 6. (a) Cruising at 0.5 seconds is 7,200 steps an hour. 20 switches cost 20 X 6 = 120
extra rate evaluations for the searches and 20 x 12 = 240 steps of climb-back: about 360 against
7,200, or five per cent. (b) 2,000 switches cost 12,000 search evaluations and 24,000 climb-back
steps against 7,200 cruising steps — the solver now does five times as much switching work as
useful work, and in practice never reaches its cruising step at all. (c) Setting climb-back plus
search equal to the cruising steps gives roughly 18 ng,;., = 7200, so about 400 switches an hour,
one every nine seconds. Above that, either the mode structure is too fine-grained for the question
and should be coarsened, or the switching is chattering and needs a band, or the model should
be reformulated so that the fast switching becomes a continuous approximation.

Exercise 7. (a) RTF = 1/0.0012 = 833. (b) 30 seconds of budget covers 833 x 30 = 25,000
seconds of simulated time, which is about seven hours, or 41 ten-minute scenarios. (c) Three
times faster is RTF = 2500, but 250 milliseconds of the 30-second budget is gone to the round
trip, leaving 29.75 seconds: 2500 29.75 = 74,375 seconds, about 124 scenarios. The cluster wins
on throughput by a factor of three. Choose it if the what-if fan is the workload and the round
trip is paid once per fan; choose the edge if the same simulator also has to run the shadow mode
against a live stream, because there the 250 milliseconds is paid every cycle and the availability
of the link becomes a dependency the asset does not otherwise have.

Exercise 8. Hint. The seven fields of the Run Provenance subsection are the answer’s skele-
ton: model and version, solver and settings, initial state and its as_of, inputs and whether they
were measured, forecast or assumed, seed and stream assignment, environment digest, and cost.
For each, the question it answers is “what would change the numbers if it changed” — which is
also the test for whether a field is missing. The completeness test is the one in that subsection:
hand the record to a colleague with access to the same systems and ask them to reproduce the
run. Whatever they have to come back and ask you for is the field you left out. Do it once per
twin, not once per run.

7.16 Further Reading

Grouped by technique, one line per entry saying what you would go to it for, and saying where
a worked example is the book’s own construction rather than a source’s.

« What a simulatoris: [20] for the executable digital twin — a self-contained, deployable, fast-
enough model carrying its own execution engine, which is the clearest published state-
ment of what a simulator becomes inside a twin; [186] for high-fidelity simulators and
reduced-order modelling named as twin enablers, with the challenge-by-technology table
worth a read on its own. The four parts and the four criteria are the book’s own framing.

+ Continuous-time execution: [166] at book length for equation-based modelling, causality
assignment, the implicit routine that algebraic loops force, and the Runge-Kutta family;
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[181] for a measured tolerance sweep and the plain statement that events stop a variable-
step solver; [169] for adaptive solvers as the customary answer to stiffness and for what
moving a coupling boundary onto the slow variable buys; [167] for equation-based models
reaching a running system as compiled artefacts. The turbine’s three-ways table and its
closed-loop time constant are the book’s own.

Discrete-event execution: [166] again for DEVS stated as a formalism, with worked code;
[182] for what it takes to turn an existing discrete-event model into a twin, as a manu-
facturing case study; [183] for a published twin that calls its discrete-event model in an
optimisation loop; [12] for formalism choice as a design stage. The vessel ensemble and
its replication arithmetic are the book’s own.

Hybrid execution: [91] for hybrid automata of machine and process states in manufactur-
ing twins, and for the plain finding that fidelity is paid for in simulation time; [181] and
[169] again, for the two halves of what a switch costs - the stopped integration and the
search for the instant.

Stochastic execution and reproducibility: [11] for the sampling methods a continuous pos-
terior needs and why they are expensive; [174] for a surrogate built specifically to survive a
sampler; [185] for a twin whose output is a family of trajectories and a risk-aware decision
taken from them; [184] for computational reproducibility and what a container actually
pins; [31] for reproducibility and replicability defined for twin research, and why so little
of it is either; [188] for a platform that treats reproducibility as an architectural property.
Field solvers: [40] for the honest statement that a run takes hours or days and that a study
needs many of them; [172] and [165] for finite-element model updating from measured
natural frequencies, which is the eigenvalue run this chapter says is the field model’s most
useful one; [171] for a calibrated model computing modes no experiment could reach.
Buying the time back: [66] for a component-based library of reduced-order models and the
many-query argument that motivates it; [92] for the definition of a surrogate as a mimic
of a model rather than of an asset; [174] for the multi-fidelity trick; [173] for reduced
models argued for as reusable assets; [90] for fit-for-purpose as a principle and for the cost
of training data named as an open gap. The campaign arithmetic and the validity-check
listing are the book’s own.

Time: [141] for measured time discrepancy, measured catch-up, and the finding that a
threshold set from ideal conditions is exceeded in normal ones - the most useful single pa-
per for this chapter’s Time section; [91] for the twinning rate as distinct from the sampling
rate; [164] for a turbine twin built to run in real time beside its asset.

Driving a simulator, and run modes: [187] for a compact definition of what-if simulation;
[111] for the training-data run mode surveyed in full, and for the observation that most
surveyed techniques do nothing to maintain the simulator’s own fidelity; [183] again for
what-if as an inner loop.

Trusting a run: [87] for where a standard puts model credibility assessment; [48] for ver-
ification and validation as continuous rather than as a step; [90] for verification and val-
idation across the whole twin ecosystem. The four numerical checks are the book’s own
list.

The faded examples: [177] and [163] for equivalent-circuit and algebraic capacity models of
a cell; [180] for a fade model whose parameters are predicted from early life; [178] for the
printer’s published state machine; [179] for the induction furnace and its holding mode;
[189] for two small, fully worked cases at a scale you can rebuild.

Deliberately absent: co-simulation and distributed simulation. Running two or more
simulators together is a large literature with its own standards, and both the literature and
the standards belong to the platforms and standards chapter of Part III rather than here.
If you have come to this chapter looking for the Functional Mock-up Interface or the High
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Level Architecture, that is where they are.
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Appendix A

The Mathematics You Need

A.1 Before You Start

Who this is for. A software engineer who took one calculus course and one probability course
some years ago, has used neither since, and wants the minimum this book leans on. You write
loops, records and tables for a living. Everything in this appendix is built from one of those three.

What it is not. A mathematics course. Nothing here is proved. Where a result is stated —
that a smaller step gives a smaller error, that a sum of many small independent errors is bell-
shaped - it is shown on numbers you can check with a calculator, and the Further Reading
section says where the proof lives. If you want to know why a rule holds rather than what it
does, this is the wrong document, and it says so rather than pretending otherwise.

How to use it. Each chapter’s Before You Start names the sections of this appendix it as-
sumes. Read those and skip the rest. The Where Each Section Is Used section at the end is the
same map read backwards: from a section here to the chapters that lean on it, so that a reader
who arrives from one pointer can see what else the same idea unlocks. One worked instance - a
cup of coffee cooling on a desk - runs through every section, so a reader who has followed one
section already knows the example the next one starts from. The body of the appendix names
no chapter; the closing table does that once, for all of them.

One convention, stated once. Every displayed equation in this book is one line. A rule
that needs two relations writes them on one line separated by a comma; a matrix is written row
by row with semicolons between the rows. This is the book’s mapped-mathematics convention,
and it is what lets the same equation read as plain text in the Markdown source and as typeset
mathematics in the printed page. Symbols are written the way you would type them: * is mul-
tiplication, / is division, ~ is a power, _ is a subscript, and dT/dt is a derivative. The Notation
section collects all of it in one table.

Pseudocode. Wherever a piece of mathematics is something a program does, it is also writ-
ten as a short listing in an invented, Python-like pseudocode: a loop, a record, two nested loops,
a priority queue. The listings are the mathematics restated for a reader who thinks in code; none
is meant to run as written.

Learning objectives. By the end of this appendix you will be able to:

1. Read a differential equation aloud, name its state, its parameters and its initial condition,
and compute the rate at a given state.

2. Write a differential equation in its integral form, solve the cooling equation in closed
form, and step any equation forward by hand with Euler’s method and one better method,
saying what a smaller step buys and costs.

3. Multiply a matrix by a vector as two loops, transpose a matrix, invert a two-by-two,
write a system of differential equations in state-space form, and read a mode and its nat-
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ural frequency off a small system.

4. Compute a probability from counts, apply conditional probability and Bayes’ rule with
numbers, test two events for independence, and read a uniform and a Gaussian density
for a probability, a mean and a standard deviation.

5. Write a Markov chain’s transition matrix, predict a belief one step ahead, and correct it
against a noisy reading.

6. Compute the cost of a simulation run and its real-time factor, and decide from that num-
ber whether a model can live inside a twin.

The exercises at the end name the objective each one serves.

A.2 Quantities, Rates and Equations

A.21 A quantity with a history

A temperature sensor on a cup of coffee reports a number every second. Written down, the
numbers are a column in a table: a time and a value on each row. In code the value is a variable,
T, and the table is its history. Mathematics writes the same thing as T(t) - the temperature at
time ¢ — and drops the bracket, writing T, whenever the moment does not matter. Both spellings
appear in this book; they name the same variable. A quantity, in this appendix, is a number
that changes over time, and its history is the table.

Two other quantities appear in the same story. The room is at T,, which does not change
over the ten minutes we care about, and the coffee starts at T(0) = 80 degrees. A quantity that
does not change over the time span you are modelling is a constant for that model, even if it is
a variable in the world.

A.2.2 The rate: how fast it is changing now

Look at two neighbouring rows of the table. The coffee read 80.0 at minute zero and 74.3 at
minute one. It lost 5.7 degrees in one minute, so its rate of change over that minute was about
—5.7 degrees per minute. Take two rows closer together — a second apart — and the rate over
that second is a little steeper, closer to —6.0, because the coffee cools fastest when it is hottest.
The derivative is the rate you would read from two rows infinitely close together: how fast the
quantity is changing right now, not on average over some interval. It is written dT/dt and read
aloud as “d T d t” or, more usefully, “the rate of T”. The units are the quantity’s units per time
unit: degrees per minute here.
Three things about the rate that a programmer may not have been told:

« Itis a quantity too. dT/dt has a value at every moment and a history of its own. It can
be plotted; it can be measured, roughly, as the difference of two rows divided by the time
between them.

« Its sign is direction. Negative means falling, positive rising, zero means the quantity is,
for that moment, not moving.

« Itislocal. The rate at minute three says nothing about minute four. What connects the
two is an equation.

A.2.3 Ordinary Differential Equations

What they are for. Most of what an engineer knows about a physical system is not a formula
for its future but a statement about how it changes: heat flows from hot to cold in proportion to
the difference; water leaves a tank in proportion to the pressure at the outlet; a population grows
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in proportion to its size. Each of those is a rule for the rate of a quantity in terms of the quantity’s
presentvalue. An Ordinary Differential Equation (ODE) is exactly that: an equation in which
the unknown is a quantity’s whole history and the equation relates the quantity’s rate to its
present value and a few constants. “Ordinary” because there is one independent variable, time;
“differential” because a derivative appears in it. The equation is the model; the history it implies
is what a simulator computes, and what a twin compares against the sensor.

Newton’s cooling law as the example. Newton observed that a warm object loses heat in
proportion to how much warmer it is than its surroundings. As an equation for the rate:

dT
5 = k(T =Ty (A1)

Read Equation A.1 aloud: “the rate of T is minus k times the excess of T over the room”.
Everything an ODE has is on show. The state is T, the one quantity whose history the equation
fixes. The parameters are the constants in the rule: k, in units of one over minutes, which says
how quickly this cup in this room loses heat, and T,, the room temperature. Change the cup for
a vacuum flask and k falls; move the cup outside and T, falls. Neither is a quantity the equation
moves; both are numbers the equation uses. When this book speaks of parameters collectively
it writes 6.

An equation alone does not say where the coffee is. It says how fast it is moving given where it
is. To fix an actual history you also need to know where it started: the initial condition T'(0) =
80. The pair - equation plus initial condition - fixes the whole future history, the trajectory,
and nothing less does. Two cups obeying the same equation from different starting temperatures
follow different trajectories; two cups from the same starting temperature with different k do too.

Order, linearity, and the words you will meet. The cooling law is first-order, because
only the first derivative appears; a vibrating structure obeys a second-order equation, in which
the acceleration d2x/dt* appears, and the Many Quantities section shows how a second-order
equation is rewritten as two first-order ones. The cooling law is also linear: the rate is a weighted
sum of the state and a constant, with no square, product or function of the state in it. A draining
tank, whose outflow goes with the square root of the level, is non-linear. Linear equations are
the ones with formulas for their solutions and the ones a matrix can hold; non-linear ones are
the ordinary case in the world and are handled by the loop of the next two sections.

Difference equations. Every worked example in this appendix ends up computing the
trajectory step by step, and the rule a step follows has its own name. A difference equation
gives the next value of a quantity from its present value, indexed by step rather than by time:

Tier1 = F(Tio) (A.2)

In Equation A.2 the subscript k counts steps, so T is the value after k of them and T is
the initial condition. A difference equation is the discrete cousin of a differential equation: the
same idea of “given where you are, here is where you go”, with the step of time built in rather
than shrunk to nothing. Some systems are difference equations to begin with — a bank balance
compounding monthly, a counter incremented per event, a sensor that reports once per interval
- and a differential equation becomes one the moment a program steps it, which is the subject of
the From an Equation to a Loop section. The pair appears everywhere in this book: a differential
equation is how the physics is written down, and a difference equation is what the twin actually
runs.

A.2.4 Worked example 1: reading the equation at three temperatures

Take k = 0.1 per minute and T, = 20 degrees. At T = 80, the excess over the room is 60 degrees,
so the rate is —0.1 X 60 = —6 degrees per minute. The reasoning behind each move: subtract
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the room temperature first, because the equation is about the excess and not the temperature;
then multiply by k, whose units of one over minutes turn degrees into degrees per minute; then
attach the sign, which says the coffee is cooling.

At T = 50 the excess is 30 and the rate is —0.1 X 30 = —3: half the excess, half the rate. That
proportionality is the whole content of the equation.

At T = 20 the excess is zero and so is the rate. The coffee has reached the room and stops
moving. A value at which the rate is zero is an equilibrium, and this equation has exactly one.

A.2.5 Worked example 2: the same equation, a different parameter

Keep the coffee at T = 80 and change the cup. A thin paper cup has k = 0.2; the rate at 80
becomes —0.2 X 60 = —12 degrees per minute, twice as fast. Now keep the paper cup and carry
it into a warmer room at T, = 30: the excess is 50 and the rate is —0.2 X 50 = —10. Same
state, same equation, different parameters, different rate. When a model is “kept current” by
re-estimating its parameters, this is what moves: not the equation, and not the state, but k and
T,.

A.2.6 Worked example 3: a difference equation from a watering rig

A potted plant on a bench has a soil-moisture probe read every ten seconds, and between water-
ings the soil dries at a steady d = 1.0 percentage points per hour — a number read off two probe
readings eight hours apart, d = (44 — 36)/8 = 1.0. As a differential equation the drying is the
simplest kind, a constant rate:

dm _

5=

State m, the soil moisture; parameter d; initial condition m(0) = 44. Because the rate does

not depend on m, the trajectory is a straight line — m falls one point every hour. As a difference

equation stepped once per probe reading, with the reading period T, = 10 seconds written in
hours:

—d

Myyy = my —dT,

Ten seconds is 1/360 of an hour, so each step lowers m by 1.0/360 = 0.0028 points, and 360
steps later, one hour on, m has fallen by one point as it should. The rig’s controller was running
a difference equation all along; the differential equation is its statement of the physics, and the
difference equation is what the code computes. Because the rate here does not depend on the
state, the two agree exactly; the next two sections are about what happens when it does.

A.3 The Integration

A.3.1 From arate to a total

A differential equation says how fast a quantity is moving. To know where the quantity is, you
have to add up all that movement from the start until now. Adding up a rate over time is inte-
gration - the area under the rate’s curve — and it is the second half of the calculus course you
took. If the rate of T is f(T), then the temperature at time ¢ is the temperature at the start plus
the accumulated rate:

T(t) = T(0) + f f(T(s))ds (A.3)
0
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Equation A.3 is the integral form of the differential equation, and it says the same thing
the differential form says, read the other way round. The differential form asks “how fast, right
now?”; the integral form asks “how much, so far?”. The variable s inside the integral is a stand-in
for every moment between zero and ¢, and ds is the width of the sliver of time each rate value
applies to. Nothing has been solved yet: T appears on both sides, inside the integral and out. But
the form is what every solver in the next section is approximating, and it is what a closed-form
solution, where one exists, comes from.

A.3.2 Solving the cooling equation in closed form

For the cooling law the integral can be done by hand, because the equation is linear. The steps
are the ones your calculus course drilled, and each is shown so the result can be checked rather
than believed. Write the excess over the room asy = T — T,; since T, is constant, dy/dt = dT/dt,
and the equation becomes dy/dt = —k y. Separate the two variables, putting everything in y on
one side and everything in ¢ on the other: dy/y = —kdt. Integrate both sides from the start to
time ¢: the left side gives In(y(¢)) — In(y(0)), the right gives —k t. Undo the logarithm with the
exponential, and put T back:

T(t) = T, + (T(0) — T,) e~*! (A.4)

Equation A.4 is the closed-form solution: a formula that gives the temperature at any time
directly, with no stepping. The excess over the room decays exponentially, and 1/k - ten minutes
for the coffee - is the time constant, the time in which the excess falls to about 37 per cent of
what it was. Every cooling curve drawn in this appendix, and every “exact” value the worked
examples compare a loop against, comes from this line.

Why the loop is still needed. The trick above — separate the variables, integrate each side
- works because the equation is linear and has one state. Add a second coupled quantity with
a non-linear exchange between them, or a rate that depends on a measured input switching on
and off, and there is no formula. For almost every equation a twin uses, the integral form is exact
and unsolvable by hand, and the trajectory is produced by approximating the integral one sliver
of time at a time. That is the loop, and it is why an equation with no closed form is no obstacle
to a twin.

A.3.3 Worked example 1: the closed form at three minutes

Check the formula against the numbers the rest of the appendix uses: k = 0.1, T, = 20, T(0) =
80. Att =1, exp(—0.1) = 0.9048, so T(1) = 20 + 60 X 0.9048 = 74.29. Att = 3, exp(—0.3) =
0.7408, so T(3) = 20 + 60 X 0.7408 = 64.45. Att = 10, one time constant, exp(—1) = 0.3679, so
T(10) = 20 + 60 X 0.3679 = 42.07: the excess of 60 has fallen to 22.07, which is 36.8 per cent of
it, as the time constant promised.

A.3.4 Worked example 2: a question the closed form answers directly

When does the coffee reach 30 degrees? The loop would have to run until it got there; the formula
is solved for t. Set T(t) = 30, so the excess is 10 out of an initial 60: exp(—0.1¢t) = 10/60. Take
logarithms: —0.1¢t = In(1/6) = —1.792, so t = 17.9 minutes. Questions of the form “when will
it reach”, “how long until”, and “what is it at exactly this time” are where a closed form earns its
keep, and they are the questions a monitoring dashboard asks.
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A.3.5 Worked example 3: the integral form for the drying soil

The drying equation C;—r:l = —d has a rate that does not depend on the state, so its integral form

can be integrated at once: m(t) = m(0) + fot (=d)ds = m(0) — dt. With m(0) = 44 and d = 1.0,
m(8) = 44 — 8 = 36, which is the reading the drying rate was computed from in the first place.
The lesson is the one the closed form of the cooling law taught from the other side: the integral
form is always right, and the only question is whether the integral can be done by hand. Here it
can, because the integrand is a constant; for the coffee it could, because the equation is linear;
for the coupled coffee and mug of the Many Quantities section it still can, with more algebra; for
a draining tank with a square root in it, it cannot, and the loop takes over.

A.4 From an Equation to a Loop

A.4.1 What a solver is

A solver is the program that turns a differential equation into a trajectory. It holds the state,
chooses a step of time, uses the equation to move the state across that step, records the result,
and repeats until the end of the run. Every solver is an approximation of the integral form of the
previous section: the integral adds up the rate over every instant, and a solver adds it up over a
finite number of slivers instead. The methods differ only in how they estimate the rate across
one sliver. This section builds the simplest one by hand and then shows two better ones at the
same level of detail.

A.4.2 Euler’s step: the integral over one sliver

Take the integral form of the previous section over one short sliver of time, from ¢ to t + h. The
exact change in T is the area under the rate curve across that sliver. The crudest estimate of that
area is a rectangle: the rate at the start of the sliver, held constant across its width /. Rate times
width is the rectangle’s area, and adding it to the starting value gives Euler’s step:

Tiey1 = T + h f(Ty) (A.5)

New value equals old value plus rate times step. In Equation A.5, h is the step size, the
time one step advances; f(T) is the equation’s right-hand side evaluated at the present value,
—k (T — T,) for the coffee; and the subscript k counts steps. The step counter k and the cooling
parameter k are different letters in the printed mathematics and the same letter in plain text; this
appendix writes the parameter as k and the step in the subscript position only, and the Notation
section says how the book keeps them apart. Euler’s step is a difference equation - the previous
section’s F(T}) with T, + h f(T},) filled in — which is the sense in which the loop is a difference
equation manufactured from a differential one.

As aloop:
T = 80.0 # initial condition
T_a = 20.0 # parameter
k =0.1 # parameter, per minute
h =1.0 # step size, minutes
t = 0.0
while t < 30.0:
rate = -k * (T - T_a) # the right-hand side, at the present value
T =T + h * rate # Euler's step: one rectangle of the integral
t =t +h

record(t, T)
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Ten lines, and every solver of a differential equation in this book is this loop with a better
line eight. The loop is what “integrating the equation” means to a program: adding up rate times
step, one step at a time, from the initial condition forward. There is nothing else to it.

A.4.3 Worked example 1: three steps by hand

Step size h = 1 minute, k = 0.1, T, = 20, T;, = 80.

« Step 1. Rate at 80 is —0.1 X 60 = —6. New value T} = 80 + 1 X (—6) = 74.
« Step 2. Rate at 74is —0.1 X 54 = —5.4. New value T, = 74 — 5.4 = 68.6.
« Step 3. Rate at 68.6 is —0.1 X 48.6 = —4.86. New value T; = 68.6 — 4.86 = 63.74.

The closed form gives 74.29, 69.12 and 64.45 at those three minutes, so the loop is under the
truth by 0.29, 0.52 and 0.71 degrees. The error grows with each step and stays small; both facts
are typical. The reason the loop undershoots is visible in the rectangle: it holds the rate at its
starting value for the whole sliver, the true rate eases during the sliver, so every rectangle is a
little too tall and the loop cools the coffee a little too fast every minute.

A.4.4 Worked example 2: the same three minutes with a larger step

Now take h = 5 minutes and do one step. Rate at 80 is —6; new value T} = 80 + 5 X (—6) = 50.
The closed form gives 56.39 at minute five, so the error is 6.4 degrees - twenty times the error
of the one-minute step at minute one, for a step five times longer, because a wide rectangle
misses much more of the curve’s bend than a narrow one. Take h = 10 and one step lands on
80 — 60 = 20, the room temperature, where the exact curve reads 42.07. Take h = 25 and one
step gives 80 + 25 X (—6) = —70: the coffee has overshot the room by ninety degrees and would,
on the next step, shoot back above it. The loop has not merely become inaccurate; it has become
unstable, and it does so for this equation whenever i > 2/k, here twenty minutes.
Figure A.1 draws the three runs beside the exact curve.

degrees

exact

80 ,
Euler, step 1 min
e——e Euler, step 5 min
60 s—a Euler, step 10 min
40
ambient, 20
20 T minutes
0 5 10 15 20 25 30

Figure A.1: The cooling curve from the same equation, initial condition and parameters, com-
puted with Euler’s step at three step sizes, beside the closed-form trajectory.

At a one-minute step the loop’s curve lies under the exact one by less than a degree every-
where. At five minutes it visibly undershoots and then approaches the room from below. At ten
minutes it falls to the room in one step and stays there: right about where the coffee ends up,
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wrong about everything in between. What the step size buys and costs, in one sentence: a
smaller h gives a trajectory closer to the truth, and a run of the same length takes proportionally
more steps. Halve the step and you double the work; for Euler’s method you also roughly halve
the error at the end of the run.

A.4.5 Worked example 3: sampled time, with the sensor’s period as the step

A twin stepping the coffee equation does not get to choose its clock freely: the thermometer
reports every T, seconds, and the twin’s prediction is compared against each reading as it arrives.
The natural choice is to make the sensor’s period the step, h = T, so that one loop iteration
produces one predicted value for each reported one. With a thermometer reporting every 30
seconds, h = 0.5 minutes, and the first two steps are T; = 80 + 0.5 X (—6) = 77, then the rate
at 77 is —5.7and T, = 77 — 2.85 = 74.15, against a closed-form 74.29 at minute one: an error of
0.14, half the one-minute step’s, as the step-size rule predicts. A loop run this way is in sampled
time: one step per reading, so that the predicted value and the reported value arrive on the same
clock and can be compared, which is the comparison a state estimator makes at every step.

A.4.6 Better Solvers

Euler’s step is the simplest member of a large family, and the two members below are each one
idea away from it. Both are shown at the same level of detail as Euler’s step, on the same coffee,
so the improvement is a number rather than a claim.

Heun’s step: average the rate at both ends. The rectangle’s fault is that it uses the rate at
the start of the sliver only. A better estimate of the area is a trapezium: the average of the rate at
the start and the rate at the end. The end rate is not known before the step is taken, so Heun’s
method takes an Euler step as a guess at the end value, reads the rate there, and averages the two:

Tguess =T+ hf(Tk)’ Ty =T + g(f(Tk) + f(Tguess)) (A.6)

Two rate evaluations per step instead of one, and in Equation A.6 the error at the end of a run
shrinks with the square of the step rather than in proportion to it, so halving the step quarters
the error. For the coffee with h = 1: the start rate is —6, the guess is 74, the rate there is —5.4, and
T; = 80+ 0.5 X (—6 — 5.4) = 74.3, against a closed form of 74.29 — an error of 0.01 where Euler’s
was 0.29. With h = 5: start rate —6, guess 50, rate there —3, T; = 80 + 2.5 X (—6 — 3) = 57.5,
against 56.39, where Euler gave 50. This is the two-stage member of the Runge-Kutta family;
the widely used four-stage member samples the rate four times per step and its error shrinks
with the fourth power of the step, so a step ten times longer gives the same accuracy at a quarter
of the rate evaluations. The whole family exists because the fixed-step rectangle is expensive for
the accuracy it buys [166].

ratel = £(T) # rate at the start

guess = T + h * ratel # an Euler step, used only to look ahead
rate2 = f(guess) # rate at the guessed end

T =T + h * (ratel + rate2) / 2

The implicit step: use the rate at the end. Euler’s step uses the rate at the start; the
implicit (or backward) Euler step uses the rate at the end of the sliver, at the value it is about to
compute:

Tiy1 = Tic + A f(Tiey1) (A7)
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The unknown T}, appears on both sides of Equation A.7, so each step is a small equation
to solve rather than a formula to apply. For the cooling law it solves in one line: Tj..; = T, —
hk (T4 —T,)rearrangesto Ty, = (Tx+hk T,)/(1+h k). Forh = 5: T} = (80+0.5X20)/1.5 = 60,
against a closed form of 56.39 - less accurate than Heun, more accurate than Euler’s 50, and, the
reason it exists, stable at any step size. For h = 25, where Euler’s loop overshot to —70, the
implicit step gives (80 + 2.5 X 20)/3.5 = 37.1: wrong by fifteen degrees, but on the right side
of the room and heading the right way. For a non-linear equation the small equation is solved
numerically at every step, which is the price; the reward is that the step can be as long as the
accuracy allows rather than as short as stability demands.

Adaptive steps. A production solver does not use one & for the whole run. It takes a step,
estimates its own error — Heun’s method gives one for free, as the difference between the guess
and the corrected value — and shortens the step where the curve bends or something switches,
lengthening it again where the curve is gentle. Solvers of this kind take long steps while the
dynamics are slow and short ones where they are fast or a switching instant must be located
[169]. The user gives a tolerance instead of a step, and the solver spends its effort where the
equation needs it.

Every simulator a twin might use offers these methods. This appendix uses Euler’s step
because it is the one you can do by hand, and every other solver is Euler with a better line eight.
What none of them can remove is the cost of an equation that is stiff, which the Many Quantities
section explains once the second quantity that causes it is on the table.

A.5 Many Quantities at Once

A twin rarely tracks one number. The coffee and the mug it sits in have two temperatures; a
wind turbine’s tower has a position and a velocity at every point along it; a battery has a charge,
a temperature and an internal resistance. This section builds, one piece at a time, the notation
that lets many quantities be handled as one: the vector, the matrix, the one operation between
them, and then the system of differential equations they make possible.

A.5.1 Vectors: a record whose fields are numbers

Mathematics bundles the quantities of one system into a vector, and a vector is nothing more
than a record whose fields are all numbers and are listed in a fixed order:

The semicolon separates the fields, which mathematics stacks vertically and calls compo-
nents; x is the whole record. The number of fields is the vector’s dimension, n, and this book
reserves x for the record of everything a model must remember - its state — so x has n compo-
nents whenever the state has n quantities. The book sets a vector in the same plain letter as a
single quantity; whether x has one component or a thousand is said in words where it matters.
Two vectors of the same dimension are added field by field, and a vector is multiplied by a num-
ber by multiplying every field: 2[3 ] is [§]. Those two operations, and nothing else, are what
“vector arithmetic” means in this book.

x = [T_1, T_2] # a record: two named fields, in a fixed order
y = [a + b for (a, b) in zip(x, w)] # addition, field by field
z = [2 ¥ a for a in x] # a number times a vector
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A.5.2 Matrices: a table of coefficients, and two things done to it

A matrix is a table of coefficients, m rows by n columns, and A;; names the entry in row i and
column j. Written on one line, rows are separated by semicolons and entries within a row by

commas:
2 1
=[5 3|

is the two-by-two table whose first row is 2,1 and whose second is 0,3. A matrix with as
many rows as columns is square, and the square matrix with ones down the diagonal and zeros
elsewhere is the identity, I, which leaves every vector unchanged. Two things are done to a
matrix in this book, and both are mechanical.

The transpose AT is the table with rows and columns swapped: A; j moves to row j, column
21
0 3/
covariance matrix in the Probability section is.

The inverse A~ is the table that undoes A: apply A and then A~! and every vector comes
back unchanged, A~! A x = x. For a two-by-two there is a formula and the book needs no larger
case:

i. ForA = [ AT = [%9]. A matrix equal to its own transpose is symmetric; every

-1
a b 1 d -b

[c d] _ad—bc[—c a] (A8)

Swap the diagonal, negate the off-diagonal, divide by ad — b c. That divisor is the determi-

nant, and when it is zero the inverse in Equation A.8 does not exist: the two rows of the table

say the same thing in different words, so no table can tell their outputs apart. An inverse is what

solving a linear system of equations means - if A x = b then x = A~! b - and a zero determinant
is the algebraic form of “these equations do not fix a unique answer”.

A.5.3 Worked example 1: a transpose and an inverse, checked

0 3
to get 3 and 2, negate the off-diagonal to get —1 and —0, divide by six: A™' = [%® %1587 ].
The check is in the next worked example, once multiplication is defined; the lesson here is that
both operations are pure table manipulation, with no judgement in them. Now try [% ﬁ]: the
determinantis 1 X 4 — 2 X 2 = 0, the second row is twice the first, and no inverse exists.

21
A= [ ] The transposeis AT = [2 9]. The determinantis 2x3—1X0 = 6. Swap the diagonal

A.5.4 Multiplication: each output is a weighted sum of the inputs

The one operation this book needs between a matrix and a vector is y = A x. Its meaning fits
in a sentence: each output component is a weighted sum of the input components, and
row i of the table holds the weights for output i. As code, that is two nested loops:

for i in 0 .. m-1: # one output per row
ylil =0
for j in 0 .. n-1: # weighted sum across the row

y[il = y[il + A[i1[5] * x[j]

If you have ever computed a weighted average, or a dot product, or a dense layer of a neural
network, you have run this loop. Two matrices are multiplied the same way, one column of the
second at a time, and that is the only other product this book uses: A Bis the table whose column
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jis A applied to column j of B. Order matters — A Band B A are different tables in general - which
is why every equation in this appendix is careful about which side a matrix sits on.

A.5.5 Worked example 2: a two-by-two times a vector, and the inverse checked

21
A= [0 3] and x = [ g] Output component one is row one against x: 2xX4+1x5 = 13. Output

component two is row two against x: 0X4+3X5=15.Soy = [ 13 ] Trace the loop: i = O runs j
over 0 and 1 and accumulates 8 then 13; i = 1 accumulates 0 then 15. Four multiplications and
two additions, which is n? multiplications for a square table — a number to remember when the
section turns to cost.

Now the check the previous example promised. Apply A™! = [ %> %15 | toy = [ 12 ]: row
one gives 0.5 X 13 — 0.1667 X 15 = 6.5 — 2.5 = 4, row two gives 0 X 13 + 0.3333 X 15 = 5. The
original x = [ ¢ | comes back, which is what “undoes” means.

A.5.6 Systems of Differential Equations

Two equations, each mentioning the other’s variable. Put the coffee in a heavy ceramic
mug. Now the coffee, at T, loses heat to the mug, at T,, and the mug loses heat to the room.
There are two quantities and two equations, and neither equation can be solved on its own,
because each one’s rate depends on the other one’s value:

dT,

dT;
d_tl = _kl (Tl - Tz)’ W = kz (Tl - Tz) - k3 (Tz - Ta)

The first says the coffee cools in proportion to how much hotter it is than the mug. The second
says the mug warms in proportion to the same difference, with its own constant k, because a
mug’s heat capacity is not a coffee’s, and cools to the room through k5. Two equations that share
variables are a system of differential equations, and a system is the ordinary case: almost
nothing in a real asset changes on its own.

Excess over the room removes the constant. Measure both temperatures as excess over
the room, y; = T} — T, and y, = T, — T,. Since T, is constant the rates are unchanged, and the
room drops out of both equations: dy,/dt = —k; (y; — ¥,) and dy,/dt = k, (y; — ¥,) — k3 * y,.
Now every rate is a weighted sum of the two present values and nothing else - a linear system.

One matrix holds all the weights. Collect the two excesses into a vector y = [3!] and
the weights into a table, row one for the coffee’s rate and row two for the mug’s, and the pair of
equations is one line:

dy
E—Ay, A

_ |k ky
ky, —(ky+ks)

Equation A.9 is the one-quantity cooling law with a matrix where —k used to be, and the
derivative of a vector is the vector of derivatives, component by component. Row one of A mul-
tiplied into y gives —k; y; +k; ¥,, which is the coffee’s equation; row two gives the mug’s. Nothing
has been added and nothing lost; the matrix is a filing system for the coefficients.

Euler’s step for a vector. The loop of the previous section applies unchanged, with the
multiplication above in place of the scalar product: y,,; = yx + h A Y. One matrix-times-vector
per step — the two nested loops — inside the one loop that steps time.

(A.9)

y = [60.0, 0.0] # coffee excess, mug excess
A = [[-0.1, 0.1], [0.3, -0.5]]
h=1.0

while t < 30.0:
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rate = matvec(4, y) # the two nested loops
v = [y[i] + h * rate[i] for i in 0 .. 1]
t =t +h

A second-order equation is a two-equation system. A vibrating mass obeys d?x/dt? =
—(kg/my) x: its acceleration pulls it back in proportion to its displacement. Introduce the velocity
v = dx/dt as a second state, and the one second-order equation becomes two first-order ones,

dx/dt = v and dv/dt = —(ks/m) x, which is the system %[ 51 =1 _aJmy o[ 3] Every higher-
order equation is handled this way, which is why a solver needs only first-order systems and why
“state” so often means position and velocity.

A.5.7 Worked example 3: two Euler steps of the coupled system

Take k; = 0.1, k, = 0.3, k3 = 0.2 per minute, so A = [ %! %L |, and start with the coffee at 80
60

and the mug at room temperature: y, = [ ¢ |.
« Step 1. The rate is A y: row one gives —0.1 X 60 + 0.1 X 0 = —6, row two gives 0.3 X 60 —
0.5 x 0 = 18. The coffee is cooling at 6 degrees a minute and the mug warming at 18, fast,
because a cold mug against hot coffee is a large excess through a large k,. With h = 1,
1 =]858] =[3%]: coffee 74, mug 38.
« Step 2. Therateaty; isrowone —0.1X54+40.1X18 = —3.6, row tw0 0.3xX54—0.5X18 = 7.2.
Soy, = [38:38] = [ 324 ]: coffee 70.4, mug 45.2.

The coffee’s rate fell from —6 to —3.6 in one minute, far faster than the lone cup’s did, because
the mug it is losing heat to is catching up with it; the mug’s rate fell from 18 to 7.2 for the same
reason. The reasoning behind each move is the same as in the one-quantity case, done once per
row: evaluate the equation at the present record, multiply by the step, add.

A.5.8 State-Space Equations

The form. A system of differential equations becomes a state-space model when three more
things are named: an input u, the quantities done to the system from outside - a heater’s power,
avalve setting, a command - an output z, the quantities a sensor actually reports, and the tables
that say how each enters. For a linear system the whole model is two lines on one:

%:Ax+Bu, z=Cx (A.10)

In Equation A.10, A is the table of the system’s own dynamics, as in the coupled cooling;
B says which states an input pushes on and how hard; C says which combination of states a
sensor sees. For the coffee and mug with a small heater under the mug delivering u watts, and
a thermometer in the coffee only: x = [J}], B = [ 9] where b is the degrees per minute one
watt buys the mug, and C = [1 0 ] because the thermometer reads the first state and nothing
of the second. A non-linear system uses the same shape with functions in place of the tables,
dx/dt = f(x,u,0) and z = g(x), and the Markov section adds the noise terms that turn this into
the model a state estimator uses.

The discrete form. A twin runs the state-space model as a difference equation, in sampled
time. Euler’s step with h equal to the sensor period gives it directly:

Xgy1 = Fxp+Guy, zx=Cxy, F=I+hA, G=hB (A.11)

Equation A.11 is the discrete-time state-space model, and every symbol in it is a table
computed once before the loop starts. The step from the continuous form to this one is called
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discretisation, and it is what turns a physical model into a process that produces a sample per
period [190]. Euler’s F = I + h A is the simplest discretisation; a solver’s better step gives a better
F, and for a linear system there is an exact one.

What the form is for. Three things, and all three run through this book. First, uniformity: a
solver, an estimator or a controller written against (A, B, C) works for any linear system, whatever
the physics, which is what lets one estimator serve a coffee cup and a turbine tower. Second, the
estimator itself: a state estimator needs to know how the state moves on its own, how the input
moves it, and what the sensor would report for a given state, and those are exactly A, B and
C - a physics-based twin of a floating wind turbine, for instance, runs a Kalman filter over a
linear model of the structure to estimate the structural states and the section loads along the
tower [164]. Third, the unmeasured: C is usually a short, wide table, because a sensor sees a few
combinations of many states, and the whole point of carrying x rather than z is to reason about
the states the sensor does not see.

F=I+h=xA # computed once, before the loop
G=hx*xB
x =x_0
for each sensor period k:
x = matvec(F, x) + matvec(G, ulk]) # predicted state
z = matvec(C, x) # what the sensor should report

record(k, x, z)

A.5.9 Worked example 4: the coffee and mug in state-space form

With h = I minuteand A = [ 5! S5 F=I+hA=33%1] Apply Ftoxy =[% |: row one
0.9%X 60+0.1X0 = 54, row two 0.3 X 60+0.5X 0 = 18,50 X1 = [ 3§ | - the same answer as Euler’s
step in the previous worked example, because F is Euler’s step written as a table. Now switch
the heater on at u = 20 watts with b = 0.05 degrees per minute per watt: G = hB = [ ;9 ], and
Gu = [9],s0x; = [34]: the heater adds one degree a minute to the mug and nothing directly
to the coffee. The output is z; = Cx; = 54 - the thermometer reports the coffee’s excess and
knows nothing of the mug’s, which a twin would then have to infer.

A.5.10 Stiff Equations for Digital Twins

The word stiff describes a system, not a solver, and it appears the moment a system has two
quantities that move at very different speeds. Put a thermocouple in the coffee: the probe tip
settles to the coffee’s temperature with its own k of perhaps 100 per minute, while the coffee
itself cools with k = 0.1. Euler’s step is stable for the probe only below 2/100, or about a second,
so a fixed-step Euler loop must take a step every second for a whole hour to follow a probe that
settled in the first three — a thousand times the work the coffee curve needs on its own account.
A system is stiff when it holds a very fast process and a very slow one at once and the fast one is
over almost immediately, so that stability, not accuracy, dictates the step.

The coupled coffee and mug are mildly stiff already: the Modes subsection below shows that
the system has a fast part with a time constant of under two minutes and a slow part with one
of nearly thirty, so Euler’s step must stay under about three and a half minutes for the fast part
while the slow part would be happy with ten. In a twin, stiffness is the ordinary case rather than
the exception — an electrical transient inside a thermal process, a controller switching inside a
slow plant, a probe inside a vessel — and it is the reason the implicit and adaptive solvers of the
previous section exist. If a model of yours runs inexplicably slowly at a fixed step, stiffness is the
first thing to suspect, and the remedy is an implicit step, which the previous section showed is
stable at any step size, or a solver that adapts.
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A.5.11 Dimension, and cost growing with it

The two loops cost m n multiplications, n? for a square table. The coffee and mug have n = 2 and
four multiplications a step. A model of a turbine tower that keeps a position and a velocity at
five hundred points along it has n = 1000 and a million multiplications a step. A finite-element
model of the same tower keeps three displacements at each of a few hundred thousand mesh
points and has n around a million, and a million squared is 10'? multiplications a step. It is the
same loop with a million-row table. The table is mostly zeros, because each mesh point touches
only its neighbours, and every real simulator exploits that; the point stands that cost grows with
dimension, and faster than dimension. The What a Solver and a Simulator Do section turns this
into the one number that decides whether a model can live inside a twin.

A.5.12 Modes: the shapes a system prefers to move in

The idea. Pluck a guitar string and it vibrates in a shape: the whole string bowing out and back,
at one pitch. Touch it lightly at the midpoint and pluck again: two half-length bows moving op-
positely, at twice the pitch. Each shape, with its own frequency, is a mode of the string — a pattern
of motion the structure prefers, in which every point moves in step at one natural frequency.
Modal analysis of a monitored structure extracts exactly these from vibration recordings: the
natural frequencies, which carry most of the structure’s vibration energy, and the mode shapes,
the spatial patterns it vibrates in at each of them [191].

The mathematics, for alinear system. A mode of dy/dt = A yisavector v that the matrix
does not turn, only stretches: applying A to v gives back v times a number A. If the system starts
in such a shape it stays in it, every component scaled by the same exp(4t):

Av=2v, yt)=eMv (A.12)

The pair in Equation A.12 is the mode shape v and its rate 4; a negative 1 is a decay with time
constant —1/4, and for a vibrating system A comes as a pair whose imaginary part is the natural
frequency. Any starting state is a mix of the modes, and the trajectory is that mix with each mode
decaying or oscillating at its own rate, which is why a handful of modes describes most of what
a large linear system does. Finding v and A from A is a standard computation every numerical
library provides; for a two-by-two it is a quadratic equation, and the worked example does it.

Natural frequency, for a vibrating mass. The single mass on a spring of the previous
subsection obeys d?x/dt?> = —(ks/mg) x, and the motion x(t) = a cos(wt) satisfies it exactly
when w? = k/mq:

o
T or

Equation A.13 gives the natural frequency in radians per second and in cycles per second:
stiffer springs raise it, heavier masses lower it. A tall structure is many masses and many springs,
and each of its modes has such a frequency; the lowest is the whole structure swaying, and a
wind-turbine tower’s is typically a fraction of a cycle per second.

w=vks/mg, fi (A.13)

A.5.13 Worked example 5: the two modes of the coffee and mug

For A = [ %! %L |, the condition A v = A v has a non-zero solution only when the determinant
of A—ATIis zero: (—0.1—A1) (—=0.5—1)—0.1x0.3 = 0, which multiplies out to 2>+0.6 1+0.02 = 0.
The quadratic formula gives 1 = (—0.6 + /0.36 — 0.08)/2, so 4, = —0.0354 and 1, = —0.5646
per minute. Time constants —1/4: 28.2 minutes and 1.77 minutes. For each, the shape comes
from row one of Av = Av: —0.1v; +0.1v, = Avy, s0 v, = (4 + 0.1)v;/0.1. Taking v; = 1: the
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slow mode is v = [ ; & | and the fast mode v = [ _,%,¢ |- Check the slow one against row two:
0.3 X 1—0.5%0.646 = —0.023, and 1, 0.646 = —0.0229; they agree.

Read the two shapes. The slow mode has both excesses positive with the mug at 65 per cent
of the coffee’s: the two cooling fogether to the room over half an hour. The fast mode has them
opposite in sign: the coffee and mug equalising with each other in under two minutes. Every
trajectory of this system is a mix of the two, and after a few minutes only the slow one is left
- which is what the eye sees in a real mug of coffee, and what the Stiff Equations subsection
meant by a fast part and a slow part.

A.5.14 Worked example 6: a natural frequency, and two masses

A 2 kilogram mass on a spring of 50 newtons per metre has w = 4/50/2 = 5 radians per second,
so f, = 5/(2m) = 0.80 cycles per second and a period of 1.26 seconds. Now two equal masses
between three equal springs, wall to mass to mass to wall. Each mass feels its own spring and
the shared one: mg d?x,/dt* = —2 kg x; + kg x, and the mirror image for x,. Try the two obvious
shapes. In the in-phase shape [ ! ] the masses move together, the shared spring never stretches,

each mass feels one spring, and w; = 1/ks/my = 5: substituting x, = x; into the first equation
gives —k x; on the right, as claimed. In the anti-phase shape [ 4 ] the masses move oppositely,
the shared spring stretches twice as much, and substituting x, = —x; gives —3 k; x;, so w, =
v/ 3 k,/mg = 8.66 radians per second. Two masses, two modes, two natural frequencies; a tower
with a million states has a million, and a reduced model keeps the first few.

A.6 Probability and Distributions

A.6.1 Probability: from counting to a number between zero and one

A pump has been logged every hour for a year. Of its 8,760 hours, it was off for 5,694, on for 2,628
and faulted for 438. Ask “what is the chance the pump is on at a randomly chosen hour” and
the classical answer is a ratio: the number of hours that satisfy the condition over the number
of hours there are, 2628/8760 = 0.3. That ratio is a probability: a number between zero and
one, where zero means never and one means always. An event is a condition on the outcome
- “the pump is on”, “the reading is above 70” — and the probability of an event is the fraction
of outcomes in which it holds, when every outcome is equally likely, or the fraction of the time
it has held, when the outcomes are observed rather than counted. Three rules follow from the

ratio and are all the probability calculus this book uses:

+ The probabilities of all the outcomes sum to one: 0.65 + 0.3 + 0.05 = 1, because the pump
is always in some state.

« Two events that cannot both happen — mutually exclusive - have probabilities that add:
P(onorfaulted) = 0.3 + 0.05 = 0.35.

« The probability that an event does not happen is one minus the probability that it does:
P(notfaulted) = 1 — 0.05 = 0.95.

A.6.2 Worked example 1: three probabilities from one log

From the log above, the probability that the pump is not off is 1 — 0.65 = 0.35, which is the same
as P(onorfaulted), as it must be: “not off” and “on or faulted” are the same event said two ways.
The probability that it is off or on is 0.65 + 0.3 = 0.95, which is the complement of faulted. And
the probability that it is on and faulted is zero, because one pump is in one state at a time; that
is what mutually exclusive means, and it is why the second rule could add.
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A.6.3 Conditional probability: “given”

Often the question is not “how likely is this” but “how likely is this, given that”. Of a fleet of 1,000
bearings at the same age, 50 are running hot and 950 are normal. A vibration alarm has fired on
45 of the hot ones and, falsely, on 95 of the normal ones. Given that a bearing’s alarm has fired,
how likely is it hot? Restrict the count to the bearings that satisfy the condition - the 140 with an
alarm - and count the hot ones among them: 45/140 = 0.32. That is a conditional probability,
written P(hot | alarm) and read “the probability of hot given alarm”, and the general form is the
ratio of the joint count to the conditioning count:

P(A and B)

P(B)

In Equation A.14, P(AandB) is the probability that both events hold - 45/1000 = 0.045 for hot
and alarm - and P(B) is the probability of the condition, 140/1000 = 0.14. The division rescales
the joint probability so that it is measured against the condition rather than against everything.
The bar is read “given”, and everything to its right is what you already know.

P(A|B) = (A.14)

A.6.4 Bayes’ rule: turning a conditional around

The same joint count can be conditioned the other way. P(alarm | hot) is the fraction of hot
bearings whose alarm fired, 45/50 = 0.9; that is a property of the sensor, and it is usually what
a datasheet or a test bench gives you. What a twin needs is the reverse, P(hot | alarm) - what
to believe about the bearing given what the sensor said. Writing the joint probability both ways,
P(AandB) = P(A | B) P(B) and P(AandB) = P(B | A) P(A), and equating them gives the one
relation every estimator in this book is built on:

P(B|A)P(A)

P(B)

Equation A.15 is Bayes’ rule, and the words attached to its symbols matter more than the
symbols. With A the state and B the reading: P(A) is what you believed about the state before the
reading, the prior; P(B | A) is how likely that reading would be if the state were A, the likeli-
hood, a property of the sensor; P(A | B) is what you believe after the reading, the posterior; and
P(B) is the total probability of the reading, found by adding P(B | A) P(A) over every possible
state, which is what makes the posteriors sum to one. The rule says: posterior is proportional
to likelihood times prior. Every correction step in a state estimator is this line with the symbols
dressed up.

P(A|B) = (A.15)

prior = {hot: 0.05, normal: 0.95}

likelihood = {hot: 0.9, normal: 0.1} # P(alarm | state)
unnorm = {s: likelihood[s] * prior[s] for s in prior}

total = sum(unnorm.values()) # P(alarm)
posterior = {s: unnorm[s] / total for s in prior}

A.6.5 Worked example 2: Bayes’ rule on the bearing, twice

Prior P(hot) = 0.05, P(normal) = 0.95, from the fleet counts. Likelihoods P(alarm | hot) = 0.9
and P(alarm | normal) = 0.1, from the sensor. The alarm fires. Top line for each state: hot,
0.9%x0.05 = 0.045; normal, 0.1 X0.95 = 0.095. Total P(alarm) = 0.14. Posterior P(hot | alarm) =
0.045/0.14 = 0.32 - the same 0.32 the direct count gave, which is the check that Bayes’ rule is the
counting argument in symbols. One alarm from a 90-per-cent sensor leaves the bearing more
likely fine than hot, because hot bearings were rare to begin with; that is the prior doing its work,
and it is why a twin diagnoses from a belief and not from a single reading.



A.6. PROBABILITY AND DISTRIBUTIONS 251

A second alarm an hour later, taken as independent of the first given the bearing’s state,
starts from the new prior of 0.32: hot, 0.9 X 0.32 = 0.29; normal, 0.1 X 0.68 = 0.068; total 0.357;
posterior 0.29/0.357 = 0.81. Two alarms make it likely. The posterior of one step became the
prior of the next, which is what the Markov section will call the belief.

A.6.6 Independence

Two events are independent when knowing one changes nothing about the other: P(A | B) =
P(A), or equivalently

P(A and B) = P(A) P(B) (A.16)

Equation A.16 is the test as well as the definition: compute both sides from the counts, and
the events are independent only if they agree. The two alarms above were treated as independent
given the bearing’s state, which is what let the second update start from the first’s posterior; a
state estimator assumes the noise in the model’s step and the noise in the sensor are independent
of each other and of everything earlier, and that assumption is the one most often violated in
practice, by a sensor whose error drifts rather than resets.

A.6.7 Worked example 3: two sensors, dependent or not

Two pressure sensors on the same pipe each fail on any given day with probability 0.01. If they
fail independently, the probability that both fail today is 0.01 X 0.01 = 0.0001, one day in ten
thousand, which is why a second sensor is bought. Now suppose both are fed from one power
supply that fails on one day in two hundred, 0.005, taking both sensors with it. The probability
that both fail is now at least 0.005, fifty times the independent figure, and the test fails: P(both) >
0.005 but P(A) P(B) = 0.0001. The second sensor was bought for independence and the wiring
took it away. Independence is a fact about the world to be checked, not a property to be assumed
because there are two of something.

A.6.8 From events to quantities: the density

A thermometer in the coffee at minute three does not read 64.45. It reads 64.3, or 64.7, or 64.5,
and if you read it a hundred times it reads a hundred slightly different numbers. The reading is
a random quantity: one you cannot compute, only describe by how likely each value is. For a
quantity that takes one of a few values the description is a list - the pump’s 0.65, 0.3, 0.05 - called
a probability mass function. For a quantity that can take any value on a line, no single value
has a probability of its own, and the description is a density p(x): a non-negative function of
the possible values whose area over an interval is the probability that the quantity lands in that
interval.

B
Pla<x<p)= / p(x)dx (A.17)

Equation A.17 asks for the area under a curve between two points, which is the integral of
The Integration section. That is all a density is - a curve whose areas are probabilities — and the
one condition on it is that the whole area is one, because the quantity has to land somewhere.
The three rules of the first subsection carry over with sums replaced by integrals: areas over
non-overlapping intervals add, and the area outside an interval is one minus the area inside.

Mean, variance, standard deviation. Two numbers summarise a distribution. The mean
u is where it balances, and the variance o2 is how far it spreads about that point, measured as
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the average squared distance. For a list they are weighted sums; for a density the sums become
integrals:

U= /x p(x)dx, o*= /(x —u)? p(x)dx (A.18)

Both integrals in Equation A.18 run over every value the quantity can take. The variance car-
ries the quantity’s units squared, which is awkward to think in, so its square root, the standard
deviation o, is what gets quoted: a thermometer “good to half a degree” has o = 0.5 degrees and
a variance of 0.25 degrees squared. Every uncertainty figure in this book is a standard deviation
unless it says variance. For a vector of quantities the variance becomes a table, the covariance
matrix P: the two variances on the diagonal, and off it a number saying how the two move to-
gether, positive if one runs high when the other does, zero if knowing one says nothing about
the other. It is symmetric, and every P, Q and R a state estimator carries is one.

mean = sum(x * p(x) for x in values) # a list
var = sum((x - mean)**2 * p(x) for x in values)
sd = sqrt(var)

# for a density, replace each sum by the integral over the line

A.6.9 Distributions: the two shapes this book uses

A distribution is a named family of densities, fixed by a few numbers. Two do all the work
here.

The uniform distribution. Every value in an interval from a to b is equally likely and
nothing outside it is possible. The density is flat, p(x) = 1/(b — a) on the interval, so that its area
is one, and zero elsewhere. Its mean is the midpoint, (a + b)/2, and its variance is (b — a)?/12,
so its standard deviation is about 0.29 of the width. It is the distribution of a reading you know
only to within a rounding step, and of a parameter you know only to within a range.

The normal, or Gaussian, distribution. The bell curve, written V(u, o?):

(x=p)*
exp(——xw‘: )

\ 27o?

Equation A.19 is fixed completely by its mean and variance: give those two numbers and
the whole curve is known. Three areas under it are worth memorising: about 68 per cent of
the probability lies within one standard deviation of the mean, 95 per cent within two, and 99.7
per cent within three. It is the default description of sensor noise, and for a reason rather than
a habit: a disturbance made up of many small independent causes tends towards a bell curve
whatever the causes’ own shapes, and it is the only distribution under which a belief can be
carried as a mean and a covariance alone, which is what makes a state estimator tractable. One
more fact about it is used constantly: a linear rule preserves it. Multiply a Gaussian quantity
by a constant a and add a constant b, and the result is Gaussian with mean a u + b and variance
a® o?; the mean goes through the rule, the standard deviation is scaled by the multiplier, and the
offset does not touch it. Where the Gaussian fails — a sensor that sticks, a quantity that cannot
g0 negative, a process with rare large jumps - a state estimator built on it fails with it, and the
book says so where it arises.

p(x) = (A.19)

A.6.10 Worked example 4: a rounded reading as a uniform density

A sensor reports a reading rounded to the nearest ten units, so a displayed 15 means the true
value is somewhere between 10 and 20 with no value more likely than another. The density is
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p(x) = 0.1 on the interval from 10 to 20, and its area is 0.1 X 10 = 1 as required. The probability
that the true value lies between 12 and 15 is the area of the rectangle over that span, 0.1x3 = 0.3.
The mean is the midpoint, u = 15, which the first integral confirms: flzoo 0.1 xdx = 0.1 X (400 —

100)/2 = 15. The variance is the second integral, flzoo(x —15)? X 0.1 dx; substitute u = x — 15,
integrate u? from —5 to 5 to get 250/3, and multiply by 0.1 to get o = 8.33, which is (20—10)?/12
as the family’s formula says. The standard deviation is o = 2.89 units, about a third of the
interval’s width.

A.6.11 Worked example 5: a thermometer as a Gaussian

The thermometer’s reading of the coffee at minute three is Gaussian with mean 64.45and o = 0.5
degrees. The probability that a single reading lies within half a degree of the truth — between
63.95 and 64.95 - is the one-standard-deviation area, about 0.68; within one degree, about 0.95;
within one and a half, 0.997. So roughly one reading in twenty is more than a degree off, and
one in three hundred more than a degree and a half. Now push the reading through one Euler
step of the cooling equation, T; = (1 — hk) T, + hk T,, a linear rule with multiplier a = 0.9
and offset b = 2 at h = 1. By the linear rule fact, the predicted T; is Gaussian with mean
0.9 x 64.45 + 2 = 60.0 and standard deviation 0.9 X 0.5 = 0.45 degrees. The step shrank the
uncertainty, because the cooling law pulls every trajectory toward the room and so pulls nearby
trajectories together. Convert the reading to Fahrenheit instead, F = 1.8 T + 32: the mean
becomes 148.0 and the standard deviation 1.8 X 0.5 = 0.9; the offset of 32 moved the mean and
left the spread alone.

A.7 State Machines with Probabilities: The Markov Chain

A.7.1 Boxes and arrows

Not every quantity a twin tracks is a number that slides. A pump is off, on, or faulted, and it
jumps between those. You already know the picture for that: a finite state machine - boxes
for the states, arrows for the transitions, exactly one box active at a time, and on each arrow the
event that fires it. A watering controller is one; so is the lifecycle of a network connection. A
finite state machine is a differential equation’s discrete cousin: instead of “given where you are,
here is how fast you move”, it says “given where you are, here is where you go next”.

A.7.2 Put a probability on every arrow

A twin usually cannot say which arrow fires next, only how likely each one is over the next
interval. Write that likelihood on the arrow and the picture is a Markov chain. Figure A.2
draws one for the pump, with a step of one hour.

Read Figure A.2 from each state in turn. An idle pump stays idle with probability 0.7 and
starts with 0.3. A running pump stops with 0.4, keeps running with 0.58, and fails with 0.02. A
faulted pump is repaired and returned to idle with 0.1 and stays faulted with 0.9. The numbers
on the arrows leaving any one state sum to one, because the pump will be in some state an hour
from now.

The same picture as a table is the transition matrix I1: one row per present state, one
column per next state, and I1;; the probability of going from state i to state j in one step. Ordering
the states Off, On, Faulted:

07 03 0
II=|04 0.58 0.02 (A.20)
01 0 09
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0.7 0.58
O 0.3 Q
./\
\/
0.4
0.1, repaired ' 0.02

0.9

one step = one hour;
the numbers leaving each state sum to one

Figure A.2: A three-state pump as a Markov chain. Each arrow carries the probability of taking
it in the next hour, including the arrow from a state back to itself.

Each row of Equation A.20 sums to one - a row-stochastic matrix — and that is the whole
of what the chain knows. The table is the model; the picture is its documentation.

A.7.3 Worked example 1: from a state machine to its matrix

Start with a state machine you would write anyway: three states, and the transitions Off to On
(a start command), On to Off (a stop), On to Faulted (a failure), Faulted to Off (a repair). Ask,
for each state and each hour, how often each transition fires. Operating logs for this pump say
it runs about thirty per cent of its idle hours, so IT;, = 0.3 and the rest of the row, IT;; = 0.7, is
staying put. It stops in forty per cent of its running hours and fails in two per cent, so IT,; = 0.4,
I1,; = 0.02, and staying running takes the rest, II,, = 0.58. Repair takes about ten hours on
average, so a faulted pump leaves that state with probability 0.1 per hour, to Off; I1;; = 0.1,
I133 = 0.9, and I13, = 0 because a repaired pump is never returned straight into service. Three
transitions that the state machine did not have - the self-loops — appeared because every row
must sum to one; that is the one thing the probabilistic version adds to the picture you started
from.

A.7.4 The belief, and prediction as one multiplication

If you knew the pump’s state you would write it as a row with a one in that state’s column and
zeros elsewhere. If you do not know it, you write how likely each state is: a belief, b;, a row of
probabilities that sums to one. To predict the belief one step ahead, ask: how much probability
flows into each next state? Into state j flows, from every present state i, the probability of being
in i times the probability of going from i to j. That sentence is the weighted-sum loop of the
Many Quantities section with the row on the left:

bk+1 = bk II (A21)
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One matrix multiplication per step, and Equation A.21 is the discrete form of the Euler loop:
present belief in, next belief out, the table in between. With a row on the left the two nested
loops run column by column:

b=1[1.0, 0.0, 0.0] # certain: Off
for each hour:
b_next = [0.0, 0.0, 0.0]

for j in 0 .. 2: # one entry per next state
for i in 0 .. 2: # probability flowing in from state i
b_next[j] = b_next[j] + b[i] * Pi[i] [j]
b = b_next

A.7.5 Worked example 2: two prediction steps, and the leak

The pump was seen idle at hour zero: by, = [1 00 ] One step: b; = by II picks out row one
of the table, [0.7 0.3 0 ] The belief is no longer certain; the pump is probably still idle but may
have started. Second step, column by column. Off: 0.7 X 0.7 + 0.3 X 0.4 + 0 X 0.1 = 0.61.
On: 0.7 X 0.3+ 0.3 X 0.58 + 0 X 0 = 0.384. Faulted: 0.7 X 0 + 0.3 X 0.02 + 0 X 0.9 = 0.006. So
b, = [ 0.61 0.384 0.006 ] which sums to one. The largest entry fell from 1 to 0.7 to 0.61 in two hours:
certainty leaks away with every step you predict without looking. Run the multiplication on
and the belief settles to a fixed row that no longer depends on where the pump started, at which
point the twin knows only what the logs knew. This is a twin’s staleness in arithmetic: a twin
that has not heard from its pump for a while holds a belief, and the belief is worth less the longer
the silence.

A.7.6 The Markov property, in words and in one line

Everything above assumed one thing: that the next state depends on the present state and the
present input, and on nothing earlier.

P(Xpeq1 | X, Uiy Xg—1, Uk—1, -+ ) = P(Xpeqq | X, ) (A.22)

Equation A.22 is the Markov property. The history to the left of the bar may be as long as
you like; only the last state and input on it matter. It is the reason a belief is a single row and
not a log of every past reading, and the reason the loop of the earlier sections can hold one value
of T rather than its whole history: the state is defined as whatever the future depends on. If the
future depends on something the state omits - how long the pump has already been running,
say - the property fails, and the repair is to add that quantity to the state, not to abandon the
chain.

A.7.7 The transition density and the noisy state-space model

For a quantity that slides rather than jumps, the rows of the table become densities. The tran-
sition density p(x;,; | X, uy) says how likely each next value is given the present value and
input; it is one row of I1, with a curve in place of a list. Where does that curve come from? From
the state-space model of the Many Quantities section, with noise added:

X1 = [ U, 0) + wy,  zie = g(xg) + v (A.23)

Equation A.23 is the discrete state-space model with two new terms. The first line is the
step rule — Fx; + Guy for a linear system, or any other rule that gives the next state — with a
process noise wy added for everything the rule leaves out. The second is the output rule with
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a measurement noise v, for everything the sensor gets wrong. For the coffee, f(T) = T —
hk(T,—T,), g(Ty) = Ty, and if wy, is Gaussian with standard deviation 0.3 degrees, the transition
density is a bell curve centred on the Euler prediction with o = 0.3. The whole apparatus of a
state estimator — and the formal descriptions of a twin as a pair of coupled dynamical systems
carried by a probabilistic graphical model [171] - is this one line, chosen so that the Markov
property holds.

A.7.8 A chain seen through a noisy sensor

The twin does not see the pump’s state. It sees a current sensor that reports “drawing current”
or “no current”, and the sensor is imperfect: it reports current with probability 0.95 when the
pump is On, 0.05 when Off (leakage and noise), and 0.3 when Faulted (a stalled motor draws
some). A Markov chain observed through a sensor like that is a hidden Markov model, and
Figure A.3 draws it.

hidden - the pump’s true state, never read directly
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observed — what the current sensor reports, one reading per hour

Figure A.3: The pump chain seen through its current sensor. The states along the top are hidden;
each reading below depends on its own state alone.

In Figure A.3 every arrow along the top goes exactly one step — the Markov property drawn
- and every reading hangs off its own state and nothing else. Nothing points back up: a reading
reports on the pump, it never drives it. The twin’sjob is to maintain the belief over the hidden row
using the observed one, and the recipe is the two steps already built: predict with Equation A.21,
then correct with Bayes’ rule, using the sensor’s probabilities as the likelihood. A twin for a civil
structure that carries its health state as a hidden variable and its sensor readings as the observed
row is this figure with more states [175].

A.7.9 Worked example 3: one correction step

After two hours of silence the belief is b, = [ 0.61 0.384 0.006 ] The sensor now reports current. The
likelihood of that reading in each state is [0.05 0.95 0.3 ] Bayes’ rule, state by state, is prior times
likelihood: Off, 0.61 X 0.05 = 0.0305; On, 0.384 X 0.95 = 0.3648; Faulted, 0.006 X 0.3 = 0.0018.
The total is 0.3971, and dividing gives the posterior [0.077 0.919 0.005 ] One reading moved the
belief from “probably idle” to “almost surely running”, and the faulted entry is lower than before
the reading, because a faulted pump draws current less often than a running one. Predict again
with the table, correct again with the next reading, and you have a state estimator for a pump;
do it with Gaussians and matrices instead of rows and lists, and you have a Kalman filter.
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A.8 What a Solver and a Simulator Do

A.8.1 A solver runs the loop

A simulator is the program that runs a model forward in time. For a differential equation, the
part of the simulator that does the running is the solver: it holds the state, chooses the step
size, asks the equation for the rate, applies a step, and records the result. The loop of the From
an Equation to a Loop section is a solver with the step chosen once, up front. A production
solver chooses it as it goes, as the Better Solvers subsection described, and offers a choice of step
formula; its interface is what you would design yourself - a function f that returns the rate given
the state, an initial state, a time span, and a tolerance.

A.8.2 An event scheduler runs the discrete version

A discrete model - the pump chain, a conveyor, a message queue — has no rate to integrate.
Nothing happens between events, so a solver that stepped through the quiet would waste every
step. Its simulator is an event scheduler: a priority queue of pending events ordered by time,
and a loop that pops the earliest, advances the clock to it, runs the handler, and pushes whatever
new events the handler schedules.

queue [(0.0, "start")] # (time, event), earliest first
clock = 0.0
while queue not empty and clock < end:
(t, event) = pop_earliest(queue)
clock =t # time jumps; nothing happened between
for (dt, next_event) in handle(event, state):
push(queue, (clock + dt, next_event))

Time jumps from event to event, which is why a discrete simulation of a year of pump oper-
ation can finish in a millisecond, and why the same model in a fixed-step loop would take a step
every second for a year. A discrete-event model is a model written for this loop; a conveyor or a
print queue runs on it.

A.8.3 Worked example 1: the cost of a day of coffee

Cost of a run is operations per step times number of steps. One Euler step of the cooling
rule is a subtraction, two multiplications and an addition: call it four operations. A day is 1440
minutes. At 4 = 1 minute that is 1440 steps and about 5,760 operations; at h = 0.1, 14,400 steps
and 57,600 operations; at h = 0.01, 144,000 steps and 576,000 operations. A processor doing a
billion simple operations a second finishes the finest of those in under a millisecond. For the
coffee, step size is a question about accuracy alone; cost never enters. For the coupled coffee and
mug, one step is a two-by-two times a vector - four multiplications and two additions - plus two
additions for the step, so the cost roughly doubles and still does not matter. What changes the
picture is dimension, in the third example.

A.8.4 Worked example 2: five events from the queue

Run the pump’s scheduler for five events. The rules: a start command is due two hours after the
pump last stopped; a running pump stops after one and a half hours; a failure is not scheduled
here, to keep the trace short. Table A.1 lists what the loop does.
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Table A.1: Five pops of the pump’s event queue. The clock jumps to each event’s time; nothing
is computed between them.

Pop Clock (h) Event State after Pushed

1 0.0 start Off (2.0, switch_on)
2 2.0 switch_on On (3.5, switch_off)
3 3.5 switch_off Off (5.5, switch_on)
4 5.5 switch_on On (7.0, switch_off)
5 7.0 switch_off Off (9.0, switch_on)

Read Table A.1 down the clock column: seven hours of pump operation in five iterations,
each a pop, a handler and a push. The queue never holds more than one event here; a conveyor
with twenty parts in flight holds twenty, and the priority queue is what keeps the earliest at the
front. The cost of a discrete run is operations per event times number of events, and the number
of events is a property of the model’s activity, not of the clock.

A.8.5 The real-time factor

One number decides whether a model can live inside a twin. The real-time factor is simulated
time covered divided by the wall-clock time it took to cover it:

to:
RTF = Sm (A.24)

wall

Both times in Equation A.24 are in the same unit, so the factor is a pure number. An RTF of
one means the model keeps exact pace with the world. Below one, it falls behind: a twin running
it can never catch up to the present and so cannot compare a prediction with the reading that has
only now arrived. Above one, it runs ahead, and how far above one decides what the twin can
do with it: at RTF = 10 it can run ten what-if scenarios in the time the world takes to run one;
at RTF = 1000 it can run a day of scenarios during the coffee break. The distinction between a
shadow and a twin lives here: a model whose RTF is below one can shadow nothing, and any
use beyond monitoring needs it well above one.

A.8.6 Worked example 3: which model can live inside the twin

The coffee model at h = 1 minute took about 5,760 operations for a day. At a billion operations
a second that is t,,; = 5.76 X 10~° seconds for ty,, = 86,400 seconds, so RTF = 86,400/(5.76 X
107%) = 1.5 x 10'° - fifteen billion times faster than the world. It can live inside any twin, run
every what-if anyone asks for, and never be noticed.

Now the million-state tower. One step is 10'2 multiplications if the table were dense; a real
finite-element solver exploits the zeros and does perhaps 10° operations a step, and needs a step
of one millisecond to resolve the tower’s highest mode of interest. A day is 8.64 x 107 steps
and about 8.64 x 10! operations. At 10'° operations a second on a good workstation that is
fwan = 8.64 X 10° seconds, a hundred days, for one simulated day: RTF = 0.01. This model
cannot live inside the twin, for any purpose. The answer is not a faster computer - a hundred-
fold shortfall is not closed that way — but a different model: a reduced-order model that keeps the
few modes the Many Quantities section described, with n in the tens, an RTF in the thousands,
and an error that then has to be accounted for. The real-time factor is the number that forces
that decision, and the reason a twin holds more than one kind of model at all.
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A.9 Notation Used in This Book
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The book reserves a small set of letters and uses them the same way in every chapter. Table A.2
collects them, with the way each is read aloud, so that a symbol met in a chapter can be looked

up here in one place.

Table A.2: The letters the book reserves, how each is read aloud, and the section of this appendix

that builds it.

Symbol Read as Meaning Built in

T, T(t) “T”, “T at time t” a quantity; the same Quantities and Rates
quantity at a named
moment

dT/dt “the rate of T” how fast T is Quantities and Rates
changing now; the
derivative

0 “theta” the parameters of a Quantities and Rates
rule, spoken of
together

h “the step” the time one step of From an Equation to
the loop advances a Loop

Xk “x at step k” a quantity after k Quantities, Rates and
steps; a subscript Equations
always counts steps,
never time

X “the state” the record of Many Quantities
everything the model
must remember;
dimension n

u “the input” what is done to the Many Quantities
system from outside:
a command, a load

z “the output” or “the ~ what a sensor reports Many Quantities

reading”
Wy, Uk “process noise”, what the rule leaves The Markov Chain
“measurement noise” out; what the sensor

gets wrong

f.g “the step rule”, “the next state from Many Quantities

output rule”

present state and
input; reading from
state
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Symbol Read as Meaning Built in
AAT, AL T “A”, “A transpose”, “A  a table of coefficients; Many Quantities
inverse”, “the rows and columns
identity” swapped; the table
that undoes it; the
table that changes
nothing
B,C,F,G “B”, “C”, “F”, “G” the input table; the Many Quantities
output table; the
discrete step table;
the discrete input
table
AU, w “lambda”, “v”, a mode’s rate; its Many Quantities
“omega” shape; a natural
frequency in radians
per second
p(x) “the density of x” a curve whose areas Probability
are probabilities
u, o, o? “mu”, “sigma”, mean; standard Probability
“sigma squared” deviation, in the
quantity’s units;
variance
P,Q,R “P”, “Q”, “R” covariance of the Probability
state; of the process
noise; of the
measurement noise
N(u,d?) “normal with mean the Gaussian density =~ Probability
mu and variance
sigma squared”
p(x | z) “the density of x conditional density; Probability
given z” the bar is “given”
I, by “the transition a row-stochastic The Markov Chain
matrix”, “the belief at table; a row of
step k” probabilities over the
states
X “x hat” an estimate of x; a Probability
hat always marks an
estimate, never a true
value
RTF “the real-time factor” simulated time Solver and Simulator

covered per unit of
wall-clock time

Two of those letters clash with the symbols the book’s watering-rig case study uses, and the
book keeps both rather than renaming either. Table A.3 lists the rig’s symbols and says where
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each clash is resolved.
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Table A.3: The watering rig’s symbols beside the reserved letters they share, and how a reader

tells them apart.
Rig symbol Meaning for the watering rig ~ Clash, and how it is read
m, m; soil moisture; target moisture  none; the appendix uses m
for a matrix’s row count only
inside the Many Quantities
section
V, Viax dose asked for; the largest none
dose
T, T, the sensor’s reading period, none; both are step sizes in
seconds; the twin’s check this appendix’s sense
interval, hours
k the controller’s gain, the appendix’s cooling
millilitres per point of deficit  constant is also k, local to the
coffee example; in a subscript,
k always counts steps. The
context — a rig, a coffee, a
subscript — says which
d, g drying rate; dose response g is also the book’s output
rule in the state-space model;
the rig’s g carries units of
points per millilitre and the
output rule carries none
r, m the residual; the twin’s none; 1 is the hat convention

predicted moisture

above, applied to the rig

The mapped-mathematics convention, restated as a table, is Table A.4: what is typed in the
book’s source and what it becomes on the page.

Table A.4: How the book’s plain-text source spells mathematics, and what the rendered page

shows for each spelling.

Typed in the source as Becomes on the page Example
an asterisk between two multiplication, usually shown ab
symbols as a thin space or a times sign
a forward slash division, as a fraction where a/b

the line is displayed
a caret a power a?
an underscore a subscript Xp

a comma between two
relations, on one line

two equations set side by side

n=h-Tyyn=TL-T,
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Typed in the source as Becomes on the page Example
semicolons between rows a matrix or a column vector ~ [¢ 5]
inside brackets

the word integral with an integral sign with those S f p(x)dx
limits after it limits

a hat, transpose or inverse the hat, the superscript T, the %, AT, A7}
spelled as a suffix superscript minus one

Three lines read aloud, as worked examples of the table. First, x;,; = f(xg, Uy, ) + wy is “x
at step k plus one equals f of x at step k, u at step k and theta, plus the process noise at step k”.
Second, P(hot | alarm) = 0.32 is “the probability of hot given alarm is 0.32”. Third, by, = by II
is “the belief at step k plus one equals the belief at step k times the transition matrix”. A reader
who can produce those three sentences from the symbols can read every equation in the book.

A.10 Where Each Section Is Used

Table A.5 runs from each section of this appendix to the chapters and sections that lean on it.
This is the one place the appendix names a chapter. Chapters not yet written are named by their
role in the book and marked as planned.

Table A.5: From each section of this appendix to the chapters and sections that use it. Planned
chapters are named by role.

Appendix section Leaned on by

Quantities, Rates and Equations Chapter 2, Watering Strategies and Plant
Digital Twin (the drying rate d and the dose
response g as rate rules; the controller as a
difference equation); Chapter 3, Model,
Simulation and Simulator; the models
chapter, the lumped first-principles model
type (planned)

The Integration Chapter 2, Plant Digital Twin (the predicted
moisture between checks as an integral of the
drying rate); the models chapter, where a
closed form exists and where it does not
(planned)

From an Equation to a Loop Chapter 5, Sampling and Time (sampled time,
the sampling interval as the step); the models
chapter, the simulators half and its solver
choices (planned); the state and estimator
chapter, the prediction step (planned)
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Appendix section Leaned on by

Many Quantities at Once Chapter 4, Digital Twin Configuration (the
state as a record); Chapter 5, Sampling (a
mode’s natural frequency sets the interval);
the models chapter, the high-fidelity and
reduced-order model types and stiffness
(planned); the state and estimator chapter, the
state-space form throughout (planned)

Probability and Distributions Chapter 4, Digital Twin Configuration
(uncertainty as a field of state); Chapter 5,
Sensors and Quality (accuracy as a standard
deviation); the state and estimator chapter,
the correction step and Bayes’ rule (planned);
the credibility chapter, stated uncertainty
(planned)

State Machines with Probabilities Chapter 4, Digital Twin Configuration and the
as_of field (the belief and its leak); the
models chapter, the discrete-state and
probabilistic model types (planned); the state
and estimator chapter, the hidden Markov
model (planned)

What a Solver and a Simulator Do Chapter 1, Six Value Patterns (what each
pattern demands of the real-time factor);
Chapter 3, Model, Simulation and Simulator;
the models chapter, the simulators half and
its real-time factor (planned); the standards
chapter, co-simulation (planned)

Notation Used in This Book every chapter from Chapter 2 onward

Read Table A.5 down the right-hand column and one chapter appears against every row but
the last: the state and estimator chapter is the one that needs all of this appendix, and a reader
headed there should read it whole. Every other chapter needs one or two sections, which is why
the appendix is arranged so that they can be read alone.

What this appendix established, against its objectives. A differential equation and an
initial condition fix a trajectory, the rate at any state is one arithmetic step from the equation, and
a difference equation is the same idea with the step built in (objective 1). The integral form says
how much has accumulated, a closed form exists for the cooling law and few others, and Euler’s
step is one rectangle of that integral, with Heun’s trapezium and the implicit step as the two
improvements worth knowing (objective 2). A matrix times a vector is two loops, a transpose
swaps rows and columns, a two-by-two inverts by a formula that fails when its determinant is
zero, a system of equations is one matrix rule, the state-space form adds input and output tables,
and a mode is a vector the matrix only stretches (objective 3). A probability is a ratio of counts,
a conditional probability restricts the count, Bayes’ rule turns a conditional around, indepen-
dence is a test, and a density’s areas are probabilities, with the uniform and the Gaussian as the
two shapes that matter (objective 4). A Markov chain is a state machine with a probability on
every arrow, a belief predicts by one multiplication and corrects by Bayes’ rule, and the Markov
property is what lets a state be one row (objective 5). A solver runs the loop, a scheduler runs
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the queue, cost is operations per step times steps, and the real-time factor decides which model
a twin can carry (objective 6).

A.11 Exercises

Each exercise names the learning objective it serves. Solutions follow, or a hint where the exer-
cise is open.

1.

10.

11.

12.

13.

14.

(Objective 1) A vacuum flask has k = 0.02 per minute. Its tea is at 90 degrees in a room at
20. State the rate of change of the tea’s temperature, name the state, the parameters and
the initial condition, and say where the trajectory ends.

. (Objective 1) A tank with a flat bottom of area 2 square metres is filled at 0.5 cubic metres

a minute and drained at 0.3. Write the differential equation for the water level L and com-
pute the rate. Which of the numbers are parameters, what is the state, and what is the
difference equation for a level sensor read once a minute?

(Objective 2) Using the closed form, find when the paper cup (k = 0.2, T, = 20, T(0) = 80)
reaches 30 degrees, and its time constant.

(Objective 2) Step the coffee (k = 0.1, T, = 20, T, = 80) forward two Euler steps with h = 2
minutes, then one Heun step with 4 = 2. Compare both with the closed-form 69.12 at
minute two.

. (Objective 2) A system has k = 0.5 per minute. What is the largest step at which Euler’s loop

stays stable? A probe in the same model has k = 100. What step does the pair need, what
word describes the pair, and which method from the Better Solvers subsection removes
the constraint?

. (Objective 3) A = [13]and x = [1]. Compute Ax, AT and A™", and check the inverse by

applying it to A x.
(Objective 3) Write the discrete state-space table F = I + h A for the coffee and mug at
h = 0.5 minutes, and apply it to [6(? ] Why is the result not half of the & = 1 result?

. (Objective 3) From the two modes of the coffee and mug, state the largest stable Euler step,

and say which mode sets it.

. (Objective 4) A reading is rounded to the nearest four units, so the true value is uniform on

an interval of width four. Compute the probability it lies in the middle half of the interval,
and its standard deviation.

(Objective 4) Repeat the bearing example with a better sensor: P(alarm | hot) = 0.99 and
P(alarm | normal) = 0.01, prior 0.05. What is the posterior after one alarm, and why is it
so much higher than 0.32?

(Objective 4) A thermometer has o = 0.5 degrees. Out of 300 readings, about how many
would you expect to be more than one degree off, and more than one and a half degrees
off? A second thermometer of the same kind is added; state the assumption under which
the probability that both are more than a degree off on the same reading is the product of
the two, and one way the assumption could fail.

(Objective 5) From b, = [ 0.61 0.384 0.006 |, compute b; by one more multiplication with the
pump’s table, and check that it sums to one. Then, instead, suppose the sensor at hour two
reports no current; compute the posterior.

(Objective 5) The pump’s failure probability is found to grow with the number of hours it
has run since its last repair. The chain as drawn cannot express that. What fails, and what
is the repair?

(Objective 6) A reduced-order tower model has n = 20, costs about 2,000 operations a step,
and needs a step of 10 milliseconds. Compute its real-time factor on a machine doing 10*°
operations a second, and say what a twin can do with it.
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15. (Objective 2, Objective 6) Take the implicit Euler step for the coffee with 7 = 10 and with
h = 25, compare each with the closed form and with the explicit step, and say what the
implicit step buys a twin that must run a stiff model in real time.

A.11.1 Solutions and hints

Exercise 1 (solution). Rate —0.02 X (90 — 20) = —1.4 degrees per minute. State T; parameters
k = 0.02 and T, = 20; initial condition T'(0) = 90. The trajectory ends at the room temperature,
20, where the rate is zero.

Exercise 2 (solution). The level rises by the net inflow spread over the bottom: dL/dt =
(Gin — Gout)/Atank,> SO dL/dt = (0.5 — 0.3)/2 = 0.1 metres per minute. The state is L; the three
numbers are parameters — the area and the two flows — and the initial condition, which the
exercise does not give, is whatever the level is when the clock starts. The difference equation is
Ly,1 = L, + 0.1 with one step per minute, exact because the rate does not depend on L; the level
is a straight line, like the drying soil.

Exercise 3 (solution). The excess must fall from 60 to 10, so exp(—0.2¢t) = 1/6 and t =
In(6)/0.2 = 8.96 minutes, half the ceramic cup’s 17.9 because k doubled. The time constant is
1/k = 5 minutes.

Exercise 4 (solution). Euler, step one: rate —6, so T; = 80 — 12 = 68. Step two: rate
—0.1 X 48 = —4.8,s0 T, = 68 — 9.6 = 58.4; that is minute four, so compare instead after one
Euler step of h = 2 at minute two: 68 against 69.12, an error of 1.12. Heun with h = 2: start rate
—6, guess 68, rate there —4.8, T; = 80 + 1 X (—6 — 4.8) = 69.2, against 69.12, an error of 0.08 —
fourteen times smaller for one extra rate evaluation.

Exercise 5 (hint). Stability needs h < 2/k, so four minutes for the system and about 0.02
minutes - a little over a second - for the probe. The pair needs the probe’s step, everywhere, for
the whole run, though the probe settles in seconds; that is stiffness. The implicit Euler step is
stable at any step size, so the step can be chosen for the accuracy of the slow part alone.

Exercise 6 (solution). Ax = [}T2] =[3]. AT =[13] Determinant1x4—2x3 = —2,s0
At =[72_}5] Applyingitto[3]: rowone —2X3+1Xx 7 =1,row two 1.5X 3 —0.5x 7 = 1.
The original | } | comes back.

Exercise 7 (solution). F = [ 332 3:92|. Applied to [ |: [ %/ ]. It is not half of [ 3% |'s change
because the identity part of F does not scale with h: the change from [ ¢ | is [ 3* |, which is half
of the h = 1 change [ 7¢ |. Halving the step halves each step’s movement, not the state.

Exercise 8 (solution). The fast mode has 4, = —0.5646 per minute, so Euler is stable only
for h < 2/0.5646 = 3.54 minutes. The slow mode, with 4; = —0.0354, would allow h up to 56
minutes on its own; the fast mode sets the step, which is the stiffness the section described.

Exercise 9 (solution). The density is 1/4 on the interval. The middle half has width two,
so the probability is 2/4 = 0.5. The variance of a uniform density of width W is W2/12, here
16/12 = 1.33, so o = 1.15 units — again about 0.29 of the width.

Exercise 10 (solution). Hot: 0.99 X 0.05 = 0.0495. Normal: 0.01 X 0.95 = 0.0095. Total
0.059. Posterior 0.0495/0.059 = 0.84. It is higher because the false-alarm rate fell from 10 per
cent to 1 per cent: the normal bearings, which are nineteen times as common, now contribute
nineteen times fewer false alarms, so the alarm carries more evidence. The prior did not change;
the likelihood did.

Exercise 11 (solution). One degree is two standard deviations, so about 5 per cent of read-
ings, fifteen of the 300, are more than a degree off; one and a half degrees is three standard
deviations, so about 0.3 per cent, one reading. The product 0.05 X 0.05 = 0.0025 holds only if
the two thermometers’ errors are independent; a shared cold draught across both probes, or a
shared reference voltage, makes both err the same way at once and the joint probability larger
than the product.
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Exercise 12 (solution). Off: 0.61 X 0.7+ 0.384 X 0.4+ 0.006 X 0.1 = 0.5812. On: 0.61 X 0.3 +
0.384 X 0.58 + 0 = 0.4057. Faulted: 0.384 X 0.02 + 0.006 X 0.9 = 0.0131. Sum 1.000. The largest
entry is now 0.58, the leak continuing. For the reading of no current the likelihoods are one
minus the current likelihoods, [ 0.95 0.05 0.7 |: Off 0.5795, On 0.0192, Faulted 0.0042, total 0.6029,
posterior [ 0.961 0.032 0.007 ] The reading confirmed the belief rather than overturning it, and the
faulted entry barely moved, because “no current” is consistent with both Off and Faulted.

Exercise 13 (hint). The Markov property fails: the next state depends on how long the
pump has run, which is not in the state. The repair is to put it there - states such as “On, under
100 hours” and “On, over 100 hours”, or a run-hours quantity beside the discrete state — and not
to abandon the chain.

Exercise 14 (solution). A day is 8,640,000 steps of 10 milliseconds; at 2,000 operations each,
1.73 x 10'9 operations, which is 1.7 seconds at 10'° a second. RTF = 86,400/1.7 = 5 x 10*. The
twin can run fifty thousand simulated days in one real day, or a hundred what-if scenarios for
the coming hour in seven seconds; prediction and decision support are open to it, at the cost of
whatever accuracy the reduction gave up.

Exercise 15 (solution). With h = 10: T; = (80 + 1 X 20)/(1 + 1) = 50, against a closed
form of 42.07 and an explicit step of 20. With h = 25: (80 + 2.5 X 20)/3.5 = 37.1, against 22.99
at minute 25 and an explicit —70. The implicit step is less accurate than the exact curve at these
long steps but never unstable, so a stiff model can be stepped at the rate its slow part needs — and
its real-time factor rises by the ratio of the two steps - instead of at the rate its fastest transient
demands.

A.12 Further Reading

Grouped by section. The proofs this appendix omits are in the standard first-year texts of each
subject, and any of them will do; the entries below are sources this book’s own chapters draw
on, and where in a twin each idea appears.

+ Equations, integration and the loop. A foundations text for modelling cyber-physical
systems derives Euler’s error, introduces the Runge-Kutta family and motivates adaptive
step size [166]. A coupled building-simulation system describes in practical terms what
an adaptive-step solver does with a stiff mix of continuous and switching dynamics [169].

« Vectors, systems and state space. A twin of a laboratory incubator walks from a con-
tinuous state-space model through discretisation to the discrete system a state estimator
runs on [190]; a physics-based twin of a floating wind turbine runs a Kalman filter over a
linear structural model to estimate section loads along the tower [164]; and a structural-
monitoring paper explains natural frequencies and mode shapes as the quantities opera-
tional modal analysis extracts from vibration data [191].

« Probability and the Markov chain. The formal picture of a twin and its asset as coupled
dynamical systems carried by a probabilistic graphical model is set out for an unmanned
aircraft [171], and applied to a civil structure with a dynamic Bayesian network carrying
the observations-to-decisions flow [175]. Both are the hidden Markov model of this ap-
pendix at full scale.
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